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Preface

Although the origins of parallel computing go back to the last century, it
was only in the 1970s that parallel and vector computers became available
to the scientific community. The first of these machines—the 64 processor
Illiac IV and the vector computers built by Texas Instruments, Control Data
Corporation, and then CRAY Research Corporation—had a somewhat
limited impact. They were few in number and available mostly to workers
in a few government laboratories. By now, however, the trickle has become
a flood. There are over 200 large-scale vector computers now installed, not
only in government laboratories but also in universities and in an increasing
diversity of industries. Moreover, the National Science Foundation’s Super-
computing Centers have made large vector computers widely available to
the academic community. In addition, smaller, very cost-effective vector
computers are being manufactured by a number of companies.

Parallelism in computers has also progressed rapidly. The largest super-
computers now consist of several vector processors working in parallel.
Although the number of processors in such machines is still relatively small
(up to 8), it is expected that an increasing number of processors will be
added in the near future (to a total of 16 or 32). Moreover, there are a
myriad of research projects to build machines with hundreds, thousands,
or even more processors. Indeed, several companies are now selling parallel
machines, some with as many as hundreds, or even tens of thousands, of
processors.

Probably the main driving force for the development of vector and
parallel computers has been scientific computing, and one of the most
important problems in scientific computing is the solution of linear systems
of equations. Even for conventional computers, this has continued to be
an active area of research, especially for iterative methods. However, parallel
and vector computers have necessitated a rethinking of even the most basic
algorithms, a process that is still going on. Moreover, we are in the most
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viii Preface

turbulent period in the history of computer architecture. It will certainly
be several years, if ever, before a single parallel architecture emerges as the
machine of choice.

It follows that a book on this topic is destined to be obsolete almost
before it is in print. We have attempted to mitigate this problem by not
tying the book to particular machines, although the influence of the older
CDC CYBER 205 and CRAY-1 will be noted. However, there are many
basic approaches that are essentially machine independent and that, presum-
ably, will survive even though particular algorithms based on them may
need to be modified. It is these approaches that we have tried to stress.

This book has arisen from a second-semester first-year graduate course
begun in the early 1980s. Originally the course was directed primarily toward
the analysis of iterative methods, with some attention to vector computers,
especially the CYBER 205. Over the years more on parallel computers has
been added, but the machines used for projects have been the CYBER 205
and, more recently, the CRAY X-MP. This is reflected in the exercises,
which are biased heavily toward the CYBER 205.

The organization of the book is as follows. Chapter 1 discusses some
of the basic characteristics of vector and parallel computers as well as the
framework for dealing with algorithms on such machines. Then many of
these concepts are exemplified by the relatively simple problem of matrix
multiplication. Chapter 2 treats direct methods, including LU, Choleski,
and orthogonal factorizations. It is assumed that the reader has had at least
a first course in numerical methods and is familiar with most of these
methods. Thus, the emphasis is on their organization for vector and parallel
computers. Chapter 3 deals with iterative methods. Since most introductions
to numerical methods deal rather lightly, if at all, with iterative methods,
we devote more time in this chapter to the basic properties of such methods,
independently of the computer system. In addition, many of the standard
convergence theorems and other results are collected in two appendixes for
those who wish a more detailed mathematical treatment. Other than the
above background in numerical methods, the main prerequisites are some
programming experience and linear algebra. Very basic background material
in linear algebra is summarized briefly in Appendix 4.

Many important topics are not covered, and, as mentioned previously,
rather little attention is given to algorithms on current particular machines.
However, each section ends with “References and Extensions,” which give
short summaries of related work and references to the literature. It is hoped
that this will help the reader to pursue topics of interest. References are
given by the format Author [year] (for example, Jones [1985]) and may be
found accordingly in the bibliography.

The book should be read in the spirit of a mathematics book, not as
a “how-to-do-it”” manual. The incomplete code segments that are given are
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meant to be illustrative, not the basics of a running code. Anyone wishing
to use a linear equation solver for a particular parallel or vector machine
is strongly advised not to start from the material in this book, especially
for direct methods. Rather, see what routines, ¢specially LINPACK, are
already available on that machine.

The following conventions are used. Vectors are denoted by lower case
bold and matrices by upper case italic. Equation numbers are given by
chapter and section; thus (3.2.4) is the fourth numbered equation in Section
3.2. Theorems and definitions are likewise numbered within a section by,
for example, 3.2.6.

I am indebted to Sandra Shifflett, Beverly Martin, and especially, B.
Ann Turley for typing the manuscript, and to many students and reviewers
for their comments.

Charlottesville, Virginia James M. Ortega
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Introduction

1.1. Vector and Parallel Computers

In the early 1970s, computers began to appear that consisted of a
number of separate processors operating in parallel or that had hardware
instructions for operating on vectors. The latter type of computer we will
call a vector computer (or processor) while the former we will call a parallel
computer (or processor).

Vector Computers

Vector computers utilize the concept of pipelining, which is the explicit
segmentation of an arithmetic unit into different parts, each of which
performs a subfunction on a pair of operands. This is illustrated in Figure
1.1-1 for floating point addition.

In the example of Figure 1.1-1, a floating point adder is segmented
into six sections, each of which does one part of the overall floating point
addition. Each segment can be working on one pair of operands, so that
six pairs of operands can be in the pipeline at a given time. The advantage
of this segmentation is that results are being computed at a rate that is 6
times faster (or, in general, K times, where K is the number of segments)
than an arithmetic unit that accepts a pair of operands and computes the
result before accepting the next pair of operands. However, in order to
utilize this capability, the data must reach the arithmetic units rapidly

a; > > a4yt by
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Figure 1.1-1. A floating point pipeline.
1



2 Chapter 1

Pipeline

Main memory

Figure 1.1-2. Memory-to-memory addition operation.

enough to keep the pipeline full. As one aspect of this, the hardware
instructions for, say, vector addition eliminate the need for separate load
and store instructions for the data. A single hardware instruction will control
the loading of the operands and storing of the results.

Memory-to-Memory Processors

Control Data Corporation (CDC) has produced a line of vector pro-
cessors starting with the STAR-100 in 1973. This machine evolved into the
CYBER 203 in the late 1970s and then the CYBER 205 in the early 1980s.
These machines were all memory-to-memory processors in that vector
operations took their operands directly from main memory and stored the
result back in main memory. This is illustrated in Figure 1.1-2 for a vector
addition.

Register-to-Register Processors

Cray Research, Inc. has produced vector processors since the mid 1970s
that are examples of register-to-register processors. By this we mean that
the vector operations obtain their operands from very fast memory, called
vector registers, and store the results back into vector registers. This is
illustrated in Figure 1.1-3 for vector addition. In Figure 1.1-3, each vector

c=a+b
b +
a e
Pipeline
Main Memory Vector Registers

Figure 1.1-3. Register-to-register addition.
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register is assumed to hold a certain number of words. For example, on the
CRAY machines, there are eight vector registers, each of which holds 64
floating point numbers. Operands for a vector addition are obtained from
two vector registers and the result is put into another vector register. Prior
to the vector addition, the vector registers must be loaded from main
memory, and, at some point, the result vector is stored back into main
memory from a vector register. It is usually desirable on this type of computer
to use data in the vector registers as much as possible while they are
available; several examples of this will be given in later sections.

Memory Hierarchies

Vector registers play somewhat the same role as cache memory on
conventional computers. More recent vector computers may have a more
complex memory hierarchy. For example, the CRAY-2, in addition to vector
registers, has a 16,000-word fast local memory in each processor. Other
machines such as the CRAY X-MP series can have a back-up storage (the
Solid-State Storage Device), which is slower than main memory but con-
siderably faster than disk. And, of course, all the machines will have disk
units. The challenge is to use these various types of storage in such a way
as to have the data ready for the arithmetic units when it is needed.

Arithmetic Units

As discussed above, vector processors will have pipelined arithmetic
units to handle vector operations. The form of these may differ, however.
The CDC machines have used reconfigurable units in which a single pipeline
can perform the different arithmetic operations but it must be configured
for a particular operation, say addition, before that operation can begin.
The CRAY machines, on the other hand, have used separate pipelines for
addition and multiplication, as well as other functions. And some Japanese
machines (for example, the NEC SX-2) have multiple separate pipelines
(for example, four pipelines for addition, four for multiplication, etc.).
There may also be multiple reconfigurable pipelines. For example, the
CYBER 205 allows 1, 2, or 4 pipelines, which are used in unison on a given
vector operation (rather than processing separate operations.)

Vector hardware operations are always provided for the addition of
two vectors, the elementwise product of two vectors, and either the element-
wise quotient of two vectors or the reciprocals of the elements of a vector.
There may also be vector instructions for more complex operations such
as the square roots of the elements of a vector, the inner product of two
vectors, the sum of the elements of a vector, sparse vector operations, and
so on. There may also be certain operations that can be handled very
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efficiently. A linked triad is an operation of the form a + ab, where a and
b are vectors and « is a scalar. Other forms of a linked triad are also possible
such as (a+ a)b, where a+ a is the vector with a added to all of its
components, The CYBER 205 can perform these linked triad operations at
almost the same speed as a vector addition or multiplication operation. The
linked triad a + ab is also known as a saxpy operation, and this is the more
common designation, especially amongst CRAY users. We will, however,
use the term “linked triad.”

Machines with separate arithmetic pipelines usually allow the possibil-
ity of chaining arithmetic units together so that results from one unit are
routed directly to another without first returning to a register. This is
illustrated in Figure 1.1-4 for a linked triad operation.

Most vector computers provide separate units for scalar arithmetic.
These units may also be pipelined but do not accept vector operands as
the vector pipelines do. They can run concurrently with the vector pipelines,
and usually produce scalar results 5-10 times slower than the maximum
rates of the vector pipelines.

Vector Start-up Times

The use of vector operations incurs an overhead penalty as shown in
the following approximate formula for the time T for a vector operation:

T=8+KN (1.1.1)

In (1.1.1), N is the length of the vectors involved, K is the time interval at
which results are leaving the pipeline, and S is the start-up time. S is the
time for the pipeline to become full, and includes the time to initiate the
fetch of the operands. This is typically much larger for memory-to-memory
machines than register to register machines provided that the time to load
the vector registers from main memory is not included. S also includes the
time for configuring the pipeline on those machines with reconfigurable
pipelines.

The result rate K is closely related to the cycle time (also called the
clock period, clock time, or minor cycle time) of the machine. One result

b a a
' {
* ab + atab

Figure 1.1-4, Chaining.



Introduction 5

will leave a pipeline unit every cycle time once the pipeline is full. Hence,
on many machines K is just the cycle time. However, on those machines
with multiple reconfigurable pipelines, or multiple addition and multiplica-
tion units, K will be the cycle time divided by the number of muitiple units.
For example, the cycle time of the CYBER 205 is 20 ns (nanoseconds = 10~
seconds) so that on a two-pipeline 205, K is 10 ns for addition and multipli-
cation and 5 ns on a four-pipeline 205. Similarly, the cycle time of the NEC
SX-2 is 6 ns and there are four units for addition and multiplication. Hence,
K = 1.5ns for these operations. The value of K may be larger for more
complex operations such as square root or inner product.
From (1.1.1), the time per result is

Te=K+S/N (1.1.2)

which has the graph shown in Figure 1.1-5 as a function of the vector length
N. Figure 1.1-5 illustrates the need to use sufficiently long vectors so as to
amortize the start-up time over many results. Result rates on current vector
processors are on the order of a few nanoseconds, while start-up times S
range from several tens of nanoseconds on register to register machines to
several hundreds of nanoseconds on memory to memory machines.

Another way of plotting the result rate is to use the number of results
per time unit given by

N

R=Tg=——
RTS+KN

(1.1.3)

K+S

Tr

1 10 10 10°  10°
N

Figure 1.1-5. Time per result relation.
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If $=0, oras N - o, (1.1.3) yields

Ry = (1.1.4)

1
K
which is called the asymptotic result rate. This is the (not achievable)
maximum result rate when the start-up overhead is ignored. For example,
if K is 10 ns, then the asymptotic rate is R, = 10® results per second, or
100 mflops, where “mflops” denotes megaflops or one million floating point
operations per second.

The function R of (1.1.3) is plotted in Figure 1.1-6 as a function of N
under the assumption that K = 10 ns and S = 100 ns as well as S = 1000 ns.
As illustrated in Figure 1.1-6, both curves tend to the asymptotic result rate
of 100 mflops as N increases, but the approach is much more rapid initially
for smaller S.

A number of some interest is N,,,, which is defined to be the vector
length for which half the asymptotic rate is achieved. For example, if
K = 10ns, it follows from (1.1.3) that N,,, = 100 for S = 1000, while if
S =100, then N,,, = 10. Another important number is the cross-over point,
N,, at which vector arithmetic becomes faster than scalar arithmetic. Sup-
pose that scalar arithmetic can be done at an average rate of 10 mflops.
Then the crossover point N, is the value of N for which R = 10 mflops.
For $ = 1000, using (1.1.3), this is the minimum value of N for which

N
(1000 + 10N)10°°

=10 x 10°

or N, = 12. Thus, for vectors of length less than 12, the use of vector

R
1001 S=100
S=1000
50
10 10? 10° 10*
N

Figure 1.1-6. Result rates in mflops.
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arithmetic is slower than scalar arithmetic. On the other hand, for $ = 100,
N, = 2; in this case, vector operations are more efficient for all vector lengths
except the trivial case of vectors of length 1. Note that the cross-over point
is highly dependent on the scalar arithmetic rate. In the previous examples,
if the scalar arithmetic rate was only 5 mflops, then N, = 6 if § = 1000 and
N, =1if § =100.

Vectors

On vector computers, there are restrictions on what constitutes a vector
for purposes of vector arithmetic operations. On register to register
machines, a vector for arithmetic instructions will be a sequence of con-
tiguous elements in a vector register, usually starting in the first element of
a register. An important consideration for these machines, then, is what
constitutes a vector in main memory for the purpose of loading a vector
register. This is essentially the same consideration as what constitutes a
vector for arithmetic operations on memory to memory computers.

Elements that are sequentially addressable always constitute a suitable
vector, and on some machines (for example, CDC machines) these are the
only vectors. In the sequel, we will use contiguous as a synonym for
sequentially addressable, although sequentially addressable elements are
usually not physically contiguous in memory; rather, they are stored in
different memory banks. (However, on CDC machines data are accessed
in “superwords” of eight words that are physically contiguous. Here, it is
superwords that are in different memory banks.) On other machines, ele-
ments with a constant stride form a vector. By stride we mean the address
separation between elements. Thus, elements with addresses a, a + s, a +
2s,...have a constant stride equal to s. In the special case that s = 1, the
elements are sequentially addressable.

For elements that are not stored with a constant stride, or for elements
stored with a constant stride greater than one on those machines for which
a vector consists only of sequentially addressable elements, it is necessary
to use auxiliary hardware or software instructions to reformat the data to
be an acceptable vector. A gather operation will map a given number of
elements specified by a list of their addresses into a vector. A merge operation
will combine two vectors into a single vector. A compress operation will
map elements at a constant stride into a vector. All of these operations, of
course, require a certain amount of time, which adds to the overhead of
the vector arithmetic operations. Moreover, after the vector arithmetic is
done, it may be necessary to store the results in a nonvector fashion. A
scatter operation, the inverse of gather, stores elements of a vector into
positions prescribed by an associated address list. A primary consideration
in developing algorithms for vector computers is to have the data arranged
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s0 as to minimize the overhead that results from having to use the above
data management operations.

Parallel Computers

The basic idea of a parallel computer is that a number of processors
work in cooperation on a single task. The motivation is that if it takes one
processor an amount of time ¢ to do a task, then p processors can do the
task in time ¢/ p. Only for very special situations can this perfect “speedup”
be achieved, however, and it is our goal to devise algorithms that can take
as much advantage as possible, for a given problem, of multiple processors.

The processors of a parallel computer can range from very simple ones
that do only small or limited tasks to very powerful vector processors. Most
of our discussions will be directed towards the case in which the processors
are complete sequential processors of moderate power, although attention
will also be paid to having vector processors.

MIMD and SIMD Machines

A first important dichotomy in parallel systems is how the processors
are controlled. In a Single-Instruction-Multiple-Data (SIMD) system, all
processors are under the control of a master processor, called the controller,
and the individual processors all do the same instruction (or nothing) at a
given time. Thus, there is a single instruction stream operating on multiple
data streams, one for each processor. The Illiac IV, the first large parallel
system (which was completed in the early 1970s), was an SIMD machine.
The ICL DAP, a commercial machine introduced in England in 1977, the
Goodyear MPP, especially constructed for NASA in the early 1980s, and
the Connection Machine, a commercial machine of the mid-1980s, are also
machines of SIMD type, although the individual processors are relatively
simple 1-bit machines: 4096 in the DAP, 16,484 in the MPP, and 64,936 in
the Connection Machine. Vector computers may also be conceptually
included in the class of SIMD machines by considering the elements of a
vector as being processed individually under the control of a vector hardware
instruction.

Most parallel computers built since the Illiac IV are Multiple-Instruc-
tion-Multiple-Data (MIMD) systems. Here, the individual processors run
under the control of their own program, which allows great flexibility in
the tasks the processors are doing at any given time. It also introduces the
problem of synchronization. In an SIMD system, synchronization of the
individual processors is carried out by the controller, but in an MIMD
system other mechanisms must be used to ensure that the processors are
doing their tasks in the correct order with the correct data. Synchronization
will be discussed more in later sections.
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Shared versus Local Memory

Another important dichotomy in parallel computers is shared versus
local memory. A shared memory system is illustrated in Figure 1.1-7. Here,
all the processors have access to a common memory. (In the sequel, we
will use the terms “shared memory” and *“‘common memory” interchange-
ably.) Each processor can also have its own local memory for program code
and intermediate results. The common memory would then be used for data
and results that are needed by more than one processor. All communication
between individual processors is through the common memory. A major
advantage of a shared memory system is potentially very rapid communica-
tion of data between processors. A serious disadvantage is that different
processors may wish to use the common memory simultaneously, in which
case there will be a delay until the memory is free. This delay, called
contention time, can increase as the number of processors increases.

An alternative to shared memory systems are local memory systems,
in which each processor can address only its own memory. Communication
between processors takes place by message passing, in which data or other
information are transferred between processors.

Interconnection Schemes

Probably the most important and interesting aspect of parallel com-
puters is how the individual processors communicate with one another.
This is particularly important for systems in which the processors have only
local memory, but it is also important for shared memory systems since the
connection to the shared memory can be implemented by different communi-
cation schemes. We shall next discuss briefly a number of the more common
interconnection schemes.

Completely Connected. In a completely connected system, each pro-
cessor has a direct connection to every other processor. This is illustrated

Memory

Figure 1.1-7. A shared memory system.
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P

Figure 1.1-8. A completely connected system.

in Figure 1.1-8. A completely connected system of p processors requires
p — 1 lines emanating from each processor, which is impractical if p is large.

Crossbar Switch. Another approach to a completely connected system
is through a crossbar switch as illustrated in Figure 1.1-9. As shown there,
each processor can be connected to each memory, in principle, through
switches that make the connection. This has the advantage of allowing any
processor access to any memory with a small number of connection lines.
But the number of switches to connect p processors and p memories is p?,
which becomes impractical for large p. One early parallel system, the C.mmp
developed at Carnegie-Mellon University in the early 1970s, used this
scheme to connect 16 PDP-11 minicomputers.

Bus and Ring. A bus network is illustrated in Figure 1.1-10. Here, all
processors are connected by a (high-speed) bus. An advantage is a very

M M M

Figure 1.1-9. A crossbar switch.
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Figure 1.1-10. A bus network.

Figure 1.1-11. A ring network.

small number of connection lines, but there may be contention (bus conten-
tion) for use of the bus by different processors; this can become a severe
problem as the number of processors increases.

A ring network is a closed bus network as illustrated in Figure 1.1-11.
Here data move around the ring and are available to each processor in turn.
Several parallel computers have used bus or ring connections of various
types. Some systems have used a bus to connect processors to a global
memory; an example of the mid 1980s is the Flexible Computer Corporation
FLEX/32, a system with 20 processors. Other systems have used a bus to
implement a local memory message passing system. An example was ZMOB,
an experimental system developed at the University of Maryland in the
early 1980s.

Mesh Connection. One of the most popular interconnection schemes
historically has been to have each processor connected to only a few
neighboring processors. The simplest example of this is a linear array
illustrated in Figure 1.1-12. Here, each processor is connected to two nearest
neighbors (except the end processors, which are connected to only one).

Pl Pz P3 oo Pp

Figure 1.1-12. A linear array.
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An advantage of this connection pattern is its simplicity, with at most two
lines emanating from each processor. A severe disadvantage is that data
may need to be passed through several processors to reach its final destina-
tion. (Note that this is different from in a bus network, although Figures
1.1-10 and 1.1-12 are rather similar.) For example, in Figure 1.1-12, if
processor P, wishes to send data to processor P,, the data must first be sent
to P,, and then transmitted to P,, and so on. Thus, p — 1 transmissions of
the data must be made. The maximum number of transmissions that must
be made to communicate between any two processors of the system is called
the communication length or diameter of the system. The communication
length of a linear array is shortened by a ring array, illustrated in Figure
1.1-13, in which the maximum distance between processors is now about
half of that for a linear connection. Communication in a ring array can be
either unidirectional (data can move only clockwise, say, in Figure 1.1-13)
or bidirectional.

Most mesh-connected arrays that have actually been built have used
a two-dimensional connection pattern. One of the simplest such connection
schemes is illustrated in Figure 1.1-14, in which the processors are laid out
in a regular two-dimensional grid and each processor is connected to its
north, south, east, and west neighbors. In addition, the edge processors can
be connected in a wrap-around fashion. This north-south-east-west connec-
tion pattern was used by the Illiac IV, for 64 processors arranged in an
8 x 8 array.

The connection pattern illustrated in Figure 1.1-14 again has the virtue
of simplicity. It also has the same disadvantage of a linear array in that
transmission of data between distant processors must pass through a suc-
cession of intermediate processors. The communication length for p pro-
cessors arranged in a square array is O(v/p). This communication problem
can be alleviated to some extent by adding still more connections, called
local links. For example, in Figure 1.1-14, each processor could also be
connected to four additional processors in the northeast, southeast, south-
west, and northwest directions. Or, one could consider a three-dimensional

P

\Fp

Figure 1.1-13. A ring array.
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P P P P
P P | P P
P P P P
1 L
P P P P

Figure 1.1-14, A mesh-connected array.

array of processors where each processor is connected to its six nearest
neighbors. Clearly, the addition of more local links leads to faster average
communication but at the expense of additional complexity.

Hypercube. An interesting variation of the local connection principle
is to consider, conceptually, local connections in higher dimensions. Con-
sider first the connection pattern in three dimensions illustrated in Figure
1.1-15. Here, the processors are vertices of a cube in 3-space and the edges
of the cube are the local links between processors. Thus, in Figure 1.1-15,
each processor is connected to its three nearest neighbors in the sense of
nearest vertices on the cube.

Now imagine the analogous connection scheme using a cube in k
dimensions. Again, the processors would be visualized as the 2% vertices of

Figure 1.1-15. A 3-cube connection.
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this k-dimensional cube. Each processor is connected to its k adjacent
vertices, along the edges of the cube. Such a connection pattern is called a
hypercube or binary k-cube connection. Of course, a k-dimensional cube
cannot actually be constructed for k > 3 and the connection pattern must
be mapped back into no more than three dimensions for fabrication. For
example, Figure 1.1-15 also shows the connection pattern if the processors
are assumed to lie in a plane. For a 4-cube, a cube in four dimensions,
there are 16 processors, with each processor connected to four others. It
turns out in this case that Figure 1.1-14 of a mesh-connected array also
shows the 4-cube interconnection pattern. Figure 1.1-16 illustrates a three-
dimensional way of visualizing the connection pattern for a 4-cube and also
shows that the 4-cube can be obtained by connecting corresponding vertices
of two 3-cubes. In general, we can construct a k-cube by connecting all
corresponding processors of two (k — 1)-cubes.

In the hypercube connection scheme, the number of connections from
each processor grows as the number of processors increases and the com-
munication length is only log p. (Here, and throughout, “log™ denotes log,.)
For example, for 64 processors—a 6-cube—each processor is connected to
six other processors and the communication length is 6, while for 1024
processors—a 10-cube—each processor is connected to ten other processors
and the communication length is 10. Moreover, the hypercube contains
some of the other connection patterns that have been discussed. For
example, ring or mesh-connected arrays can be included by ignoring some
of the local links. On the other hand, as the size of the cube is increased,

Figure 1.1-16. Connection pattern for a 4-cube.
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the complexity and the number of lines emanating from each processor
also increase and a practical limit to the cube size will eventually be reached.

Several systems use the hypercube connection pattern. These include
the Cosmic Cube developed at the California Institute of Technology in
the early 1980s and which motivated commercial versions built by Intel
Corp. (the iPSC), Ncube Corp., and others.

Switching Networks. A rather general way of connecting processors, or
connecting processors to memories, is by means of a switching network.
(Switching networks are the means of connecting telephones to one another.
Consider the problem of connecting all the telephones in the country by
any of the previous schemes.) A simple switching network is depicted in
Figure 1.1-17. On the left are shown eight processors and on the right are
eight memories. Each box represents a two-way switch and the lines are
the transmission links. By means of this switching network each of the
processors can address any of the memories. For example, suppose P,
wishes to address M. Switch 1,1 is then set to accept the link from P, and
set the path to Switch 2,2, which sets the path to Switch 3,4, which sets the
path to M;.

Figure 1.1-17 represents a switching network implementation of a
shared memory system, in the sense that each processor can access each
memory. Alternatively, the memories on the right could be the processors
themselves, as indicated by the processor numbers in parentheses. In this
case, the figure would depict a message-passing local memory system.

Using the two-way switches shown in Figure 1.1-17, we would need
p/2 switches at each switching stage and log p stages for a total of 3p log p
switches. This compares very favorably with the p® switches needed for the

P, M;(P})
P, > 1.1 2.1 3.1 < My(P)
P > 12 2.2 3.2 < M;(P;)
| M,(P,)
Ps M;(Ps)
e > 1.3 2.3 33 < M (P)
P > 1.4 2.4 3.4 ,< M,(P;)
Pa Mg(Pa)

Figure 1.1-17. A switching network.
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crossbar switch of Figure 1.1-9; for example, with p = 2'°, only 5 x 2'°
switches would be needed, as compared with 2%,

Several parallel systems have been built or designed using switching
network connections (not necessarily of the form shown in Figure 1.1-17).
These include the Bolt, Beranek and Newman, Inc. Butterfly and the
Ultracomputer at New York University.

Hybrid Schemes. As pointed out in the discussion above, each connec-
tion scheme has certain advantages and disadvantages. This motivates the
possibility of combining two or more schemes so as to obtain the major
advantages of each while minimizing the disadvantages. For example,
assume that the processors in the mesh-connected array of Figure 1.1-14
are also connected by a bus. Then communication between nearby pro-
cessors can take place on the local links, thereby freeing the bus of this
amount of traffic, while communication between more distant processors
can use the bus. The Finite Element Machine developed at NASA’s Langley
Research Center in the late 1970s was a hybrid system of this type. Another
example is the Connection Machine, in which groups of 16 processors,
together with their memories, are implemented on a single chip in such a
way that these processors are completely connected. These chips are con-
nected in a hypercube fashion. A variety of other hybrid schemes could be
described.

Clusters. Somewhat related to hybrid schemes is clustering. A cluster
scheme is illustrated in Figure 1.1-18. Here there are n clusters, each
consisting of m processors. Within each cluster, the processors are connected
in some fashion (any of the previous schemes could be used), and then the
clusters are connected by a bus. The communication within each cluster is
called local while communication between clusters is called global. The
hope in such a scheme is that there will be a suitable balancing of these
two types of communication; that is, most communication for a given
processor will be local within its own cluster and less frequently a cluster
will need to communicate with another cluster.

bus
cluster 1 cluster 2 cluster n

Figure 1.1-18. A cluster connection.
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Clearly, there is a large number of ways a cluster scheme could be
implemented. Within a cluster, the connections could be by bus, ring, mesh,
hypercube, and so on. The connections between clusters could also use any
of these schemes rather than the bus of Figure 1.1-18. Moreover, the
clustering concept can be applied repeatedly to obtain clusters of clusters
of clusters, and so on. The Cm™* constructed at Carnegie-Mellon University
in the mid 1970s was an early example of a system that used clustering. A
current example is the Cedar system being developed at the University of
Illinois.

Reconfigurable Schemes. Another way to attempt to overcome the limita-
tions of a single communication scheme is to have the ability to reconfigure
the connection pattern. This could be done either statically at the outset of
a given program or dynamically in the middle of a program and under
program control. The TRAC at the University of Texas—Austin and the
Pringle at Purdue University and the University of Washington were
developed in the early 1980s to demonstrate the utility of reconfigurable
connection schemes.

More on Communication

We next discuss communication in local memory systems in more
detail. Consider a typical problem of sending n floating point numbers from
the memory of one processor, P,, to the memory of another processor, P,.
Generally, this communication will be accomplished by a combination of
hardware and software, and a typical scenario might be the following. First,
the data are loaded into a buffer memory or collected into contiguous
locations in memory. Then a send command will be executed to transfer
the data to a buffer or memory of P,. P, will execute a receive command
and the data will be routed to their final location in the memory of P;.
Coprocessors may be available to relieve the main processors of much of
this work.

Many details (largely dependent on the system) have been omitted in
the above simplified description, but the main points are that to send the
data, they must first be collected from the memory of the sending processor,
information must be provided as to where they are to be sent, the data must
be physically transmitted between the processors, and, finally, they must
be put in the correct memory locations of the receiving processor. On many
systems, the time for this communication is approximated by

t=s+an (1.1.5)

where s is a start-up time and « is the incremental time necessary for each
of the n words to be sent. Note that this has the same form as the time for
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vector instructions in (1.1.1). On local memory systems in which communica-
tion is carried out on local links between neighboring processors, it may
be necessary for a message to pass through many different processors before
reaching its final destination. Thus, if (1.1.5) represents the time for com-
munication between neighbor processors than the total communication time
will be much larger.

A common requirement is to send data from one processor to all others,
called a broadcast. We illustrate one way to do this on a hypercube system
when a processor can send to only one other processor at a time. Figure
1.1-19a depicts a spanning tree (or minimal spanning tree) of an eight-
processor hypercube with the processors numbered as in (b). At the first
time step, processor 1 sends to processor 2. At the second time step, processor
1 sends to processor 3 and processor 2 sends to processor 4. At the third
time step, processors 1, 2, 3, and 4 send to processors 5, 6, 7, and 8, as
indicated. If there are p =2 processors, then d = log p time steps are
required.

Parallel-Vector Systems

We end this section with a short discussion of parallel systems in which
the processors are vector computers. Such parallel-vector systems are the
current commercially available supercomputers, and this trend will probably
continue into the foreseeable future. The CRAY X-MP series was intro-
duced in 1982 with two processors, and with four processors in 1984. It is
envisioned to have up to 16 processors in the near future (perhaps under
the designation Y-MP). The CRAY-2 has four processors, with additional
processors likely. The ETA-10, the successor to the CDC CYBER 200 series,
became operational in 1987 and is designed for eight processors.

8
1 \ 4
]
/ !
2 1
/ T
3 S
e SV
8 6 7 5 .
5 1
(a) (b)

Figure 1.1-19. Spanning tree broadcast.



Introduction 19

Parallel-vector systems are also being produced below the supercom-
puter level. The Intel iPSC hypercube is available with vector processors,
and Alliant Corp. offers a system of eight vector processors.

References and Extensions 1.1

1. There are a number of books or anthologies on the architecture of vector
computers. Kogge [1981] gives a detailed discussion of pipelining and its use in
vector computers. Hockney and Jesshope [1981] discuss the CRAY-1 and CYBER
205, as well as the half-performance length, N,,,, and related matters. (An
extension of the N,,, concept to parallel machines is given in Hockney [1987].)
More recent treatments include Fernbach [1986], which gives further information
on CRAY computers as well as Japanese vector computers manufactured by
Hitachi, Fujitsu and NEC, and Stone [1987], which covers design considerations
for high performance computers. See also Chen [1984] and Larson [1984] for
the CRAY X-MP and Lincoln [1982] for the CYBER 205.

2. Points of specific interest for particular vector computers are addressed in a
number of papers. The CRAY X-MP allows chaining of both loads and stores
and Dongarra and Hinds [1985] observe that for certain operations the X-MP
acts as a memory to memory machine with the vector registers playing the role
of storage buffers. Bucher [1983] gives performance measurements for CRAYs
and other supercomputers. Hack [1986] discusses the effect on the overall compu-
tation rate of overlapping scalar and vector computations. Performance measure-
ments on the Intel, Ncube, and Ametak hypercubes are given in Dunigan [1987].

3. Hwang and Briggs [1984] give detailed discussions of the architecture of parallel
computers. Other books or anthologies dealing with various aspects of parallel
computer architecture include Hockney and Jesshope [1981], Snyder et al [1985],
Uhr [1984], and Paker [1983]. Papers discussing particular machines include
Gottlieb et al. [1983] on the New York University Ultracomputer, Seitz.[1985]
on the Cosmic Cube, Storaasli et al. [1982] on the Finite Element Machine, and
Pfister et al. [1985] on the IBM RP3. The dichotomy of SIMD and MIMD parallel
computers was given in Flynn [1966].

4. Starting in about 1983, a number of commercial vector and/or parallel systems
began to be available at relatively modest prices (in the range of $100,000-
$1,000,000, as opposed to the roughly $10,000,000 price of a supercomputer).
Some of these are the Convex C-1, a vector computer, the Alliant FX/8, which
has eight vector processors, the Flexible Computer Corp. Flex/32, the Encore,
and the Sequent. The latter three are shared memory systems of roughly 8-20
sequential processors. Some performance data for an Alliant FX/8 are given in
Abu-Sufah and Malony [1986].

5. Another approach to high-speed computing has been through add-on array
processors such as those manufactured by Floating Point Systems, Inc. Here, a
mini or mainframe computer controls the attached processor, which usually does
intensive highly vectorized computation. See, for example, Clementi et al. [1987]
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for a description of an attached processor supercomputer system. Recently,
Floating Point Systems has offered a parallel system of its array processors
connected in a hypercube fashion. A 16-processor system is rated at a peak speed
of 256 mflops, which is close to supercomputer power.

6. Two other approaches to parallel computing have been the topic of extensive
research. The first utilizes the idea of “dataflow,” in which computation is
controlled by the flow of data and is performed when the required data are
available; for a recent review, see Veen [1986]. The second approach is that of
a “systolic array,” which is a lattice of usually small specialized processors.
Computation proceeds by data moving through the array; for a good discussion,
see Kung [1982].

7. The spanning tree approach to broadcasting in a hypercube is given in Geist and
Heath [1986]. A detailed study of the topological properties of hypercubes is
given in Saad and Schultz [1985].

8. A number of analyses of communication in parallel systems have been performed.
For example, Saad and Schultz [1986] consider communication times for several
model architectures including a bus, ring, two-dimensional grid, hypercube, and
a switch. The basic data transfer operations they consider include one processor
to another, one processor to all others (broadcast), every processor to every other
processor (broadcast from each processor), scattering data from one processor
to all others (or gathering data from all processors to one processor), and
multiscattering or multigathering (scattering from every processor to all other
processors). They give detailed timing estimates based on assumptions about the
architectures (for example, start-up time, transmission time, etc.) and about
different data transmission algorithms. For related results, see Johnsson
[1985a, 1987] and Fox and Furmanski [1987]. These latter papers describe hyper-
cube communication algorithms particularly useful for matrix computations.

1.2. Basic Concepts of Parallelism and Vectorization

In this section we will collect a number of basic concepts and measures
of parallelism and illustrate them with two very simple problems. We will
assume at the beginning that we have a parallel system consisting of p
processors. Later, we will discuss how the parallel concepts apply to vector
computers. We begin with the following definition.

1.2.1. Definition. The degree of parallelism of a numerical algorithm is
the number of operations in the algorithm that can be done in parallel.

We will illustrate this definition in a number of ways and, in the process,

refine it.
Consider first the problem of adding two n-vectors a and b. The

additions
a; + b, i=1...,n (1.2.1)
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are independent and can be done in parallel. Thus, the degree of parallelism
of this algorithm is n. Note that the degree of parallelism is independent
of the number of processors in our system,; it is an intrinsic measure of the
parallelism of the algorithm. Of course, the number of processors will affect
the time required to complete the computation. For example, if n = 1000
and the number of processors is p = 1000, then (1.2.1) can be done in one
time step, but if p = 10, we will need 100 time steps.

Next, consider the problem of summing n numbers a,,..., a,. The
usual serial algorithm

s=a,, ses+a, i=2,...,n (1.2.2)

is unsuitable for parallel computation. However, there is a good deal of
parallelism in the problem itself. This is shown in Figure 1.2-1 by the
addition of eight numbers in three stages. In the first stage, four additions
are done in parallel, then two are done in the next stage, and finally one
in the last stage. This illustrates the general principal of divide and conquer.
We have divided the summation problem into smaller problems, which can
be done independently.

The graph of Figure 1.2-1 is called a fan-in graph and is widely
applicable, as we shall see in the sequel. In particular, the same idea can
be used to obtain the product a,a,...a, of n numbers; in Figure 1.2-1,
simply replace + by x. Similarly, to find the maximum of n numbers
a,,..., a,, we can replace the + operation by max; for example, in Figure.
1.2-1, a, + a, would be replaced by max(a,, a,), and so on. We note that
the fan-in graph of Figure 1.2.-1 is a binary tree and the fan-in operation
is sometimes called a tree operation.

For n =27 numbers, the fan-in algorithm has q = log n stages with
n/2 additions at the first stage, n/4 at the second, and so on down to a
single addition at the last stage. Clearly, the degree of parallelism at the
first stage is n/2, at the second stage n/4, and so on. This suggests that we
modify Definition 1.2.1 in order to have a parallel measure of an entire
algorithm when each of its stages have differing degrees of parallelism.

L 82 ay 24 LX) 8¢ LY 8
N A4 A4
a; t+_a ay + a4 as + 8¢ a; + ag
a + " 4+ gy

Figure 1.2-1. Fan-in for addition.
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1.2.2. Definition. The average degree of parallelism of an algorithm is
the total number of operations in the algorithm divided by the number of
stages.

In the fan-in algorithm, the average degree of parallelism is

q _ —_
1(E+2+...+1)=2 1_n 1=o( ") (1.2.3)
q log n log n

while for the addition of two n vectors the average degree of parallelism
is n, the same as the degree of parallelism. The latter algorithm exhibits
“perfect” parallelism, while the fan-in algorithm degrades from this perfec-
tion by the factor log n. Still, the fan-in algorithm is quite parallel, especially
when compared with the serial algorithm (1.2.2), for which the average
degree of parallelism is (n —1)/(n —1) = 1.

Related to the degree of parallelism is the idea of granularity. Large-scale
granularity means large tasks that can be performed independently in
parallel. An example is the solution of six different large systems of linear
equations, whose solutions will be combined at a later stage of the computa-
tion. Small-scale granularity means small tasks that can be performed in
parallel; an example is the addition of two vectors where each task is the
addition of two scalars.

Speedup

There are two other common measures of parallelism that we now
introduce.

1.2.3. Definition. The speedup of a parallel algorithm is

__execution time for a single processor
execution time using p processors

2 (1.2.4)

For the problem of vector addition, we would expect that S, = p, a
perfect speedup. We note, however, that Definition 1.2.3 assumes the actual
computation times. This makes it more realistic, but also more difficult to
use without having these times. Let us consider the addition of n numbers
by the fan-in algorithm on n/2 processors with local memories. Assume
that a, and a, are stored in processor 1, a; and a, in processor 2, and so
on. Before we can do the additions at the second stage, we need to transfer
a; + a, to processor 1, as+ ag to processor 2, and so on. Similar data
transfers will need to be made at each stage, and, of course, these data
transfers increase the total time of the algorithm. Assume that the time for
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addition is ¢ and the time for data transfers is at, where a will usually be
greater than 1. Then, ignoring other costs, we have for the addition algorithm

B (n=1)¢ 1 (n-1) 1 (2p—1)
P (logn)(1+a)t (1+a) logn (1+a)(1+logp)

(1.2.5)

since p = n/2. We note that the speedup in this case is the degree of
parallelism degraded by the factor (1+ «)~". If a is approximately unity,
so that communication takes about as much time as arithmetic, then the
speedup is roughly halved from that of the ideal with @ = 0. On the other
hand, if « is large, say a = 10, then communication time dominates the
computation, and the speedup is reduced accordingly.

The speedup S, is a measure of how a given algorithm compares with
itself on one and p processors. However, the parallel algorithm may not be
the best algorithm on a single processor, as we will see in several cases in
later chapters. Hence, a better measure of what is gained by parallel
computation is given by the following.

1.2.4. DErINITION. The speedup of a parallel algorithm over the best
serial algorithm is

_ execution time on a single processor of fastest serial algorithm
execution time of the parallel algorithm on p processors

S

Related to the speedup is the efficiency of a parallel algorithm.

1.2.5. DEFINITION. The efficiency of a parallel algorithm with respect
to itself is

E, =

S [

The efficiency of a parallel algorithm with respect to the best serial algorithm
is

Since S, =< p, and S, < S, we have E, < E, =< 1. In the case in which the
algorithm has perfect speedup, S, = p, then E, = 1.
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One goal in the development of parallel algorithms is to achieve as
large a speedup as possible; ideally, S, = p. However, we have already seen
in the case of addition of n numbers that this ideal is not always possible.
Indeed, the ideal speedup is obtainable only for essentially trivial problems.
The main factors that cause a degradation from perfect speedup are as
follows:

1. Lack of a perfect degree of parallelism in the algorithm and/or lack
of perfect load balancing;
2. Communication, contention, and synchronization time.

We discuss these in somewhat more detail, beginning with the second.
We considered previously the example of communication between pro-
cessors in the case of addition of n numbers. In general, in a local memory
system exchange of data between processors will be necessary at various
times during an overall computation, and to the extent that processors are
not doing useful computation during the communication, this constitutes
an overhead that we shall try to minimize. In shared memory systems, there
may be contention delays (see Section 1.1) that play the same role as
communication time: processors are idle or underutilized while waiting to
obtain the data necessary to continue.

Synchronization is necessary when certain parts of a computation must
be completed before the overall computation can proceed. There. are two
aspects of synchronization that contribute to overhead. The first is the time
required to do the synchronization; usually this requires that all processors
do certain checks. The second aspect is that some, or even almost all,
processors may become idle, waiting for clearance to proceed with the
computation. We will see several examples of synchronization in later
chapters.

Although synchronization, communication, and memory contention
delays are quite different, their effect on the overall computation is the
same: a delay while data are made ready to continue the computation.
Therefore, we will sometimes consider these delay factors together according
to the following.

1.2.6. DeFiNiTION. The data ready time is the delay caused by com-
munication, contention or synchronization in order that the data necessary
to continue the computation is ready in the proper storage locations.

We next turn to the lack of a perfect degree of parallelism, which can
result in different ways. In the addition of n numbers, we saw that the first
stage had a perfect degree of parallelism but that this was halved in each
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subsequent stage; a gradual degradation of the degree of parallelism is
typical in elimination algorithms for the solution of linear systems of
equations, as we shall see in Chapter 2. For most problems, there will be
a mix of three different degrees of parallelism, which we can term perfect,
partial, and none, the latter being those portions of the algorithm that can
use only a single processor. But even if there is a perfect degree of parallelism
in the algorithm, it may be degraded by the problem of load balancing on
a given parallel system. By load balancing we mean the assignment of tasks
to the processors of the system so as to keep each processor doing useful
work as much as possible. This assignment is sometimes called the mapping
problem; that is, we wish to map the problem and the algorithm onto the
processors to achieve maximum load balancing. Note that an algorithm
may have intrinsically a high degree of parallelism but load balancing on
a particular system may be difficult. For example, if we are adding vectors
of length nine on a system of eight processors, we have a mismatch between
the perfect degree of parallelism of the problem and the system on which
it is implemented.

Load balancing may be done either statically or dynamically. In static
load balancing, tasks (and, perhaps, data for local memory systems) are
assigned to processors at the beginning of a computation. In dynamic load
balancing, tasks (and data) are assigned to processors as the computation
proceeds. A useful concept for dynamic load balancing is that of a pool of
tasks, from which a processor obtains its next task when it is ready to do
so. In general, dynamic load balancing is more efficiently implemented on
shared memory systems than on local memory systems since, on the latter,
data transfers between local memories may also be required as part of a
task assignment.

We next consider a formal model of speedup, in which

S, = h
P o (aytayk+ay/p)T + 1y

(1.2.6)

where T, is the time for a single processor, «, is the fraction of operations
done with one processor, a, is the fraction of operations done with average
degree of parallelism k < p, a, is the fraction of operations done with degree
of parallelism p, and 1, is the total time required for data ready delay. We
wil] discuss several special cases of (1.2.6).

Case 1. a, = a, =0, a3 = 1, t; = 0. Here, S, = p, a perfect speedup.
The assumptions are that all operations are done with a perfect degree of
parallelism and there are no delays.

Case2. o, = a3 =0, ay =1, t; = 0. Now, S, = k < p and the speedup
is just the average degree of parallelism.
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Case 3. a, =0, t; =0, ay = a, a3 = 1 — a. In this case,

S, = —t (1.2.7)
 a+(1-a)/p -
which is known as Ware’s Law or Amdahl’s Law. The assumption is that
all operations are done either with a maximum degree of parallelism or
none, and there are no delays. Although (1.2.7) is a very simplified model,
it is instructive. Suppose that in a given problem, half of the operations can
be done in parallel and the other half not. Then o = 1/2 and (1.2.7) becomes

2

Sp=m<2

That is, no matter how many processors there are, and ignoring all communi-
cation, synchronization, and contention delays, the speedup is always less
than 2. More generally, Figure 1.2-2 gives a plot of (1.2.7) as a function of
a for p =100, a nominal value. Note the very rapid decrease of S, for
small values of a. If even 1% of the operations can be done only on a
single processor, the speedup is halved from 100 to 50.

Case 4. t, Large. This case is meant to illustrate the fact that, no matter
what the values of a,, @,, and a,, for sufficiently large t; we can have
S, < 1. Thus, in a problem with a lot of communication, contention, or
synchronization it is possible that using more than one processor is actually
worse than just a single processor. This is a rather extreme case, but for
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Figure 1.2-2. Degradation of speed-up.
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many problems one does reach a point of diminishing returns in terms of
employing additional processors.

We return now to the definitions 1.2.3 and 1.2.4 of speedup. There are
several difficulties in applying these definitions in practice. On parallel
machines with local memory, the more processors that are used the larger
the problem that can be run. In particular, problems that can be run on a
large number of processors may not fit into the memory of a single processor
so that the time on a single processor would have to include I/0 time to
secondary memory. In one sense, this is an entirely legitimate measure of
speed-up, but it may not be an appropriate one for some considerations.
A related problem is that we expect to need a parallel machine only for
those problems too large to run in a feasible time on a single processor. It
follows that studies, of speed-up of an algorithm should be done on large
problems and, perhaps, on a relatively large number of processors.

Another measure of speedup, which can potentially handle both of the
above problems, is to measure the computation rate as the size of the
problem and the number of processors increases. Consider, for example,
the problem of matrix-vector multiplication Ax, which will be discussed in
more detail in the next section. If A is n X n, then 2n*> — n operations are
required (n> multiplications and n® — n additions). Suppose, for a nominal
problem size, the computation runs at the rate of 1 mflop on a single
processor. Then if we double n, the number of operations increases by a
factor of about 4, for large n, and if this problem runs on four processors
at a rate of 4 mflops we have achieved perfect speed-up. More generally,
if a problem size is determined by a parameter n, and the operation count
is f(n), we can plot the computation rate (in mflops, say) as n increases
and p = af(n); that is, the number of processors remains proportional to
the number of operations. This is illustrated in Figure 1.2.-3. In order to
use this approach, we would choose a problem size n,, suitable for a single

perfect speed-up

degraded speed-up
mflops

P

Figure 1.2-3. Speed-up in terms of computation rate.
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processor. Then the commensurate problem size for p processors, n,, would
satisfy f(n,) = pf(n,) so that the number of operations done on p processors
is p times that for a single processor.

Vector Computers

So far in this section, we have limited our discussion to parallel
computers, but much of what we have done has a natural analog or
interpretation for vector computers. On the other hand, we will also need
some additional definitions.

1.2.7. DerinITION. The degree of vectorization of a computation on a
vector computer is the vector length used. If different vector lengths are
used in different parts of the computation, then the average degree is the
average vector length used.

We note that the degree of parallelism in a problem is not necessarily
related to the degree of vectorization. As a simple example, consider the
evaluation of n functions fi(x,),...,f.(x.), and assume that they can be
evaluated in the same amount of time. Then, the degree of parallelism of
the problem is n. Moreover, if the functions are all identical and are to be
evaluated at different arguments x;, then the evaluations can be done on a
vector computer using vectors of length n (see Exercise 1.2-3). Thus, the
degree of vectorization is n, the same as the degree of parallelism. However,
if the f; all have a different functional form, so that we cannot vectorize
across them, then the degree of vectorization will be only 1, even though
the degree of parallelism is still n.

The data ready time for parallel computers has a natural analog for
vector computers.

1.2.8. DeriNITION. The data ready time on a vector computer is the
delay time required to move data to the right positions for vector operations.

For example, as discussed in the previous section, on some vector
computers the data must be in sequentially addressable storage locations
in memory. Data transfers may be necessary to achieve this and they cause
a delay in the computation. For large problems requiring access to external
storage devices, such delays can also be included in the data ready time.
We note that single processor vector computers are internally synchronized,
and thus synchronization is not an issue.

The speedups S, and S, for parallel computers have natural analogs
for vector computers:

_ time for algorithm using only scalar arithmetic
time for algorithm using vector arithmetic

(1.2.8)

v
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’

__time for fastest serial algorithm on serial computer

; - (1.2.9)
time for vector algorithm on vector computer.

As with S,, S, is an internal measure of the speedup obtained by using
vector operations when possible rather than just scalar. S, is the more
practical definition since it is what people purchasing vector computers will

want to know!
The speedup model (1.2.6) can be interpreted for vector computers as
follows. Let

T,
S, =
(y+ ar/k+ a;/p)T, + 1y

(1.2.10)

where now T, is the dine for the problem using scalar arithmetic, p is the
speed increase over scalar arithmetic of vector operations of optimum length,
a, is the fraction of operations that can be done with vectors of optimum
length, k is the average speedup of vector operations for vectors of non-
optimum length, a, is the fraction of operations using vectors of non-
optimum length, «, is the fraction of operations using scalar arithmetic,
and t, is the total data ready time.

The term “optimum length” used above must be interpreted in the
following way. On many vector computers, the computation rate will con-
tinue to increase as the vector length increases, at least up to some maximum
length. However, for practical purposes, we can say that vector lengths are
“optimum” when they are sufficiently long to give, say, 99% or 95% of the
maximum rate.

Again, it is instructive to look at the special cases discussed for parallel
computers.

Case 1. a; = a, = 0, a3 = 1, t; = 0. Here, all operations are done with
vectors of optimum length and with no delays so that S, is simply the
speedup of optimum vector arithmetic over scalar arithmetic. On most vector
computers, this is in the range 10-100.

Case 2. a;, =0, a,=1. a;=0, t; =0. Now, the speedup is k<p
representing the degradation of optimum speedup caused by using average
vector lengths less than optimum.

Case3.a,=0,t; =0, a, = a, a; = 1 — a. In this case, (1.2.10) becomes

1
S"=a+(1—a)/p

and the assumption is that a fraction a of operations is done in scalar
arithmetic and the rest in optimum vector arithmetic. Figure 1.2-2 again
gives the degradation in speedup under the (unreasonable) assumption that
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vector arithmetic is 100 times faster than scalar. For small speedup ratios,
the form of the curve in Figure 1.2-2 remains the same and the important
point is that even a very small amount of scalar arithmetic seriously degrades
the speedup. Again, the special case @ = 1/2 is instructive. Here, S, < 2,
which says that if 50% of the operations must be done in scalar arithmetic,
a speedup of no more than a factor of 2 over a scalar code is possible, even
if the vector operations are infinitely fast.

Parallel-Vector Computers

For parallel systems whose processors are vector computers, we must
combine the preceding concepts. As discussed in the previous section, many
commercial systems in the near future will consist of a relatively small
number (4-16) of powerful vector computers. Moreover, many parallel
systems with a larger number of slower processors will also contain the
capability of vector arithmetic. Efficient use of parallel-vector systems
requires, ideally, the assignment to the processors of relatively large tasks
which require little communication and synchronization and which can be
carried out with a high degree of vectorization. In terms of granularity, our
goal for parallel-vector computers is the development of parallel algorithms
with large-scale granularity for tasks each of which has small-scale vectoriz-
able granularity. Hence, our goal is not so much a high degree of parallelism
as a relatively low degree of parallelism but for large tasks each of which
has a high degree of vectorization.

Consistency

It may be possible to devise parallel or vector algorithms that are
improvements over a scalar algorithm provided that the problem size
remains sufficiently small, but that actually become worse than the scalar
algorithm if the problem size becomes too large. We first embody this
possibility in the following definition and then give a nontrivial example.

1.2.9. DEFINITION. A vector algorithm for solving a problem of size n
is consistent with the best serial algorithm for the same problem if V(n)/S(n)
is bounded as n > o, where V(n) and S(n) are the total number of
arithmetic operations in the vector and serial algorithms, respectively. The
vector algorithm is inconsistent if V(n)/S(n) » oo as n » co.

A similar definition may be given for parallel algorithms.
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Recursive Doubling

We next describe a potentially useful but inconsistent algorithm. Con-
sider again the problem of summing n numbers a,,..., a,, but suppose
that we also wish to have the intermediate sums

s =8, 1 a, i=2,...,n, 5 =a, (1.2.11)

If we are doing the calculation (1.2.11) serially, we obtain all the intermediate
sums as a by-product of computing s,. However, the parallel fan-in algorithm
of Figure 1.2-1 computes only some of the partial sums. In order to compute
all the partial sums in a parallel or vector fashion we proceed as illustrated
in Figure 1.2-4, where the columns represent vectors. The same idea can
be used for products (Exercise 1.2-2).

In Figure 1.2-4, s; = a; + - - - + a;; hence, the desired partial sums are
s1; and these are the elements of the final vector. The first vector addition
produces s, and s, (s,; and s,,) as well as several intermediate sums. The
second vector addition produces s; and s, and more intermediate sums
while the final addition produces ss, sq, 57, and sg. This recursive doubling
algorithm is also known as the cascade method for partial sums.

The blanks in the vector operands in Figure 1.2-4 indicate that no
operation is to be performed in these positions. Thus, the first vector
operation has seven additions, the second has six, and the third has four.
For n = 2% there are k vector additions for vectors of length n —2' i=0,
1,..., k — 1. Therefore, the average vector length of the addition is

1 k-1
PR

i—0

1
logn

w1
(n—2')=;[kn—2k+l]= [n(logn—1)+1] (1.2.12)
We then have the following situation. To generate all the desired sums s,;
requires log n vector or parallel operations with average vector lengths given
by (1.2.12). Hence, the total number of resuits produced in the log n vector

a, Sn Siy Si S S
a a S12 S12 S12 Si2 512
a a $23 523 i Si3 Si3 $13
a, + a3 _ S S34 + Sz _ Sua S14 + = S1s
as a, Sas Sas $23 S2s S25 S Sis
as as Ss6 Ss56 S34 S36 S36 Si2 S16
a; as S67 S67 Sas Sa7 S47 S13 S17
as az S78 S78 Ss6 Ssg Ssg8 Sia S18

Figure 1.2-4. Recursive doubling.
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operations is n log n — n + 1 as compared with n — 1 in the serial computa-
tion. Therefore, the algorithm is inconsistent since (n log n — n)/n » o as
n - 00, But this does not mean that the algorithm is not useful, as we next
show.

Suppose that a vector computer performs vector additions with a timing
formula of T = s + yn for vectors of length n, and scalar additions in time
. Then, the time for obtaining the n — 1 sums s,;, j = 2,...,n, for n = 2k
by the recursive doubling algorithm is, by (1.2.12),

T,(n)= ’f[s +y(n -2 =ks+ y(kn —2*+1)
=slogn+ y(nlogn—n+1) (1.2.13)

and the scalar time is T,(n) = u(n — 1). Table 1.2-1 gives times for the
vector and scalar computations, where it is assumed that s = 1000, y = 10,
and p = 200 (all in ns). Table 1.2-1 shows that the scalar algorithm is best
until about n = 32 since the start-up time is dominating the vector operations
for small n. For the range n = 32 to 2°°, recursive doubling is best, but for
n > 2%' the n log n term begins to dominate and the scalar algorithm again
becomes the best. Thus, for a range of n that includes all sufficiently large
but still practical vector lengths the recursive doubling algorithm will be
superior. This conclusion depends, of course, on the particular values of s,
v, and u used in this example. The key factor is the relative sizes of
v(log n — 1) and u, the coefficients of n.

Data Flow Analysis

As we shall see in subsequent sections, it is many times fairly easy to
detect the inherent parallelism in an algorithm. Other times it is not so
obvious. A systematic tool for uncovering the parallelism is a precedence
graph for the computation. This is illustrated in Figure 1.2-5 for the compu-
tation

Table 1.2.-1. Recursive Doubling Vector
versus Scalar Times

n T,(n) T(n)
8 3170 1400
32 6190 6200
128 15 x 10° 25 x 10°
1024 0.1 x 10° 0.2 x 10°
220 90 x 10° 200 x 10°

22 419 x 10° 415 x 108
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y? xy

A x’y?

N

@X+y*+x°) + (Py*+y*)

Figure 1.2-5. Precedence graph.
fxy)=x"+y + x>+ y*+x%° (1.2.14)

The serial computation for (1.2.14) might proceed as
Xy, x% y% xy, ¥+ y%, X3, (X4 y7) + X3, 4, X2, pt+ Xy,

x4+ y+ )+ (y*+ x%?)

which requires ten arithmetic operations. These ten operations can be
done in four parallel steps as indicated in Figure 1.2-5.

The use of a graph as in Figure 1.2-5 is known as a data flow analysis.
It shows what computations must be done to provide data to subsequent
calculations. We will use this approach in Chapter 2 to analyze the inherent
parallelism of certain direct methods for solving linear equations. Another
aspect of data flow analysis might be called the Data Flow Principle: As
soon as something can be done, do it.

Exercises 1.2

1. Formulate the fan-in algorithm of Figure 1.2-1 for the sum of s = 2" vectors
a,,...,a, of length n. Write a pseudocode to do this on a vector machine.

2. Formulate the recursive doubling algorithm of Figure 1.2-4 for computing the
products p, = a,...a;, i=1,...,n

3. Let f(x) = x*+ x°. Write a pseudocode using vectors of length n to evaluate f
at the points x;,..., X,.

4. Write a vector pseudocode to do the fan-in addition of Figure 1.2-1 for s = 2"
numbers. Assume that vectors must be sequentially addressable storage locations
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and discuss how to handle the storage. Assume that vector operations require
(1000 + 10 m) ns for vectors of length m and scalar arithmetic operations require
100 ns. Find the cross-over point s, for which the vector code is more efficient
than the scalar code for (1.2.2).

5. Let g(x) = ag+ a;x ++ - - + a,x" be a polynomial of degree n, where n = r2".
Write a parallel code for evaluating g(x) by first writing g as

g(x) = ap + gi(x) + x"gy(x) + x2g3(x) + - - - + xC7V7g,(x)
where s = 2r and
g(x)=ax+ -+ agy, 1 X", k=(i-1)2"+1

Then proceed along the following lines:

a. Compute x2, ..., x" (sequentially?);

b. Compute ¢,(x), ..., g.(x) (in parallel);

c. Compute x", x¥, ..., x"V" (sequentially?);

d. Multiply x"g,(x), x*"gs(x), ..., x"V"g,(x) (in parallel);
e. Add ap+ q,(x) + x"gy(x) + - - - + x¥"V7g (x) (by fan-in).

Adapt your parallel code to a vector computer by doing steps b, d, and e with
vector operations as follows:

b'. Let v; be the vector of the leading coefficients of the g, v, the vector of
the coefficients of x%, and so on. Then form xv, + x%v, + - - - + x'v,.
e'. Use Exercise 1.2-4,

References and Extensions 1.2

1. The ideas of degree of parallelism and speedup have been used for many years
in one form or another. The definition 1.2.6 of data ready time is new and
attempts to capture in one concept the various factors causing delay in a
computation because data are not yet ready to be processed.

2. The speedup formula (1.2.7) is given in Ware [1973] and is implied in Amdahl
[1967]. The more general formula (1.2.6) is new. Various interesting observations
about Ware’s Law are made in Buzbee [1983, 1985].

3. Early theoretical papers on speedup of parallel algorithms tended to ignore the
cost of communication and synchronization. See Heller [1978] for a review of
this work on linear algebra algorithms. Gentleman [1978] was one of the first
to point out that communication time could be an important, even dominant,
factor in actual calculations. For a more recent general treatment, see Gannon
and van Rosendale [1984].

4, The idea of consistency was first put forth in Lambiotte and Voigt [1975].

5. The idea of using mflop rates to compute speedups in situations where the
problem is too large to fit in the memory of a single processor is given in Moler
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[1986]. This paper also introduces the notion of the floating point utilization in
a parallel computation. It is defined by u = y/(7p), where 7 is the mflop rate
of the computation on p processors and 7 is the mflop rate on a single processor.
Clearly u = 1 if there is a perfect speedup.

. Further analysis of the effects of communication costs on various elementary

operations, such as summation, is given in Parkinson [1987].

. One of the first papers to address in a general way the load balancing problem

was Bokhari [1981]. Fox et al. [1987] discuss dynamic load balancing.

. Recursive doubling was used by Stone [1973] as an approach to parallel

algorithms for recursive relations. It was independently discovered about the
same time by Harvard Lomax and Robert Downs. Lambiotte and Voigt [1975]
pointed out that it led to inconsistent algorithms, as shown in the text. Further
discussion of recursive doubling and the cascade method of partial sums may
be found in Hockney and Jesshope [1981].

. The reorganization of computations, such as the fan-in algorithm of Figure 1.2-1

versus the serial algorithm (1.2.2), raises the question of numerical stability.
That is, if a computation is numerically stable, will it still be stable if the order
of operations is changed? Ronsch [1984] addresses this problem and shows, in
particular, that the fan-in algorithm is more stable than (1.2.2). See, also, Gao
[1987].

Synchronization can be, and has been, implemented by a variety of techniques
and we summarize some of the basic ideas. A good overall review may be found
in Andrews and Schneider [1983]). We note that many of the concepts and
terminology of synchronization have arisen in operating systems theory.

A critical section of a code is a sequence of statements that must be executed
as an indivisible operation without interruption. It is a sequential part of an
overall code. A fork usually follows a critical section and initiates code sequents
that operate in parallel. At a join these parallel segments return to a critical
section. This is illustrated in the figure below:

fork
parallel code
join

critical section

/wrk

A related idea is a barrier (Jordan [1986], Axelrod [1986]), which is a logical
point in the control flow at which all processes must arrive before any can
proceed further.

On shared memory machines, synchronization is usually accomplished
through the use of shared variables, which can be referenced by more than one
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process or processor. For example, in busy-waiting, a process tests a shared
variable for a certain value that signals that it may proceed. While the process
is waiting for the correct value, it is said to be spinning and the shared variable
or variables are called spin locks.

Greenbaum [1986a] analyzes various synchronization strategies including bar-
riers. She also considers neighbor synchronization, in which only the neighbors
of a processor P that send data to processor P need to be synchronized for that
processor. This is particularly the case for the iterative solution of linear systems
on mesh-connected arrays. A refinement of neighbor synchronization is boundary
synchronization, which recognizes that only certain data (for example, from
boundary points) need be communicated in many cases. The author concludes
that as long as the granularity of the program is sufficiently large so that the
execution time of synchronization is small compared with the work time of each
processor, then the neighbor or boundary approaches provide very attractive
syncrhonization schemes.

How one achieves a fan-in summation on a given parallel system is dependent
on the intercommunication pattern of the system. Consider, for example, the
spanning tree of a hypercube as given in Figure 1.1-18. Then, a fan-in addition
can be achieved by following the spanning tree in reverse order. For example,
if 16 numbers are to be summed and each processor initially holds two, all
processors first add these two. Then, processors 5-8 send their sums to processors
1-4 as indicated. Processors 1-4 do an addition, and then processors 3 and 4
send to processors 1 and 2. These do an addition and processor 2 sends to
processor 1, which makes the final addition.

1.3. Matrix Multiplication

We consider in this section the problem of evaluation of Ax and AB,

where A and B are matrices and x is a vector. These basic operations will
be important in the following chapters. Moreover, the study of matrix
multiplication allows us to explore many of the basic issues of parallel and
vector computation in the context of a very simple mathematical problem.
We assume first that A and B are full matrices and then treat sparse matrices
of various types later in the section. We will first work in terms of vector
operations and then turn to parallel computers.

Matrix-Vector Multiplication
Assume first that A is an m X n matrix and x an n-vector. Then
(a;,x)
Ax = : (1.3.1)
(am, x)
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where a; is the ith row of A and (x,y) = Y./, xy; is the usual inner product.
Thus, the evaluation of Ax requires the computation of m inner products.
Before examining this approach in more detail, we consider the other
standard way to view matrix-vector multiplication, as a linear combination
of the columns of A. Thus,

Ax = i X;a; (1.3.2)

where now a; denotes the ith column of A.

We note that the difference in (1.3.1) and (1.3.2) can be viewed as two
different ways of accessing the data, as shown in the codes given in Figure
1.3-1. In both cases, it is assumed that the y; are set to zero at the beginning.
In Figure 1.3-1a, for each i the j loop computes the inner product of the
ith row of A and x, so that this is (1.3.1). Figure 1.3-1b corresponds to
{1.3.2). Note that the final arithmetic statement is the same in both codes
of Figure 1.3-1, so that the difference is in the order of the indices. We will
see in the sequel that the same type of reordering of indices gives various
possible algorithms for matrix-matrix multiplication and the solution of
linear equations.

On some vector computers, there will be a hardware instruction for
the inner product; we shall return to an example of this shortly. Otherwise,
for (1.3.1) we will need to do the inner product computation

n
L= Xy, i=1,...,n xy)=Y (1.3.3)

i=1

The first step of (1.3.3) is a vector-vector multiplication, while the second
involves a summation which, as we saw in the previous section, has less
than perfect parallelism. For vector computers, we would modify the fan-in
addition algorithm of the previous section (Figure 1.2-1; see also Exercise
1.2-4). For example, on a vector computer for which a vector consists of
sequentially addressable storage locations, we would add the first n/2
elements to the second n/2, then repeat this halving process at each stage.
Note that at some point the vector length becomes less than some threshold

Fori=1tom Forj=1ton
Forj=1ton Fori=1tom
Yi=yita;x Yi=yi ta;x;

Figure 1.3-1. The ij and ji forms of matrix-vector multiplication.
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for which it may be more efficient to add the remaining numbers by scalar
arithmetic.
For the linear combination approach, (1.3.2), the algorithm will be

y=0 fori=1tondoy=y+xa, (1.3.4)

As noted previously, an operation of the form vector plus scalar times vector
is called a linked triad (or saxpy) and is particularly efficient on some vector
computers.

In order to compare the two approaches, (1.3.1) and (1.3.2), we first
give an example. On the CDC CYBER 205, there is a hardware instruction
for the inner product of two n vectors. For a two-pipeline 205, it has an
approximate timing formula of (2300 + 20n) ns, so that the evaluation of
m inner products requires

(2300m + 20nm) ns (1.3.5)

The timing formula for a linked triad on this machine is approximately
(1700 + 10m) ns for vectors of length m so that the computation (1.3.4)
requires

(1700n + 10nm) ns (1.3.6)

Clearly, (1.3.5) is roughly twice as large as (1.3.6) for most values of n and
m, in particular for m = n. However, for small values of m, (1.3.5) may be
smaller. For example, for m =5

2300-5+20-5n<1700n + 10 5n forn>6

This simply reflects the fact that the degree of vectorization (or parallelism)
of (1.3.4) is m and so is inefficient for small m.

The previous example shows that the choice of one algorithm over
another may depend on the size of certain problem parameters, and we will
see several examples of this in the sequel. Another extremely important
consideration is the data storage. Suppose that A is stored by columns,
which is the usual FORTRAN convention for storing two-dimensional arrays.
(Other languages, however, such as pAascAL and PL1, store a two-
dimensional array by rows.) Then the vectors required for the linear combi-
nation algorithm (1.3.2) are sequentially addressable locations in storage,
while for the inner product algorithm (1.3.1), the rows of A will be vectors
with a stride of m. As noted previously, on some vector computers only
vectors with a stride of 1 are admissible as operands for vector arithmetic
instructions, and for vectors with stride greater than 1 the data must be
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moved in storage before the arithmetic can proceed. On other computers,
a stride greater than one is allowed but the speed of the vector operation
may be degraded. In either case, if the matrix A is stored by columns, then
these storage considerations make the case for the linear combination
algorithm even stronger. On the other hand, if the matrix A is already stored
by rows, then the storage is better for the inner product algorithm and this
may dictate it to be the algorithm of choice. Only a detailed analysis for
the particular machine to be used can lead to a clear choice.

Loop Unrelling

We next consider the linear combination algorithm (1.3.4) on register-
to-register machines. A straightforward implementation of (1.3.4) would
have the following sequence of operations:

Load y = 0 into vector register

Load a, into vector register

Multiply x,a,. Result goes to register
Add y =y + x,a,. Result goes to register
Store y in main memory

Load y

Load a,

In the above, we have assumed that the vectors fit in the registers; if
not, we would process them in segments.

The above code is very inefficient. Each cycle requires two vector loads,
a store, and two vector arithmetic operations. For the arithmetic operations,
we should incorporate chaining, provided the hardware allows this. Chain-
ing was illustrated in Figure 1.1-4 and allows the result x,a, to go directly
to the addition unit. Addition of y can then begin while the multiplications
are still being carried out, so that both vector operations are being done
almost concurrently. We next note that the store and load of y between the
vector operations is unnecessary; we can simply access the current y from
its register. Finally, most register-to-register machines will allow loads to
occur concurrently with arithmetic operations. Thus, we can be loading a,
while the operation y + x,a, is being done. (Note, however, that we would
use a different vector register for a, than for a,, so that the code must
“flip-flop” on its access of the a;.)

With these changes, the code would be as follows:

Load y = 0 into vector register
Load a, into vector register
Form y = y + x,a, by chaining. Load a,
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Form y = y + x,a, by chaining. Load a,

Now, each cycle will require only slightly longer than the time for a single
vector arithmetic operation and this code will run almost five times faster
than the original.

Compilers will typically recognize when a chaining operation can be
done. Unfortunately, compilers have not always recognized when intermedi-
ate results could be left in vector registers nor when loads and arithmetic
operations could be overlapped. Of course, this problem can be corrected
in assembly language. In FORTRAN, it can be mitigated to a large extent by
the idea of loop unrolling. For example, if we replace the loop

Fori=1ton

Y=y + X;a;
by
For i = 2 to n, steps of 2

y =y+x_,a,;+xa;

the vector y will be stored and reloaded only half as many times as in the
original; moreover, the loading of a; will be done concurrently with the
arithmetic of y + x;_,a,_,. (Note that an extra statement is required to
process a, if n is not a multiple of 2). In this example, the loop has been
unrolled to a depth of two. Unrolling to a depth of three is done by

For i = 3 to n, steps of 3
y=y+x_a_,+x_,8_,txa,

and similarly for unrolling to greater depth. (Again, additional statements
are required if n is not a multiple of the depth.) Loop unrolling has been
employed in practice up to depths of eight or even higher.

Multiplication of Matrices

The previous discussion of matrix-vector multiplication extends in a
natural way to the multiplication of matrices, although we will see that
other alternatives are now available. Let A and B be mxn and nX ¢q
matrices, respectively, so that AB is m X q.

The inner product form of matrix-vector multiplication extends to the
inner product algorithm

a,
C=AB=| : [(b,,...,b) = (ab)) (1.3.7)
an,
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Here, A is partitioned into rows and B into columns and the product AB
requires the formation of the mq inner products a;b; of the rows of A and
columns of B. Ideally, A will be stored by rows and B by columns. Note
that if g = 1, so that B is a vector, (1.3.7) reduces to the inner product
algorithm for matrix-vector multiplication. The algorithm has the same
advantages and disadvantages as the corresponding matrix-vector
algorithm, and we shall not discuss it further.

The next algorithm is based on repeated matrix-vector multiplications.
Let a; and b; denote the ith columns of A and B. Then

C=AB= (Ab], ey Abq) = (Z bjlaj, ceey Z quaj> (1.3.8)
Jj=1 j=1

The ith column of C is just A times the ith column of B, and these
matrix-vector operations are done as linear combinations of the columns
of A. A pseudocode for (1.3.8) is given in Figure 1.3-2. The algorithm of
Figure 1.3-2 is sometimes called the middle product algorithm; ideally, A is
stored by columns while the storage of B is immaterial. If B is stored by
rows, and a; and b; now denote the ith rows of A and B, then an alternative,
which we call the dual middle product algorithm, is

alB Z aljbj
C=AB=| : |= : (1.3.9)
a,B Y. a.;b;

Here, the ith row of C is a linear combination of the rows of B. If m = 1
in (1.3.9), so that A is a row vector, then (1.3.9) is the linear combin ition
algorithm for a row vector times a matrix.

Another algorithm is based on outer products. The outer produc of an
m-long column vector u and a g-long row vector v is

uv = (vyu, ..., vu) = (y)) (1.3.10)

Set C=0
Fori=1to q
Forj=1ton
¢ =¢; + bsa;

Figure 1.3-2. Middle product matrix multiplication.



42 Chapter 1

The outer product can be formed by multiplication of the elements of v
times the vector u, and gives an m X ¢ matrix whose i, j element is u;.
The outer product algorithm for matrix multiplication based on (1.3.10) is

bl n n
C=AB=(a,...,a,)| : |=X ab;= X (bya,..., b,a) (13.11)
bn i=1 i=1

and a pseudocode is given in Figure 1.3-3.
Ideally, in Figure 1.3-3, A is stored by columns and the storage of B
is immaterial. If B is stored by rows, an alternative is

a,;b;
C=AB=73 ab=73| : (1.3.12)
b,

which we call the dual outer product algorithm. In either case, C is formed
as the sum of n outer products and (1.3.11) and (1.3.12) differ only in how
these outer products are computed.

We note that, corresponding to Figure 1.3-1, all of the above matrix
multiplication algorithms can be viewed as different orderings of the loop
variables i, j, and k in the basic code

For
For
For
¢ = ¢ + apby
The six possible codes, sometimes called the ijk forms of matrix multiplica-
tion, are given in Exercise 1.3-3.

Comparison of Algorithms

We next wish to compare the middle and outer product algorithms
under the assumption that A is stored by columns. Analogous considerations

Set C=0
Fori=1ton
Forj=1togq
¢1=CJ+ b,'jaj

Figure 1.3-3. Outer product matrix multiplication.
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apply to the dual algorithms if B is stored by rows. For the outer product
algorithm, Figure 1.3-3, the inner loop forms the outer product a;b;, adding
it to the accumulating product in C. The basic step is a linked triad for
vectors of length m; hence the degree of vectorization is m. For the middle
product algorithm of Figure 1.3-2, again the basic operation is a linked
triad and the degree of vectorization is m. On vector computers that access
data directly from memory, the algorithms are essentially equivalent. For
small m, however, neither algorithm will be attractive; if B is stored by
rows and g > m, the dual forms of the algorithms will be preferred.

On vector computers that utilize vector registers there can be an impor-
tant difference between the two algorithms that we now discuss. For sim-
plicity, we assume that the registers are of sufficient size to hold a column
of A; if this is not the case, obvious modifications to the discussion can be
made (Exercise 1.3-4). Note first that the inner loop of the middle product
algorithm completely forms a column of C, while in the outer product
algorithm the columns of C are accumulated over the whole calculation.
Figures 1.3-4 and 1.3-5 illustrate the two computations on a vector register
machine.

The outer product algorithm has the advantage that a; is used g times
once it is in a register. However, a disadvantage is that there is a delay at
the end of each vector operation while the result register is stored and ¢; is
loaded. This can be alleviated to some extent by using an additional register
for ¢;., and loading this register while the arithmetic operation is being
performed. This decreases the delay to the time to store the result, at the
expense of some additional logic to access a different register for c; every
other time. This strategy is useful on machines (for example, the CRAY-1)
that can overlap arithmetic and memory operations but that allow only a
load or a store at a given time. On machines (for example, the CRAY

T
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Figure 1.3-4. Outer product matrix multiplication.



44 Chapter 1

X-MP) that allow load and store operations to proceed simultaneously, we
can eliminate the storage delay altogether by utilizing a second result register
for r;,, as well. Now a basic step is

compute r;, load ¢4, storer;_;

with the compute, load, and store operations proceeding simultaneously.

Consider next the middle product algorithm, as illustrated in Figure
1.3-5. Note that in this case, a; must be loaded before each vector operation
but the result need be stored only at the end of the inner loop. However,
the registers for ¢; and r; must alternate at each vector operation since the
result vector becomes the input vector ¢; at the next step. In this form, there
is a delay before each vector operation while a; is loaded. However, again,
we can use an additional register to overlap this load with the arithmetic
as indicated by

compute ¢; + bja;, load a;.,

Note that this requires only the capability to simultaneously load and
compute. In FORTRAN, we would approximate the above behavior by loop
unrolling. In summary, then, we see that the middle product algorithm is
preferable on those machines that allow only one memory operation to
proceed simultaneously with arithmetic, while on machines that allow both
load and store operations simultaneously, the two algorithms are equivalent
up to, perhaps, lower-order effects.

Parallel Computers

We next discuss the previous algorithms for parallel computers with p
processors. Consider first matrix-vector multiplication by the linear combi-
nation algorithm, Ax = Y[, x;a;, where, again, A is m X n. For simplicity,

Memory

periodic storage

n=c + b” a;

Figure 1.3-5. Middle product matrix multiplication.
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assume first that p = n and let x; and a; be assigned to processor i as
illustrated in Figure 1.3-6. All of the products x;a; are formed with a perfect
degree of parallelism, and then the additions are done by the fan-in algorithm
of Section 1.2, applied now to vectors (see Exercise 1.2-1). If the parallel
system is one with local memory, then we interpret Figure 1.3-6 as meaning
that the indicated data are in local memories of the processors. In this case,
the fan-in algorithm will require transfer of data between processors as the
algorithm proceeds. On a shared memory system, we interpret Figure 1.3-6
as meaning a task assignment; that is, P; will do the multiplication x;a;. In
the fan-in part of the algorithm, no data are transferred since all are in
global memory.

Synchronization is needed to ensure that the necessary multiplications
are complete before addition begins. On a local memory machine, this will
be accomplished by the need to communicate data. For example, suppose
that P, is to add x,a; and x,a,. When P, has completed its multiplications
it will send x,a, to P,. P, will begin the addition after it has completed its
multiplications, and if the data have not yet been received from P,, it will
wait. It is this wait that effects the necessary synchronization. Note that
without the wait, if P, started adding from the memory locations reserved
for x,a, before the correct data arrived, then erroneous results would be
produced. In a global memory system, synchronization can be achieved in
a variety of ways (Section 1.2), and the best way will depend on both the
hardware and software features of the system. As an example of how the
synchronization might be done, assume that when P, is done with its
multiplication it sets a “flag” (for example, a Boolean variable can be set
to True), and P, will then test this flag before it begins the addition.

The inner product algorithm is more attractive in some respects. Assume
now that p = m and that x and a;, which is now the ith row of A, are
assigned to processor i as illustrated in Figure 1.3-7. Each processor does
one inner product and there is a perfect degree of parallelism m. No fan-in
nor data transfers are required, and synchronization is needed only at the
end of the computation.

Although the inner product algorithm exhibits a perfect degree of
parallelism, which of the two algorithms one uses will usually depend on
other considerations. A matrix-vector multiplication will inevitably be done
as part of a larger calculation and, on a local memory system, the storage

X183 X282 o e Xa8p
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Figure 1.3-6. Parallel linear combination algorithm.



46 Chapter 1

a;x axx - .. anx

P, P, Pm

Figure 1.3-7. Parallel inner product algorithm.

of A and x at the time the multiplication is required will play a major role
in determining the algorithm. For example, if x; and the column a; are
already stored in the ith processor, as in Figure 1.3-6, the linear combination
algorithm will probably be used, although its degree of parallelism is less
than the other algorithm. Another consideration is the desired location of
the result at the end of the multiply; the first algorithm will leave the result
vector in a single processor, while the second leaves the result distributed
over the processors. We note the seeming paradox, relative to the vector
codes previously discussed, that the linear combination algorithm requires
a fan-in while the inner product algorithm does not.

The above discussion assumes that the number of processors is equal
to the number of columns or rows of A. Usually n and/or m will be
considerably larger than the number of processors and each processor will
be assigned many rows or columns. Ideally, for the inner product algorithm,
p would divide m and m/p rows would be assigned to each processor.
Mathematically, we would perform the multiplication in the partitioned
form

A, Ax
Ax=]| : |x=] : (1.3.13)
A, Ax

where A; contains m/p rows of A. If A; and x are assigned to processor i,
then the products A;x, . .., A x are done with a perfect degree of parallelism.
Note that for the multiplication A;x, it may not make any difference how
this is carried out; it could be done by inner products or by a linear
combination of columns. However, if the processors are vector processors,
then our previous discussion would be relevant. Similar considerations
apply to partitioning A into groups of columns (Exercise 1.3-5). If p does
not divide m (or n), then we would try to distribute the rows (or columns)
across the processors as evenly as possible.

Matrix Multiplication

Similar considerations apply to the multiplication of two matrices A
and B, and it is left to Exercise 1.3-6 to discuss the inner product, outer
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product, and middle product algorithms for parallel computers. There is
also the possibility of algorithms, analogous to (1.3.13), based on partition-
ings of A and B. Thus, if A and B are partitioned commensurately, then

An Ay B_n “r By, ,
C=AB=| . . : N ( X AikBkj) (1.3.14)
Asl e Asr Brl e Brt k=

which leads to a variety of possible algorithms. For example, if p = st, the
number of blocks in C, then these st blocks can be computed in paraliel
provided A and B are assigned suitably to the processors (see Exercise
1.3-7). Special cases are s =1, so that A is partitioned into groups of
columns, and ¢t =1, where B is partitioned into groups of rows. Other
special cases of interest are s = t = 1, which gives a “block inner product”
type algorithm

j=t

and r = 1, which gives a “block outer product” algorithm
AB = (AilBlj) (1.3.16)

For example, (1.3.16) would be useful if there were p = st processors with
A;; and B,; assigned to the processors as indicated in Figure 1.3-8. Here,
the processor configuration mirrors the block structure of the product C
and the individual products A;,B,; are all formed in parallel.

Partitioned algorithms can also be useful for vector computers, like
the CRAY-2, which have a fast local memory.

A;By ce A;By,

A By . A By

Figure 1.3-8. Parallel block multiplication.



48 Chapter 1

Banded Matrices

So far in this section we have assumed that the matrices were full, that
is, that all, or most, elements are nonzero. Many, if not most, matrices that
arise in practice, however, are sparse, with the majority of elements being
zero. We will now examine the multiplication algorithms for various types
of sparse matrices and see that additional algorithms are needed in certain
cases. We begin with banded matrices.

The n X n matrix A is banded if

a; =0, i-j>py, j—i>p, (1.3.17)

as illustrated in Figure 1.3-9. For simplicity, we will consider only the case
in which A is symmetrically banded, B, = B, = B, and call B8 the semiband-
width (or just bandwidth). Thus, A has nonzero elements only on the main
diagonal and on the 28 adjacent diagonals above and below the main
diagonal. Note that a symmetrically banded matrix is not necessarily sym-
metric.

Consider first the matrix~vector multiplication Ax. The inner product
and linear combination algorithms previously discussed are

(a,,x)
Ax = : (1.3.18)
(a,, x)
and
Ax = i X2 (1.3.19)

i=1

where in (1.3.18) a; denotes the ith row of A whereas in (1.3.19) it is the

ith column. Assuming that A is stored by columns, the vector lengths in

(1.3.19) range from B + 1 to 2B + 1. Typical values of 8 and n in some
-

]
1l

Figure 1.3-9. Banded matrix.
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problems might be n = 10* and 8 = 10 in which case the vector lengths
for (1.3.19) are reasonably large. On the other hand, for small g8, (1.3.19)
has an unsatisfactorily small degree of vectorization. In the limiting case
of tridiagonal matrices, for which 8 = 1, the vector lengths are at most 3.

Similar considerations hold for the inner products in (1.3.18), for which
the vector lengths are the same as in (1.3.19). However, (1.3.18) has a degree
of parallelism of order n in the formation of the n inner products. For
example, suppose that in a local memory parallel system with p = n pro-
cessors the ith processor holds a; and x; then all inner products can be
formed in parallel. If there are p = n/k processors, we would assume that
the first k rows of A are handled by processor 1, the second k by processor
2, and so on; thus, the processors will be working with a maximum degree
of parallelism up to the rather small loss from the fact that the lengths of
the beginning and ending rows of A are shorter than the middle rows. A
more careful balancing of the work load can alleviate this problem as well
as the analogous one that results from n not being divisible by p. (See
Exercise 1.3-10.) Hence, the inner product algorithm is potentially attractive
on parallel systems, even for very small 8.

Similar considerations hold for the multiplication of two banded n X n
matrices. We note that if A has semibandwidth « and B has semibandwidth
B, then AB will, in general, have semibandwidth a + 8 (Exercise 1.3-11).
Consider first the middle product algorithm (1.3.8):

B+1 n
C = AB = ( Z bjlaj, ey Z bj,,aj) (1.3-20)
j=1

j=n-8

Here, if it is assumed that A is stored by columns, then the vector lengths
for the linear combinations will range from « + 1 to 2a. Hence, as before,
if a is sufficiently large, this can be a viable vector algorithm. If @ < B, the
dual form (1.3.9) of the middle product algorithm may be superior to
(1.3.20), especially if B is stored by rows. Note that on parallel computers,
we also have the option of evaluating the first k columns of (1.3.20) in
processor 1, the second k in processor 2, and so on, and can thus achieve
a high degree of parallelism; the details of this approach are left to Exercise
1.3-12.
Consider next the outer product algorithm (1.3.11):

C=AB=7 (bua,..., by, (1.3.21)
i=1

where, again, we assume that A is stored by columns. The consideration
of this algorithm is analogous to (1.3.20), with the vector lengths determined
by a. Thus if @ < 8, the dual form (1.3.12) may be preferable if B is stored
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by rows. The previous discussion of the relative merits of (1.3.20) and
(1.3.21) on vector computers that utilize vector registers also extends
immediately to banded matrices (Exercise 1.3-13). There are also various
possibilities for (1.3.21) on parallel computers. With p = n/k processors,
k of the outer products could be formed in parallel in each processor; this
would require k columns of A and k rows of B to be assigned to each
processor. The summation of the outer products is then required, and after
those within each processor are summed, a fan-in across the processors is
performed. A more attractive possibility is to form the first k columns of
C in processor 1, the next k in processor 2, and so on. This is essentially
the middle product algorithm.
Consider, finally, the inner product algorithm (1.3.7):

C = AB = (a;b;) (1.3.22)

in which the i, j element of C is the inner product of the ith row of A and
the jth column of B. Since the semibandwidth of C is a + B, only those
inner products lying within C’s bandwidth need to be formed, of course.
As with matrix-vector multiplication, (1.3.22) is attractive for parallel com-
puters, regardless of the bandwidths « and B.

Multiplication by Diagonals

The algorithms given so far are unattractive on vector computers for
matrices with small bandwidth. This is also the case for matrices that have
only a few nonzero diagonals that are not clustered near the main diagonal.
An example is given in Figure 1.3-10, in which an n X n matrix is shown
that has only four diagonals that contain nonzero elements. We will call a
matrix that has relatively few nonzero diagonals a diagonally sparse matrix.
Such matrices arise frequently in practice, especially in the solution of
elliptic or parabolic partial differential equations by finite difference or finite
element methods, as we will see in more detail in Chapter 3.

A diagonally sparse matrix may have a relatively large bandwidth, but
the algorithms we have discussed so far are unsatisfactory because of the

—

Figure 1.3-10. Diagonally sparse matrix.
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large percentage of zeros in each row or column. Indeed, the storage of
such matrices by row or column is unsatisfactory for that reason and a
natural storage scheme is by diagonal. Thus, the nonzero diagonals of the
matrix become the vectors to be used in multiplication algorithms and we
next study how this’ multiplication can be done.

Consider first the matrix-vector multiplication Ax, where the n X n
matrix A is

A Ao\ (1.3.23)
A,

We do not assume at this point that A is diagonally sparse or symmetrically
banded; indeed, A can be a full matrix. We denote in (1.3.23) the main
diagonal by A,, the diagonals below Ao by A_,,..., A_, and the diagonals
above A, by A;,..., A,. Then it is easy to see (Exercise 1.3-14) that Ax
may be represented as

Ax=Ax T AXPF - F AT A Xt A X, (1.3.24)
where
X=X X)), Xy = (X1, .., Xy) (1.3.25)

The multiplications in (1.3.24) are to be interpreted as elementwise vector
multiplication of the vectors A;, which are the diagonals of A, and the
vectors of (1.3.25). The vectors appearing in (1.3.24) are not all the same
length (for example, A,x* is n — 1 long) and + means add the shorter
vector to the first components of the longer one; for example, A,x> would
add to the first n — 1 components of Aox. Likewise + denotes adding the
shorter vector to the last components of the longer one.

We next discuss various special cases of (1.3.24) on vector computers.
If Ais a full matrix (p = g = n — 1), then there are 2n — 1 vector multiplies
in (1.3.24). Moreover, the vectors range in length from 1 to n. Thus, (1.3.24)
is unattractive for full matrices compared with the linear combination
algorithm. Only if A were already stored by diagonal would we consider
(1.3.24), and this storage scheme for a full matrix is unlikely.
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At the other extreme, suppose that A is tridiagonal so that p =g = 1.
Then (1.3.24) reduces to

Ax=Ax A X+ A_x,_, (1.3.26)

which consists of vector lengths of n, n — 1, and n — 1 so that we have
almost a perfect degree of vectorization for large n. More generally, (1.3.24)
is very attractive for small bandwidth systems but becomes increasingly less
80 vis-a-vis the linear combination algorithm as the bandwidth increases.
There will be some bandwidth B,, depending on the computer and n, for
which (1.3.24) will be the fastest algorithm for B8 < B8, and the linear
combination algorithm will be fastest for B8 > B,. (See Exercise 1.3-15.)

The algorithm (1.3.24) is also very attractive for diagonally sparse
matrices. For example, suppose that Ay, A;, A3, A_,, and A_;; are the
only nonzero diagonals. Then (1.3.24) becomes

Ax=Ax + A’} Ay + AiX, 1+ AsXneze (1.327)

As with the tridiagonal case, A,x” and A_,x,,_, have vector lengths of n — 1,
while A;ox*' and A_30x,_3 have vector lengths of n — 30. If n is large, these
vector lengths are still quite satisfactory. On the other hand, if A3, and A_y,
werereplaced by A,_, and A_,_, then the vector lengths for these diagonals
are small if p is small, and the vector operations for A, _,x"?*'and A_,_,)x,
are inefficient. However, for such a matrix the linear combination algorithm
does not provide a viable alternative, and one might switch to scalar
operations to process the very short vectors. The more nonzero diagonals
in a diagonally sparse matrix the more the efficiency of (1.3.24) will approach
the linear combination algorithm, and at some point storage considerations
will be a dominant consideration in the choice of the algorithm.

On parallel computers, the computation (1.3.24) could be carried out
as follows. The nonizero diagonals of A are distributed among the processors
so that the total data assigned to the processors is balanced as much as
possible. The vector x, or at least that portion of it needed by each processor,
will also have to be distributed. Then the multiplications of the diagonals
and x can be done in a highly parallel fashion, but, at some point, additions
must be done with a fan-in across the processors, with a loss of parallelism.
Moreover, there is less motivation to consider multiplication by diagonals
on parallel computers since, as we have already discussed, the implementa-
tion of the inner product algorithm can be quite satisfactory for small
bandwidth systems. The same is true of diagonally sparse matrices. Here,
again, the rows of A can be distributed across the processors and the inner
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products done in parallel. Only the nonzero elements in each row, together
with an index list giving their position in the row, need be stored provided
the processors are sequential computers. Thus, there would seem to be little
use for the multiplication by diagonal algorithm on parallel systems unless
the individual processors are themselves vector computers.

Matrix Multiplication by Diagonals

The matrix-vector multiplication by diagonal algorithm extends to the
multiplication AB of matrices stored by diagonal, but the details of the
algorithm become more complex. For simplicity, we assume that both A
and B are n X n and we consider only the multiplication of two tridiagonal
matrices:

Ao A B, B G G G

A—l B—] C-l
= |c,

The diagonals of the product C are given by

Co=AoBy+A_B,+AB_,, C,=A.B +ABj
(1.3.29)
C_,= AjB_,+ A_,B,, C,= A,B3, C.,=A%*B_,

where we have used A’ to denote the vector starting in the jth position of
A;. We also use the convention that if the vectors are not of equal length,
only the operations determined by the shorter vector are considered. For
example, in the formation of C,, A, is of length n and B, is of length n — 1
so that A,B, denotes the n — 1 long vector in which the last element of A,
has been ignored. To clarify this we give the following 4 X 4 example:

a,; ay by, by €l G2 Gy
Az Qax Qxp by, by by _| € €22 €3 Cp4 (1.3.30)
A3z Q33 Q3 by, b3 by €31 C3p C33 C3y

Ay3  Qug byy bas Ca2 C43 Caq
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Then the diagonals of C are given by

e = apbny + ay2by,

€22 = Ay bz + by + axby,

Co:
C3 = A3zby3 + A33b33 + a34bas
Caq = A43b34 + asabas
€12 = anby + ayaby
Ci: = Axby; + abss
Cyq = a33b3s + A34bas
€21 = Ay by + axby
C: = a3yby; + as by,
Caz = a43b33 + assbas
. = ay2b2;
C,:
€4 = ay3bs4
C.: €31 = A3by
—2.
Car = a43b3;
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(1.3.31)

It is left to Exercise 1.3-16 to write a pseudocode to carry out the algorithm

(1.3.28), (1.3.29).

The formulas corresponding to (1.3.29) for general banded matrices
are easy to derive in principle, but rather complex in detail. Exercise 1.3-17
considers the case of a tridiagonal matrix and a five-diagonal matrix.

It is part of the folklore of parallel and vector computing that matrix
multiplication is “easy.” As we have seen in this section, this is true only
if proper attention is paid to the structure of the matrices and if we adapt

our algorithms to that structure.

Exercises 1.3

1. Find the values of m and n for which (1.3.5) is smaller than (1.3.6).

2. Write pseudocodes, corresponding to Figures 1.3-2 and 1.3-3, for the dual

algorithms (1.3.9) and (1.3.12).

3. The matrix multiplication C = AB, where A is m x n and B is n X g, can be

described by any one of the six loops

fori=1tom forj=1togq fori=1tom
forj=1togq fori=1tom fork=1ton
fork=1ton fork=1ton forj=1togq

ijk form Jjik form ikj form
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forj=1tog fork=1ton fork=1ton
fork=1ton fori=1tom forj=1togq
fori=1tom forj=1toq fori=1tom
Jjki form kij form kji form

where the arithmetic statement in all cases is c¢; = ¢;; + a;cby;. Show that the ijk,
ikj, and kij forms correspond to the inner product, middle product, and outer
product algorithms, respectively, while the jki and kji forms correspond to the
dual middle product and outer product algorithms. Show also that the jik form
gives a ‘“‘dual inner product” algorithm that was not discussed in the text.

. Assume that the vector registers are of length s. Discuss the necessary changes

to the outer and middle product algorithms of Figures 1.3-4 and 1.3-5 for
arbitrary sizes of m, n, and q, where Ais m X n and Bis n X q.

5. Formulate the algorithm illustrated by Figure 1.3-6 in the case that p # n.

10.

11.

12.

13.

14.
15.

. Discuss in detail the inner, middle, and outer product algorithms for matrix

multiplication on p processors.

. Discuss the storage requirements to carry out the algorithm (1.3.14) efficiently

on p = St processors.

. Let Abe an m x n matrix and B an n X g matrix. Assume that there are p = nmq

processors. Give a storage distribution of A and B across the processors so that
all nmq multiplications needed to form AB can be done in parallel. (Note that
this will require the elements of A and/or B to be stored in more than one
processor.) Then show that O(log n) fan-in addition steps are required to form
the necessary sums. Hence, conclude that the matrix multiplication can be done
in 1 + O(log n) parallel steps.

. Formulate the recursive doubling algorithm of Section 1.2 for sums and products

of matrices.

Assume that a parallel system has p processors. Discuss the distribution of work
for the inner product algorithm (1.3.18) for a matrix A of bandwidth B so as
to achieve maximum utilization of the processors. Consider, in particular, the
case that p does not divide n.

Let A and B be n X n matrices with semibandwidths a and B, respectively.
Show that AB will, in general, have semibandwidth « + .

For n x n banded matrices A and B with semibandwidths a and B, organize
the computation (1.3.20) on a parallel computer with p processors so as to
obtain a maximum degree of parallelism.

Discuss the relative merits of (1.3.20) and (1.3.21) on vector computers that
utilize vector registers and (a) allow only a load or store operation concurrently
with arithmetic; or (b) allow both load and store operations concurrently with
arithmetic,

Verify (1.3.24).

Determine the semibandwidth 8 for which the algorithm (1.3.24) for matrix-
vector multiplication ceases to be better than the linked triad algorithm. Assume
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16.

17.
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that A is symmetrically banded, the storage is suitable for both algorithms, and
the vector instructions obey the timing formula T = (1000 + 10) ns.

Write a pseudocode to carry out the multiplication (1.3.28) of two tridiagonal
matrices using the vector operations (1.3.29). Assume that A is stored as the
linear array Ay, A,, A_,, B is stored as the linear array By, B,, B_,, and C is
stored as the linear array C,, C,, C,, C_,, C_,.

Give the formulas corresponding to (1.3.31) for C = AB, where Aisan n X n
tridiagonal matrix and B is an n X n pentadiagonal matrix. (The main diagonal
and the two diagonals on each side are nonzero.)

References and Extensions 1.3

. Further discussion of many of the algorithms of this section may be found in

Hockney and Jesshope [1981], where the term “middle product algorithm” is
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. The terms “symmetrically banded” and “‘diagonally sparse” are not standard,
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advantage of storing a matrix by diagonals is that its transpose is much more
readily available than if the matrix is stored by rows or columns. Indeed, the
transpose may be obtained simply by changing the pointers to the first elements
of the diagonals and no change in storage of the matrix elements need be made.

. McBryan and van de Velde [1985, 1986a, 1987] consider several approaches to

matrix multiplication on parallel machines. In [1986b], they also consider a
storage scheme that packs the 2n — 1 diagonals of an n X n matrix into n
one-dimensional arrays by suitable “wrapping around.”

. Melham [1987a, b] considers an interesting generalization of diagonals that he

calls stripes. Roughly speaking, stripes may be considered to be “bent” diagonals.
He then gives matrix multiplication algorithms based on this type of storage
scheme.

. Hayes and Devloo [1986] give a matrix-vector multiplication algorithm predi-

cated on the matrix A being of the form A =Y A,. (The primary motivation



Introduction 57

10.

11.

12.

13.

14.

for this is when the A, arise from individual element matrices in a finite element
problem.)

. Jalby and Meier [1986] consider the problem of effectively utilizing a two-level

memory (main memory plus fast local or cache memory) on vector machines.
They consider in some detail the problem of matrix multiplication by blocks
where the block sizes are to be determined so as to minimize total time. They
address this problem by minimizing memory time and computation time separ-
ately and then obtain a compromise. Fox et al. [1987] also give a block oriented
algorithm, primarily for a hypercube architecture.

Algorithms for banded matrix multiplication on several VLSI architectures are
considered in Cheng and Sahni [1987].

Parallel and vector algorithms for matrix multiplication of arbitrarily sparse
matrices are intrinsically more difficult than the algorithms we have discussed.
For some work on this problem, see Reed and Patrick [1984; 1985a, b].

Loop unrolling is discussed in Dongarra and Hinds [1979]. As pointed out in
this paper, it is also a useful technique for serial computers since it can reduce
loop overhead as well as give other benefits. See Cowell and Thompson [1986]
for a more general discussion in the context of a set of tools for transforming
DO loops.

The BLAS are a collection of subroutines for basic linear algebra operations
such as inner products. The BLAS are continuously being extended to include
more operations, such as matrix-vector multiplication. See Dongarra and
DuCroz et al. [1986] for further information and references, and Louter-Nool
[1987] for timing results for the BLAS on the CYBER 205. The use of the BLAS
will help portability of codes between different machines. For another approach
to the portability problem, see Dongarra and Sorensen [1987].

Dave and Duff [1987] give timing results for matrix-vector and matrix-matrix
multiplication on a CRAY-2. They report mflop rates as high as 432 on a single
processor for multiplication of two 500 x 500 matrices.
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We now begin the study of the solution of linear systems of equations by
direct methods. In Sections 2.1 and 2.2 we assume that the coefficient matrix
is full, and we study Gaussian elimination, Choleski factorization, and the
orthogonal reduction methods of Givens and Householder. In Section 2.1,
we deal only with vector computers and then consider the same basic
algorithms for parallel computers in Section 2.2. In Section 2.3 we treat the
same algorithms, as well as others, for banded systems.

2.1. Direct Methods for Vector Computers

We consider the linear system of equations
Ax=Db (2.1.1)

where A is a nonsingular n X n matrix. We assume in this section that A
is a full dense matrix, and restrict our attention to vector computers.

Gaussian Elimination and LU Decomposiion

The most common form of Gaussian elimination subtracts multiples
of rows of A from other rows in order to reduce (2.1.1) to an upper triangular
system, which is then solved by back substitution. This is mathematically
equivalent to first forming the decomposition A = LU, where L is lower
triangular with 1’s on the main diagonal and U is upper triangular. Then,
the solution is obtained by solving the triangular systems

Ly =b, Ux =y, (2.1.2)
which are called the forward and back substitutions.

59
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We concentrate first on the LU decomposition, which is the time-
consuming part of the process, and return to the solution of the triangular
systems shortly. A pseudocode for the decomposition is given in Figure 2.1-1.

The j loop in Figure 2.1-1 subtracts multiples of the kth row of the
current A from succeeding rows. These are linked triad operations in which
the vectors are rows of A. Hence, on vector computers that require vectors
to be sequentially addressable elements, it is assumed that A will be stored
by rows. These linked triad operations perform updating of the rows of A
and constitute the bulk of the work in the LU decomposition. At the kth
stage of the algorithm, there are n — k vector operations and the vector
lengths are n — k. Therefore, the average vector length for the updating
operations is

(n=-D)(n=1D+n-2Dn-2)+-+1
n—1+n-2+---+1

= 0(2n/3) (2.1.3)

where the verification of the equality is left to Exercise 2.1-1. [Here, and
henceforth, we use the more or less common notation that O(c¢n?) is the
highest-order term in the expression; in many cases, it is the constant ¢ that
plays a key role.] Hence, the average degree of vectorization of the vector
instructions is O(2n/3), and this is degraded somewhat by the scalar
divisions to form the multipliers at each stage. On some vector computers
it may be advantageous to switch from vector to scalar arithmetic when the
vector length drops below a certain threshold, although this will complicate
the code.

A further degradation in the speed will be caused by pivoting, if this
is needed. For the partial pivoting strategy applied to the first stage, we
must search the first column for the maximum element in absolute value.
Although some vector computers have vector instructions to facilitate this
search, the elements of the first column are not in contiguous storage
locations. Thus, the search might have to be carried out by scalar operations
or by a gather operation followed by a vector maximum operation. Once

Fork=1ton-1
Fori=k+1ton
by = ap/
Forj=k+1ton
ay; = ay — lpay

Figure 2.1-1. Row oriented LU decomposition.
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the location of the maximum element is known, the corresponding row can
be swapped with the first row by vector operations or the indexing can be
modified. How the pivoting strategy will be done will depend on the
particular vector computer.

The right-hand side b of (2.1.1) may also be processed as part of the
reduction to triangular form in order to achieve the forward substitution
part of (2.1.2). If A is stored by rows, it is useful to append b, to the ith
row, if other storage considerations permit this. Then, in Figure 2.1-1, the
j loop would run to n + 1, and the vector lengths would increase by one.

If A is stored by columns, we modify the LU decomposition algorithm
as shown in Figure 2.1-2. At the kth stage, the algorithm of Figure 2.1-2
first forms the kth column of L; this can be done by a vector divide. The
innermost loop, the i loop, subtracts a multiple of this kth column of L
from the n — k long jth column of the current A. Hence, the basic vector
operation is again a linked triad, but now the vectors are columns of L and
columns of the current A. The right hand side b can be processed in the
same manner as the columns of A to effect the forward substitution of (2.1.2).

Not counting the formation of the multiplier vector or processing the
right-hand side, there are again n — k linked triad operations at the kth
stage with vector lengths of n — k. Hence, (2.1.3) gives the average vector
length so that the average degree of vectorization is again O(2n/3). Only
a more detailed analysis for a particular machine (see, e.g., Exercise 2.1-2)
can determine whether the row form is more efficient than the column form,
but the formation of the multipliers by a vector operation will probably
show that the column form is the best. A deciding factor on which to use
will be the way that A may already be stored.

The incorporation of pivoting is somewhat more difficult in the column
form, however. The search for the pivot element can now be done by vector
operations on those machines with that capability, but the interchange of
rows presents a problem. The elements of the rows can be interchanged by
vector operations with a stride of n, by gathers followed by vector operations,

Fork=1ton-1
Fors=k+1ton
Isk=a.:k/akk
Forj=k+1ton
Fori=k+1ton
a; =a; — lay

Figure 2.1-2. Column-oriented LU decomposition.
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or by scalar operations. Hence, if pivoting is required and if A can
be easily stored by rows, the row-oriented algorithm will probably be
preferable.

Register-to-Register Machines

The above discussion applies to both memory-to-memory and register-
to-register vector machines, but for register-to-register machines additional
discussion is needed. Also, on some register-to-register machines an alterna-
tive approach is desirable.

We examine first the load/store pattern for the inner loop of the column
algorithm of Figure 2.1-2. For simplicity, we assume that entire columns of
A can be held in a vector register (see Exercise 2.1-4), and we consider first
the case when only a register load or a store can be done concurrently with
computation. The following gives the first few operations:

Form first column of L (2.1.4a)
Load second column of A (2.1.4b)
Modify second column of A; load third column of A (2.1.4c)
Store modified second column (2.1.4d)

Modify third column; load fourth column of A (2.1.4e)

As indicated in (2.1.4¢), we can overlap the load of the next column of A
with the modification of the current column. But then we have a delay while
the modified second column is stored into memory from its register.

We can modify the algorithm to eliminate the delay caused by the store
in (2.1.4d). The new algorithm is similar to the middle product algorithm
for matrix multiplication; the idea is to do all of the processing for the jth
column before moving to the (j + 1)st. Thus, the updating of the remaining
columns of A is delayed until such time as a column is to be completed.
A pseudocode for this algorithm is given in Figure 2.1-3. The first few steps
of the jth stage of the computation showing the load/store pattern are

Load first column of L (2.1.5a)
Load jth column of A (2.1.5b)
Modify jth column of A; load second column of L  (2.1.5¢)
Modify jth column of A; load third column of L (2.1.5d)

Note that in (2.1.5) there are no stores until all work on the jth column of
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Forj=2ton
Fors=jton
lyy=ag../a-y
Fork=1toj—-1
Fori=k+1ton
ay = a; — lyay

Figure 2.1-3. Column-oriented delayed update LU decomposition.

A has been completed. The columns of L must be continuously loaded into
registers, but this can be overlapped with the computation. Only at the
beginning and end of each stage is there extra delay for loads and/or stores.
As in Section 1.3, it is likely that the compiler will not recognize that the
current jth column can be retained in a register, and the desired effect of
Figure 2.1-3 will have to be approximated by loop unrolling or achieved
by assembly language coding. Another potential problem in implementing
this algorithm is that the vector lengths in the updates are not equal. That
is, at the jth stage, we update the jth column using the n — 1 last elements
of column 1, the n — 2 last elements of column 2, and so on.

The delayed update algorithm is not as necessary on those register-to-
register machines that allow both a load and a store to proceed concurrently.
In this case, (2.1.4d) would be eliminated and (2.1.4e) would be changed to:

modify third column of A; load fourth column of A; store second column
of A :

Thus, the store of the second column of A would proceed concurrently
with the load of the fourth column. We note that the delayed update
algorithm is not necessary for memory-to-memory machines, although even
there it may have some advantages.

The ijk Forms of LU Decomposition

It is instructive to view the above algorithms in terms of a triple For
loop as done in Section 1.3 for matrix multiplication:

For
For
For
a; = a; — lxay

(2.1.6)




64 Chapter 2

This shows the basic arithmetic operation, which remains the same in all
forms (we do not show the formation of the multipliers /), and three For
loops where the blanks are to be filled with some permutation of the indices
i, j, k. For example,

Fork=1ton~—1
Fori=k+1ton (2.1.7)
Forj=k+1ton

corresponds to the algorithm of Figure 2.1-1 while

Forj=2ton
Fork=1toj—1 (2.1.8)
Fori=k+1ton

corresponds to Figure 2.1-3. The algorithm of Figure 2.1-2 is the kji form.
Note that the algorithms in Figures 2.1-1-2.1-3 are not as simple as is
suggested by (2.1.6). This is especially so for the other three algorithms,
which are given in detail in Appendix 1.

We next summarize some of the properties of the ijk forms and refer
to Appendix 1 for further details. One important property is that the different
forms use different basic vector operations, as defined by the innermost
loop. The vector operation of the kji and kij forms is a linked triad. In
these forms, rows (or columns) are updated as soon as the multipliers are
available, and we call these immediate update algorithms. In the jki form,
which is Figure 2.1-3, columns are updated only just before that column is
to be zeroed; the ikj form is the corresponding row-oriented version. We
call these delayed update algorithms. The vector operation is again a linked
triad but is applied repeatedly to accumulate a linear combination. The ijk
and jik forms are also delayed update algorithms, but the vector operation
is an inner product.

The six different forms of (2.1.6) have different patterns of data access
of the elements of A and of L. The kji and jki forms are column oriented;
they access columns of both A and L. The kij and ikj forms access A by
rows and only scalar elements of L. The ijk and jik forms have mixed
access: A by columns and L by rows. Since we assume that L overwrites
the lower triangular position of A, this mixed access will require access to
vectors with stride greater than one. The data access patterns are given in
Figure 2.1-4, and show which parts of the matrices are being accessed during
a given stage.
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L done and
not accessed

ith row of
L and U being
computed

U done
and not
accessed

done

-and not
accessed

kth column of L being computed

(a)

U done and
not accessed
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(k+1)st row of U being computed

remaining submatrix of updated A

U done and

not accessed

jth column

L \ not
done and yet
accessed accessed

not yet
accessed
(b) ()

of L and U
being computed

Figure 2.1-4. Data access patterns of the ijk LU forms. (a) kij, kji; (b) ikj, ijk; (c) jki, jik.

Table 2.1-1 summarizes the basic properties of the ijk forms. It is
doubtful that the last two forms, ijk and jik, are of interest on vector
computers, but the other four all have a role under the right circumstances.

Triangular Systems

At the end of the reduction stage of Gaussian elimination, we must
solve a triangular system of equations

un

Uz

Ua ] X%

Unn || Xn

(4}

Cn

(2.1.9)

Table 2.1-1, The ijk Forms of LU Decomposition.

Form Operation Update A access L access
kij Linked triad Immediate Row Scalar
kji Linked triad Immediate Column Column
ikj Lin. comb. Delayed Row Scalar
Jki Lin. comb. Delayed Column Column
ijk Inner product Delayed Column Row

Jik Inner product Delayed Column Row
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For j = n down to 1
x; = ¢fuy
Fori=j—1downto 1
€ = € — XUy

Figure 2.1-5. The column sweep algorithm.

One usual back substitution algorithm is
Xi = (6 — WigaXigr — * * * = WinX )/ Uit i=n...,1 (2.1.10)

and we now consider its implementation in vector operations. If U is stored
by rows, as it will be if the reduction algorithm has been done with A stored
by rows, then (2.1.10) can be carried out by inner products with vector
lengths ranging from 1 to n — 1, together with n scalar divisions. Ignoring
the divisions, the average degree of vectorization is then O(n/2).

An alternative algorithm, useful if U is stored by columns, is given by
the pseudocode in Figure 2.1-5, which is known as the column sweep (or
vector sum) algorithm. After x, is computed, the quantities x,u;,, i =
1,...,n—1, are computed and subtracted from the corresponding c;; thus,
the contribution of x, to the other solution components is made before
moving to the next stage. The ith stage consists of a scalar division followed
by a linked triad of length i — 1. Hence, the average degree of vectorization
is again O(n/2), but now the vector operations are linked triads. Which of
the two algorithms we use will almost certainly be dictated by the storage
pattern of U, if this has been determined by the LU decomposition.

Both the inner product and the column sweep algorithms are easily
formulated for lower triangular systems. (See Exercise 2.1-5.)

Matrix-Vector Forms of LU Decomposition

Although the ijk forms give six different organizations of LU decompo-
sition, there are still others that are potentially useful for vector computers.
Even when one of the ijk forms is theoretically suited for a particular vector
computer, there may be problems in implementing it, especially in a high-
level language. The following organizations are based on operations involv-
ing submatrices and have the potential to be more easily implemented and
to be more portable to other machines.

The simplest of these other organizations is based on the idea of
bordering. Let A; be the jth leading principal submatrix of A, and assume
that we have the decomposition L;_, U;_, of the (j — 1)st leading principal
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submatrix A;_;. Then the decomposition of A; satisfies

l_,- 1 0 Uj; ﬁj a;
where 1; and &; are row vectors and u; and a; are column vectors. This gives
the relations

Lj—luj = aj, Ijljj—l = ﬁj, |]ll] + uii = aﬂ (2.1.11)

Thus, the vectors u; and 1; can be computed by solving the lower triangular
systems

Li_w=a, U ) =a (2.1.12)

and then u; is computed from the third relation of (2.1.11).

There are two natural ways to carry out the bordering form of LU
decomposition. The first solves the triangular systems by the column sweep
algorithm while the second uses the inner product algorithm. The decompo-
sition codes for these two approaches are given in Figure 2.1-6. The first i
loop in Figure 2.1-6a does the updating of the jth column of A and thus
computes the jth column of U. The second i loop updates the jth row of
A and computes the jth row of L. The updates can be done by linear
combinations but the vector lengths vary. Note that when i = j in the second
i loop, we are updating the (j, j) element of A and thereby computing u;
as in (2.1.11).

In the second form of the bordering algorithm, Figure 2.1-6b, the first
Jk loop computes the ith row of L by first updating the elements of A with
inner products of rows of L and columns of U. Together with the division,
this is equivalent to solving the system U 1] = 4. Note that when j = i,

Forj=2ton Fori=2ton
Fork=1toj—2 Forj=2toi
Fori=k+1toj—1 Lisy = ai_y/a;_y j
a; = a; — L,ay; Fork=1toj—1
Fork=1toj—-1 a; = a; — lyay;
Ijk = ajk/akk FOl‘j =2toi—1
Fori=k+1toj Fork=1toj—1
a; = ay — Lay a; = a — lyay

Figure 2.1-6. Bordering algorithms for LU decomposition: (a) Column sweep; (b) inner
products.
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done U
and jth column of U
accessed L being computed
-——
jth row A
of L being
computed not accessed

Figure 2.1-7. Data access pattern for bordering forms.

we are updating the (i, i) element of A and this pertains to the calculation
of the ith column of U. The second jk loop updates the ith column of A
by, again, inner products of rows of L and columns of U. Equivalently, we
are solving the triangular system L;_,u; = &; for the ith column of U.

Both forms of the bordering approach have the same data access
pattern, which is shown in Figure 2.1-7. Note that both forms require access
to A by both rows and columns, and therefore will be unsatisfactory on
vector computers that require contiguous elements.

The key part of the bordering algorithm is the solution of the triangular
systems (2.1.12). These are matrix~vector operations that could be imple-
mented as subroutines and made as efficient as possible for particular
machines. The next organization, which we call the Dongarra- Eisenstat
algorithm, has the advantage that its basic operations are matrix-vector
multiplications. The algorithm can be described mathematically as follows.
Let A, L, and U be partitioned as

Ay ap Ap; L, Un u, Up
A ax»n 8 | =1 Iy 1 Uy, Uy (2.1.13)
A3y ayp Ay Ly, Ly Ly Uss

where a,,, a5, l,;, and u,; are row vectors and a,,, a;,, l3,, and u,, are
column vectors. Assume that A,, has been factored into L,,U,, and that
Ly, Ls;, uy5, and U,; are known. Then at the next stage we wish to compute
l;,, the next column of L, as well as u,, and u,;, the next row of U. By
equating corresponding elements in (2.1.13), these are obtained by

Uy = ayp— gy, Wy =ay-—bL1Us, b= (25— Lyu)/uy (2.1.14)

The data access pattern for this is shown in Figure 2.1-8.

The main operations in (2.1.14) are multiplications by rectangular
matrices. We may carry out these multiplications either by inner products
or by linear combinations, and this gives rise to the two different forms
shown in Figure 2.1-9. In Figure 2.1-9a the first kj loop carries out the
successive updates of the ith row of A, which then becomes the ith row of
U at the termination of the k loop. These updates may be viewed as doing
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Uy done
done and and
not accessed Li accessed
next row of U
done being computed
and not
accessed accessed

next column of L being computed

Figure 2.1-8. Data access pattern for the Dongarra-Eisenstat algorithm.

the vector-matrix multiplication l,, U,; of (2.1.14) by linear combinations
of the rows of U. Note that when j = i we are doing the update leading to
the first quantity of (2.1.14). The second kj loop does updates of the ith
column of A, which may be interpreted in terms of the matrix-vector
multiplication L,,u,, of (2.1.14) as linear combinations of the columns of
L. At the termination of the k loop, the updated ith column is divided to
obtain the ith column of L. Note that, as opposed to the delayed update
algorithm of Figure 2.1-3, the linear combinations may be done by operations
in which the vectors are the same length. The second index statement for
k could be removed and the code would still be correct, but we have inserted
it to emphasize the linear combination operations. Note also that the first
kj loop accesses A by row while the second kj loop accesses it by column.
Hence, this is an unsatisfactory form for vector computers that require
contiguous elements for vectors.

The algorithm given in Figure 2.1-9b uses inner products. At the jth
stage, the first ik loop computes the jth column of L, except for the final
division, by updating the jth column of A with inner products of rows of
L and the jth column of U. The second ik loop computes the jth row of
U by updating the jth row of A with inner products of the jth row of L

Fori=1ton Forj=1ton

Fork=1toi-1
Forj=iton
aij:aij_likakj
Fork=1toi—-1
Forj=i+1ton
a; = a;; — lay
Fors=i+1ton
i = as/ay

Fori=j+1ton
Fork=1toj—1
a; = ay — lyay
Fori=jton
Fork=1toj—1
a; = a;; — lay
Fors=j+1ton
ly=ay/a;

Figure 2.1-9. The Dongarra-Eisenstat LU decomposition algorithms. (a) Linear Combina-
tions; (b) inner products.
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and columns of U. Again, access to A by both row and column is required.
The potential advantage of the Dongarra-Eisenstat algorithms is that the
matrix-vector multiplications may be carried out very efficiently on some
vector computers.

Choleski Decomposition

If A is symmetric positive definite, then an often used alternative to
Gaussian elmination is the Choleski decomposition

A=LL" (2.1.15)

where L is a lower triangular matrix, followed by the forward and back
substitutions

Ly=b, LTx=y (2.1.16)

to complete the solution of the linear system Ax = b.

One implementation of (2.1.15) is given in Figure 2.1-10. Since A is
symmetric, it is necessary to store only the lower (or upper) triangular part
of A. The innermost loop, the i loop, in Figure 2.1-10, modifies columns
of A by subtracting multiples of columns of L. Hence, the basic vector
operation is again a linked triad.

At the jth stage there are j — 1 linked triads using vectors of length
n — j + 1. Hence, the average vector length is (see Exercise 2.1.6)

""1"'2(""2)"'""*'(""1)1_O('_'>
1+2+---+n—1 - T\3

(2.1.17)

which is only half that of LU decomposition. This is to be expected since
in the Choleski algorithm we are using the symmetry of the coefficient
matrix to reduce the serial computational work by a factor of 2. On vector
machines with large start-up time, the relative speed advantage of Choleski
over LU decomposition is much less than the nominal factor of 2 for serial
computers. For example, using the results of Exercises 2.1-2 and 2.1-8, the

hy = ‘1142
Forj=2ton
Fors=jton
ls,j—l = as,j—l/lj——l,j-—l
Fork=1toj—1

Fori=jton
au/;“‘ a; — Iikljk
by = ay

Figure 2.1-10. Column-oriented Choleski decomposition.
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ratio of times is approximately 0.8 for n = 100 and 0.7 for n = 500. Only
for very large n does the ratio approach the serial computer value of 0.5.

The ijk Choleski forms

We have used in Figure 2.1-10 only one possible organization of a
Choleski algorithm. As with LU decomposition, we can give other organiz-
ations based on the nested loops

For
For
For

Again, there are six permutations of the loop indices ijk, which give six
different organizations of the algorithm. These are given in detail in Appen-
dix 1, and we summarize some of the main aspects of the different organiz-
ations in Table 2.1-2.

We note that several of the forms listed in Table 2.1-2 have mixed
storage access; that is, rows of A and columns of L, or vice versa, are
required. Since we are assuming that L will overwrite A, or at least be stored
in the same fashion, this mixed data access will be bad for vector computers
requiring contiguous elements.

The algorithm of Figure 2.1-10 is the jki form, with access to both A
and L by column. It corresponds to Figure 2.1-3 for LU decomposition
but now the vector lengths in the updates at the jth stage are the same. The
kji form also accesses both A and L by column and is very satisfactory for
other vector computers. Figure 2.1-11 shows the data access patterns for
the six Choleski forms of Table 2.1-2.

Multiple Right-Hand Sides

In some problems, we are required to solve several systems of equations

Ax,":bi, i= 1,...,q (2.1.18)

Table 2.1-2. The ijk Forms of Choleski Factorization

Form Operation Update A-access L-access
kij Linked triad Immediate Row Column
kji Linked triad Immediate Column Column
ikj Linear combination Delayed Row Column
Jki Linear combination Delayed Column Column
ijk Inner product Delayed Column Row

Jik Inner product Delayed Scalar Row
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done and no longer accessed

being accessed and updated at kth stage

kth column being computed

(2)
done and accessed
L and not ith col
. . accessed ith column
pdnted and being updated
computed L4 and computed
not yet an‘:‘e
accessed A accessed not yet accessed
() )

Figure 2.1-11. Data access patterns of Choleski ijk forms. (a) kij, kji; (b) ikj, ijk; (c) jki, jik.

with different right-hand sides b; but the same coefficient matrix A. This
occurs, for example, in structural analysis problems in which a given
structure is being tested for several different load configurations, which are
represented by the vectors b;. It also occurs in computing the inverse of A,
in which case q = n and b; is the vector with 1 in the ith position and 0
elsewhere.

We can write (2.1.18) in an equivalent way as AX = B, where X and
B are n x q matrices. The column-oriented algorithm of Figure 2.1-2 can
be modified so as to process all the columns of B by considering them as
additional columns of A. The vector lengths remain n — j at the jth stage,
but now there are n —j + q vector operations. Thus, the average vector
length is (Exercise 2.1.6)

(n-1+q)n=-1+---+(1+q) _ (2n2+3qn

(n-1+g)+---+(1+gq) 3n+6q) (2.1.19)
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which decreases slightly as a function of ¢ and for ¢ =n is O(5n/9)
compared with O(2n/3) for q = 1.

On the other hand, we can modify the row-oriented algorithm of Figure
2.1-1 by appending the rows of B to the rows of A, so that the vector lengths
at the jth stage are n — j + q. Since there are still only n — j vector operations,
the average vector length is (Exercise 2.1.6)

(n=-1)(n-1+qg)+---+(1+q)
(n=1)+---+1

=0Gn+q) (2.1.20)

which is now an increasing function of g, and for g = n is O(5n/3), over
twice that for g = 1. We conclude that the row-oriented algorithm, although
possibly slightly inferior for ¢ = 1, becomes increasingly satisfactory as g
increases.

There remains the back substitution, and if there are sufficiently many
right-hand sides, it may be beneficial to use the following scheme. Let the
systems be given by UX = C, where X and C are n x g and x; and ¢;
denote the ith rows. Then, the algorithm

X; = (C,- = Ui X — 0" uinxn)/uih i= n,n— ]9 R 1 (2’1'21)

computes the rows x,, X,,—, . . . by using linked triad operations on vectors
of length g. This is just the inner product algorithm (2.1.10) applied *“‘simul-
taneously” to compute the ith components of all the solution vectors ‘““at
once.” Thus, the basic vector operation is a linked triad and not an inner
product. Whether this is preferable to the inner product algorithm applied
to each right-hand side will depend on the size of g and n, as well as on
the particular computer. (See Exercise 2.1-7.)

Orthogonal Reduction

An alternative to LU decomposition is the reduction
A= QR (2.1.22)

where Q is an orthogonal matrix and R is upper triangular. There are two
usual approaches to obtaining the factorization (2.1.22): Householder trans-
formations and Givens transformations. On serial computers, (2.1.22)
has an operation count of O(4n*/3) using Householder transformations
and O(2n®) using Givens transformations. Thus, they are approximately
two times and three times as slow as LU decomposition, respectively. They
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have the property that they are numerically stable without any row inter-
changes, but this does not overcome the operation count advantage of LU
decomposition, even with pivoting, and as a consequence they are rarely
used on serial computers in the context of solving nonsingular systems of
equations. They are, however, widely used for eigenvalue detemination,
least-squares problems, orthogonalization of vectors, and other purposes.
For many of these uses, A will be a rectangular matrix but, for simplicity,
we will restrict our attention to n X n matrices.

A Householder transformation is a matrix of the form I —ww” where
w is a real column vector with w'w = 2. It is easy to see (Exercise 2.1-11)
that a Householder transformation is symmetric and orthogonal. We use
such matrices to perform the reduction (2.1.22) in the following way. Let
a, be the first column of A and define

ul = (ay, —s,as,...,0a,), w=puu (2.1.23)
where
s=+(aja)"”?,  y=(s-aus)”', w=9"7  (2129)

and the sign of s is chosen to be opposite that of a,, for numerical stability.
Then

n
wiw= “2 [(au - 5)2 + X a-?l] = 'uz(a;ral —2a,s + 52) =2
i=2

which shows that I —ww” is a Householder transformation. Moreover,

n 1
WTan = M [(au ~s)a, + ) a%l] = ,“"(S2 —ays) = ';;
i=2
so that
a;; —§
ay, — Wleal = yy _E_(_!l_._) =
M
and
a ,
a,-,-—wina,=a,-,——M=O, i=2,...,n
Therefore,
s ap ain
0 T
A =PA=|. . ., P=I-wwT  (2.125)
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and the effect of the Householder transformation applied to A is to produce
a new matrix that has zeros in the first column below the main diagonal.
We now repeat the process with a vector w, that is zero in its first position
and is otherwise defined as in (2.1.23) and (2.1.24) using now the last n — 1
elements in the second column of the matrix A,. With P, = I —w,w;, P,A,
retains the zero elements in the first column and introduces zeros in the
second column in the last n — 2 positions. We continue in this way to
successively zero elements below the main diagonal by Householder
matrices P, = I — w;w]. Thus

P,_ ---PA=R

where R is upper triangular. The matrices P; are all orthogonal so that
P =P, - P and P! are also orthogonal and Q = P~'is the orthogonal
matrix of (2.1.22).

The bulk of the work in carrying out the Householder reduction to
triangular form is in updating the nonzero columns of A at each stage, and
we next examine (2.1.25) more closely. If a,, ..., a, are the columns of A,
we have

Ai=(I-ww")A=A-ww"A=A-ww'a,,w"a,,...,w"a,) (2.1.26)
so that the ith column of A, is
a,—waw=a,—yu au (2.1.27)
We can then summarize the Householder reduction by the vector
pseudocode in Figure 2.1-12.

At the kth stage, the computation of s, requires an inner product of
length n — k + 1, and scalar operations are then needed for v, and a, — sx.

Fork=1ton—-1
" 1/2
s = —sgn(au) (,Zk afk) s Y = (5% = sean) ™!

T _
u, = (09' .. ,0’ Ay — Sk, ak+l,k’ ey ank)
Qe = Sk
Forj=k+1ton
. T,
a] = ykukaj
q; =a; — a;u,

Figure 2.1-12. Column-oriented Householder reduction. Inner products.
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The inner loop is an inner product followed by a linked triad, and the
vector lengths are n ~ k + 1. Thus the average vector length is the same as
for LU decomposition, O(2n/3), and the inner loop requires linked triads
of the same form. The major difference, of course, is that the inner loop
also requires the inner products uya,.

On register-to-register machines, it is important to organize the compu-
tation of Figure 2.1-12 so that unnecessary references to memory are not
made. Consider the first stage, k = 1, and assume first that n is no more
than the length of the vector registers. Then, to start the updating, u, and
a, are loaded into vector registers and «, is computed. Since u, and a, are
still in the registers, a, can now be updated with no additional register
loads. For j = 3, only a; need be loaded since u, remains in a register, and
so on. Thus, the first stage, k = 1, requires only n vector loads.

In the likely event that n exceeds the length of a vector register, the
situation is quite different. Since a, must be computed before a, can be
updated, all of u, and a, must be loaded, in parts, to compute «, and then
all of u, and a, must be loaded again to update a,. If the same is done for
a;,...,a,, a total of 2(n — 1) loads of u, and two loads each of a,,...,a,
must be done for a total of 4(n — 1) loads of the complete vectors in the
first stage.

A better strategy may be to compute all of the a; before beginning the
updating. In this case, we load the first part of u, into a register and compute
all of the partial inner products with the corresponding parts of
u,,8,,8;,...,a, Then, the second parts of u, and the a, are loaded and
the inner products are continued, and so on. For the updating, we again
load the first part of u, and then update the corresponding parts of a,, ..., a,.
Then, the second part of u, is loaded, the corresponding parts of a,, ..., a,
are updated, and so on. The advantage of this approach is that u, needs to
be loaded only twice so there are now a total of 2n complete vector loads
in the first stage. A disadvantage is that additional storage for the o; must
be provided.

We next consider an alternative form of the Householder reduction.
If a, now denotes the ith row of A, the updating (2.1.26) may also be written
in the form ‘

A =A-wz', 2T =wA=p ¥ ua; =puv’ (2.1.28a)
i=1
so that the new ith row of A is

a,—wz' =a;,— yuv' (2.1.28b)

This is sometimes called the rank one update form since wz” is a rank
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Fork=1ton—1
" 1/2
i = —sgn(a) (Ek a?k) s v = (s} = sea) ™!

T
k= (0’ R O’ Ak ~ Sk» ak+l,k’ ceey ank)

n

T _

Vi = ¥ ua,
=k

T _ T
Vi = VeV
Forj=kton
= - &T
aj = a,- ujkvk

Figure 2.1-13. Row-oriented Householder reduction. Rank one updates.

one matrix. The updating can be done entirely with linked triad or
linear combination operations, and the overall algorithm is given in
Figure 2.1-13.

The average vector length in this algorithm is again O(2n/3), and the
vector operations are now all linked triads. Note, however, that the com-
putation of the s, is now less satisfactory since the elements of the columns
of A are not in contiguous locations if A is stored by rows. The number of
array references is essentially the same as in the alternative organization of
the inner product algorithm. At the first stage, the computation of v, allows
all of the a; to be used with v, (or parts of v,) left in a vector register. Hence
O(2n) loads of complete vectors are required in the first stage.

The code of Figure 2.1-13 for the rank one update form is predicated
on storage of A by rows. It may be desirable to use this form when A
is stored by columns and we can achieve this on vector computers
requiring contiguous storage by using Householder transformations on
the right,

A(I —ww") (2.1.29)

The first transformation introduces zeros above the main diagonal in the
last column and successive transformations give zeros in columns n -1,
n — 2, and so on. Thus, in place of the QR decomposition of A the sequence
of transformations AP,P,- - P,_, = L gives an LQ decomposition, where
L is lower triangular and Q is orthogonal. This is equivalent to doing the
QR decomposition of A”, but without performing an explicit transposition
of A. The details of an LQ algorithm corresponding to Figure 2.1-13 are
left to Exercise 2.1-10.
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Givens Reduction

Chapter 2

A Givens transformation is a plane rotation matrix of the form

[1

cos 0;

sin 6;

cos §;

1

(2.1.30)

with sine and cosine elements in the ith and jth rows and columns as
indicated. It is easy to see (Exercise 2.1-12) that any plane rotation matrix
is orthogonal. Viewed as a linear transformation, P; causes a rotation
through the angle 6; in the (i, j) plane.

We now use the matrices P; in the following way to achieve the QR
reduction (2.1.22). Consider

€22, + 5108,
—8128; + €22,
Al = P|2A = a, (2.1.31)
a,
where ¢;, = cos 0,,, s12 = sin 0,, and a; is the ith row of A. We choose 6,,
so that

—a;Sppt ayc =0 (2.1.32)

Thus, A, has a zero in the (2, 1) position and the elements in the first two
rows now differ, in general, from those of A, while the remaining rows are
the same. Next, we compute A, = P,;A,, which modifies the first and third
rows of A, while leaving all others the same; in particular, the zero produced
in the (2, 1) position in the first stage remains zero. The angle 6,5 is now
chosen so that the (3, 1) element of A, is zero. We continue in this fashion,
zeroing the remaining elements in the first column, one after another, and
then zeroing elements in the second column’ in the order (3,2),
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4,2),...,(n,2), and so on. In all, we willuse (n —1)+(n—-2)+---+1
plane rotation matrices and the result is that

PA= Pn_l'" e Ple =R (2.1.33)

is upper triangular. The matrices P; are all orthogonal so that P and P
are also orthogonal. With Q = P!, (2.1.33) is then the QR decomposition
(2.1.22).

We note that we do not actually compute the rotation angles 6; but
only their sines and cosines so as to achieve the desired zeroing of elements.
For example, for (2.1.32),

€2 = an(afl + a%l)-m, $12 = a21(all’l + a%l)_]/z (2.1.34)

The Givens reduction has a natural parallelism in the updating of the
rows at each stage. At the first stage, after ¢), and s,, are computed by
scalar operations, the first two rows are modified as shown in (2.1.31). This
requires a scalar-vector multiplication followed by a linked triad. Note that
the vector lengths are n — 1 because we know that the new (2, 1) element
is zero. Since the Euclidean length of the first column must be preserved
under multiplication by P,,, we also know that the new (1, 1) element is
(a2, + a3,)"?, which has already been computed. Thus, to zero the elements
in the first column requires 4(n — 1) vector operations with vector lengths
of n — 1. Similarly, zeroing elements in the jth column will require 4(n — j)
vector operations with vector lengths of n —j so that the average vector
length for the entire reduction will be (Exercise 2.1-6),

4n—-1)n-1)+4n-2)(n-2)+---+
4n—-1)+4n-2)+---+4

L 0o(2n/3) (2.1.35)

the same as LU decomposition and the Householder reduction.

A pseudocode for the above Givens algorithm is given in Figure 2.1-14,
Note that in the update of a, it is the current a, that is used, not the new
a, which has just been computed and is denoted by &;.

Fork=1ton
Fori=k+1ton
Compute sy, ¢;
Ay = Culy T Sa;
a; = =St oA

Figure 2.1-14. Row-oriented Givens reduction.
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The Givens algorithm has twice as many vector operations as the
Householder algorithms. However, on register-to-register machines these
can be accomplished with only half the number of memory references as
the Householder algorithms. Consider the first stage, consisting of zeroing
the first column of A. The vectors a, and a, (or parts of them) are loaded
into vector registers and then the necessary arithmetic is done. The updated
a, is left in a register so that the zeroing of the (3, 1) element requires only
the loading of a,. Thus, the zeroing of the n — 1 elements in the first column
requires only a single load of each of the rows of A, for a total of n complete
vector loads. This compares with O(2n) loads for the Householder
algorithms, and Givens will be more competitive on such vector machines
than a simple operation count would indicate.

The Givens algorithm of Figure 2.1-14 is row oriented. A column-
oriented algorithm is given in Figure 2.1-15. At the beginning of the kth
stage, all of the sine-cosine pairs for the kth column are computed. This
requires continual updating of the (k, k) element so that this preparatory [
loop is entirely scalar arithmetic. The first arithmetic statement in the ji
loop is the updating of the (k,j) element, which is modified each time
through the i loop. Here, the superscripts indicate that the value of the
(k, j) element is from the previous pass through the i loop. In terms of
vector operations, the inner i loop may be written as

P = Sia;, I = €k

Fori=k+1ton
aig' = cualy) + p;
q; = Sk.-ai?

a,=r—gq

where the formation of p and r is by elementwise vector multiplication.

Fork=1ton-1
Forl=k+1ton
Compute sy, Cx
iy = Caler t Stk
Forj=k+1ton
Fori=k+1ton
a(;<';'+l) = Ckia(k'j) + Say;
a; = ‘Skia(k? + ¢a;

Figure 2.1-15. Column-oriented Givens algorithm.
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Thus, the inner loop may be written in terms of three vector operations
(two vector-vector multiplies and one vector add) plus a scalar loop. It is

clear that this column-oriented algorithm does not vectorize as well as the
row-oriented algorithm of Figure 2.1-14.

Exercises 2.1
1. Verify by induction the summation formulas

'z' i=in(n+1), z f=in(n+1Q2n+1)
i=1 i=1

Use these to show that the expression in (2.1.3) is

I

1n(n-1)2n-1)

=it~ = 3 (2n — 1) = O(2n/3

3w =den-n=o0@n/3)

2. Assume that a vector computer has timing formulas of (1000 + 10m) ns for
addition, (1600 + 10m) ns for linked triads and (1600 + 70m) ns for division for
vectors of length m, and 100 ns for scalar operations. Show that the total times
for the LU decompositions of Figures 2.1-1 and 2.1-2 are

Te = (50’ +850n")ns,  Tc = (¥ n’+835n%) ns
for a system of size n.

3. Assume that a vector computer has the characteristics of Exercise 2 and, in
addition, can perform inner products with a timing formula of (2000 + 20m) ns
on vectors of length m. Ascertain which of the algorithms (2.1.10) and Figure
2.1-4 is more efficient for solving triangular systems as a function of the system
size n.

4. Assume that on a register-to-register machine, the registers are of length 64
words. Discuss modifications of (2.1.4) and (2.1.5) to take this into account.

5. Formulate the inner product and column sweep algorithms for the solution of
a lower triangular system of equations Lx = b.

6. Use the summation formulas of Exercise 1 to verify (2.1.17), (2.1.19), (2.1.20),
and (2.1.35).

7. Assume that a vector computer has the characteristics of Exercises 2 and 3. For
an n X n system with g right-hand sides, ascertain for which values of q and n
the algorithm (2.1.21) for the back substitution is more efficient than (2.1.10)
applied to each right-hand side.

8. Assume that a vector computer has the characteristics of Exercise 2 and that
square roots require 500 ns. Show that the total time for the Choleski decomposi-
tion algorithm of Figure 2.1-10 is

T=@Gn>+835n%) ns
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10.

11.

12
13.
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. Change (2.1.13) to correspond to A = LL” and then give Dongarra-Eisenstat-

type formulations of Choleski decomposition.

Give a rank-one update algorithm corresponding to Figure 2.1-13 for computing
the LQ decomposition of A based on right-handed Householder transformations
of the form (2.1.29).

Let P =1 —ww”, where w is a real column vector. Show that P is symmetric
and is also orthogonal if and only if w'w = 2.

Show that a plane rotation matrix of the form (2.1.30) is orthogonal.

Extend the Dongarra-Eisenstat algorithm to a block form by replacing (2.1.13)
by

All AlZ Al3 Lll Ull UIZ U13

A21 A22 A23 = L21 LZZ U22 U23

A3l A32 A33 L3l l’J2 L33 U33

where A,,, L,,, and U,, are now matrices, and L,, has 1’s on its main diagonal,
Equate corresponding elements in this block factorization to obtain the formulas,
corresponding to (2.1.14), that determine L,,, Ls,, U,,, and U,; given L,,, L,,,
L3l’ Ulla UlZa Ul3~

References and Extensions 2.1

. Dongarra, Gustavson, and Karp [1984] discuss in some detail how to handle

vectors that are longer than the length of the vector registers, as well as important
issues of chaining and overlapping. This paper also introduces in a systematic
way the ijk forms of LU decomposition. Earlier, Moler [1972] had advocated
the kji form for serial computers with virtual memory and Fong and Jordan
[1977] had observed that the jki form was highly suitable for the CRAY-1. See
also Ortega [1987b] for a more detailed treatment of the ijk forms for LU and
Choleski decomposition and a generalized formulation that includes the border-
ing and Dongarra-Eisenstat algorithms. Appendix 1 is partially based on this

paper.

. The Dongarra-Eisenstat algorithm is given in Dongarra and Eisenstat [1984],

which also discusses bordering algorithms. The inner-product form of the
Dongarra-Eisenstat algorithm is essentially the Doolittle reduction (see for
example, Stewart [1973]). We have preferred to call it the Dongarra-Eisenstat
algorithm to recognize their emphasis on the matrix-vector multiplication aspect
of the algorithm.

. Calahan [1986] has extended the Dongarra-Eisenstat algorithm to a block form

(see Exercise 2.1-13) in which the basic operation is matrix-matrix multiplica-
tion, rather than matrix-vector. Results on a single processor CRAY-2 are given.
Other block algorithms for LU decomposition are discussed, primarily for the
Alliant FX/8, in Gallivan et al. [1987]. Their results are impressive and it is
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becoming clear that the block approach will probably lead to the best algorithms
on machines with hierarchical memories.

4. Dongarra and Hewitt [1986] discuss a combination jki and kji LU decomposition
in which a few (for example, four) columns of L are computed and then used
to update all remaining columns. Excellent results are reported for a four
processor CRAY X-MP. Dave and Duff [1987] give timing results for a similar
algorithm on the CRAY-2. Other papers considering the CRAY X-MP include
Calahan [1985] and Dongarra and Hinds [1985], which reports timing results
for LU and Choleski factorization on the CRAY X-MP and two Japanese
machines.

5. There are a variety of points of view regarding the problem of interchanges in
Gaussian elimination. Lambiotte [1975] recommends doing the interchanges by
scalar operations on CDC machines if A is stored by columns. Also for CDC
machines, Kascic [1979] recommends interchange by gather-scatter operations
if A is stored by columns and recommends finding the maximum element by a
gather followed by a vector maximum operation if A is stored by rows. For
CRAY machines, Dongarra, Gustavson, and Karp [1984] recommend inter-
changing rows. Hay and Gladwell [1985] observe that doing implicit inter-
changes gives rise to indirect addressing, which may be bad for vector machines.

6. A variation of Gaussian elimination is the Gauss-Jordan algorithm, which
reduces A to a diagonal matrix, rather than upper triangular. At the kth stage,
the partially reduced matrix has the form

ay Qe "t Ayp
a
Ay —1,k-1
A A
[T
a a
Qi v 2™

where the carets indicate that the elements have probably been changed from
their original values. Assuming that d,, # 0, a multiple of the kth row is then
subtracted from all other rows so as to eliminate all entries in the kth column,
except the diagonal one. The basic update step is the linked triad a; — a,;m,
where a; is the current column of A and m, is the vector of multipliers a;/ ay,
with the kth component of m, set to zero. The potential advantage of the
Gauss-Jordan algorithm on vector machines is that the vector lengths remain
n throughout the computation, rather than decrease in length as the reduction
proceeds. However, the serial operation count is O(n*) rather than the O(2n*/3)
of Gaussian elimination and the extra operations tend to cancel out the advantage
of the longer vector lengths. Moreover, there are potential problems of numerical
stability. Overall, in spite of the seeming attractiveness of the long vector lengths,
there seems to be little reason to prefer this algorithm over Gaussian elimination.

7. Dongarra, Kaufman, and Hammarling [1986] give times on a CRAY-1 for
solving triangular systems with g right-hand sides by the column sweep
algorithm, the column sweep algorithm with loops unrolled to a depth of two,
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and the “inner product” algorithm (2.1.21). A subset of their results is given
below in units of 1072 seconds.

n q cs ucs 1P
100 25 12.5 8.32 6.92
100 49.9 333 14.4
200 25 38.6 25.5 24.1
200 308 202 93.7
300 25 78.5 51.1 51.8
300 940 613 290

Note that the unrolled column sweep algorithm is always about 50% faster than
the original version.

. An excellent summary of Choleski’s method (for serial computers) is given in

George and Liu [1981], and the data access pattern figures in this section follow
their examples. A review of the implementation of Choleski’s method on the
first generation of vector computers such as the TI-ASC, CRAY-1 and CDC
STAR-100 is given in Voigt [1977].

. The algorithms of this section do not make explicit use of zeros in the coefficient

matrix A; Section 2.3 will address this question. We note here only that zeros
in A may well become nonzeros during the course of LU decomposition or the
other algorithms; this is called fill-in. One of the simplest examples of how
extensive fill-in can occur is given by a matrix of the form

which is zero except for nonzeros in the first row and column and main diagonal.
All of the zero positions in the lower triangle will, in general, become nonzero
during the course of LU decomposition. On the other hand, the matrix

suffers no fill and the L and U factors have the same nonzero structure as the
corresponding parts of the original matrix.

Mattingly, Meyer, and Ortega [1987] have discussed the “ijk forms” of
Householder and Givens reduction, in analogy with LU and Choleski factoriza-
tion. The row-oriented Givens algorithm given in the text corresponds to the
kij form. There are also natural kji, jki, and ikj forms, but the other two forms
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do not lead to viable vector algorithms. For Householder reduction, the rank
one update algorithm of Figure 2.1-13 is the kij form, whereas the inner product
algorithm of Figure 2.1-12 is the kji form. There is also a delayed update jki
form, but the other three ijk forms are not useful.

11. To minimize round-off error, the computation of the sines and cosines in Givens
method as given in (2.1.34) can be replaced by

if |aZIl = |a“|, r=ay;/ay;, sp=01+ "2)_‘/2, Ci2 = Sar
if |021| < lanL r=ay/ay, a2 =(1+ 1?72 Sy2 = Cppf

Similarly, in the Householder reduction, it is possible that overflow or underflow
could occur in the computation of s, in Figure 2.1-12. This problem can be
eliminated by scaling; see, for example, Stewart [1973].

12. Dongarra, Kaufman, and Hammarling [1986] suggest combining two
Householder transformations in a single step to reduce the number of memory
references. This idea has been extended by Bischof and van Loan [1987] to
block Householder methods in which the basic operations are matrix-matrix
multiplication. As with the LU decomposition, such block methods will probably
to the best on machines with hierarchical memories.

2.2. Direct Methods for Parallel Computers

We next consider the implementation of the algorithms of Section 2.1,
as well as others, on parallel computers. As in the previous section, we will
assume that the n X n coefficient matrix A is full.

LU Decomposition

We assume at first that we have a local memory system and that the
number of processors p = n. Then one possible organization of LU
decomposition is the following. Assume that the ith row of A is stored in
processor i. At the first stage, the first row of A is sent to all other processors
and then the computations

Iy = ay/ayn, a; = a; — Iilalj’ j=2,...,n (2.2.1)

can be done in parallel in the processors P,,..., P,. The computation is
continued by sending the new second row of the reduced matrix from
processor P,to processors Ps, . .., P,, then doing the calculations in parallel,
and so on. The first two stages are shown in Figure 2.2-1, in which a; denotes
the current ith row of A. Note that this approach has two major drawbacks:
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a, a, “as a,

P, P, P,

Stage 1: a,»> P,i=2,...,n
In P,i=2,...,n compute [;; and new a;,j=2,...,n

Stage 2: a,~»> P,,i=3,...,n
In P,i=3,...,n compute |, and new a;,j =3,...,n

Figure 2.2-1. LU decomposition in n processors.

there is considerable communication of data between each stage, and the
number of active processors decreases by one at each stage.

An alternative to storing by rows is to store column i of A in processor
i. In this case, at the first stage, the multipliers [;, are all computed in
processor 1 and then sent to all processors. The updates

a'l = au-— Iilalj’ j :2,...,n (2.2.2)

are then computed in parallel in processors 2, ..., n. Processor 1 ceases to
be active aftter computing the multipliers [;;, and, in general, one more
processor becomes idle at each stage, the same load-balancing problem as
in the row-oriented algorithm.

Interleaved Storage

In the more realistic situation that p « n, the above load-balancing
problems are mitigated to some extent. Suppose that n = kp, and, in the
storage by rows strategy, assign the first k rows of A to processor 1, the
second k to processor 2, and so on. This is called block storage. Again,
the first row will be sent from processor 1 to the other processors and then
the computation (2.2.1) will be done but in blocks of k sets of operations
in each processor. As before, processors will become idle as the computation
proceeds, but the overall ratio of computation time to data transmission
and idle time will be an increasing function of k.

A more attractive scheme is to interleave the storage of the rows among
the processors. Assuming still that n = kp, rows 1, p+1, 2p+1,... are
stored in processor 1, rows 2, p +2,2p + 2,... in processor 2, and so on, as
illustrated in Figure 2.2-2. We will call this storage pattern wrapped inter-
leaved storage. Tt greatly alleviates the problem of processors becoming idle
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rows 1,p+1..(k—1)p+1 rows 2, p+2,-.(k=Dp+2 | .. rows p . 2p..kp

processor 1 processor 2 processor p

Figure 2.2-2. Wrapped interleaved row storage.

since, for example, processor 1 will be working almost until the end of the
reduction, in particular, until processing of row (k — 1)p + 1 is complete.
There will, of course, still be some imbalances in the workloads of the
processors. For example, after the first stage, row 1 is no longer needed and
processor 1 will have one less row to process at the next stage than the
other processors. A similar kind of imbalance will result in the likely event
that n is not a multiple of the number of processors.

A similar interleaving may also be done in storage by columns where
now processor 1 would hold columns 1, p+1,...,(k —1)p + 1, processor
2 would hold columns 2, p+2,...,(k—1)p+2, and so on. Again, all
processors would be working, with minor imbalances, almost to the end of
the reduction. Comparisons of the two algorithms are given in Exercises
2.2-1 and 2.2-3.

A variation of row (or column) wrapped storage is reflection interleaved
storage. Here, the rows are distributed as illustrated in Figure 2.2-3 for the
case of four processors and sixteen rows. In general, the first p rows are
distributed to the p processors in order, the next p rows are distributed in
reverse order, and so on. Wrapped and reflection storage have many of the
same properties, but wrapped storage does have some advantages. We will
consider only it in the sequel, and use the terms “wrapped,” “interleaved,”
and “wrapped interleaved” as synonomous.

The notion of interleaved storage is motivated primarily by local
memory systems. It can also be used on global memory systems as a means
of assigning tasks to processors. That is, with row interleaved storage,
processor 1 will do the updates (2.2.2) onrows p+1,2p + 1, ... and so on.
However, on global memory systems, dynamic load balancing can also be
achieved by using the idea of a pool of tasks. Such dynamic load balancing
is less satisfactory for a local memory machine because of the need to
reassign storage from one processor to another.

rows 1.8,9,16 rows 2,7,10,15 rows 3.6,11,14 rows 4,5,12,13

processor 1 processor 2 processor 3 processor 4

Figure 2.2-3. Reflection interleaved row storage.
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Send-ahead and Compute-ahead

We now discuss in more detail the LU decomposition using wrapped
interleaved row storage. We assume first a local memory system. Consider
the first stage, in which zeros are introduced into the first column. If we
proceed in the usual serial fashion, the multipliers I;; are computed, the
corresponding rows updated, and then the second stage is begun. At the
beginning of the second stage, the processor holding the second row must
transmit this row to all other processors. Hence, there is a delay while this
transmission takes place. An obvious solution to this problem is for processor
2 to transmit the updated second row as soon as it is ready. We call this a
send-ahead strategy. If computation and communication can be overlapped,
all of the processors can be carrying out the updating of the first stage while
this transmission takes place. The same will be done at each stage: at the
kth stage, the (k + 1)st row will be transmitted as soon as it is updated.
How well this strategy works on a given machine will depend on the
communication properties of the system.

This.send-ahead strategy also has application on shared-memory sys-
tems. Here, a straightforward implementation would have a synchronization
after each stage so that no processor would begin the next stage until all
processors have finished the current one. During the kth stage, the processor
to which row k + 1 is assigned will have at least as much work as any other
processor since it is assigned at least as many rows. Thus, other processors
may have to wait until this processor is done before they can begin the next
stage. The send-ahead strategy, which is now really a compute-ahead
strategy, modifies this by marking the (k + 1)st row “done” as soon as it
has been updated. Then, as soon as other processors have completed their
work on the kth stage, they may immediately start the (k + 1)st stage if the
(k + 1)st row has been marked ‘“‘done”. This marking serves to carry out
the necessary synchronization without unnecessary delays. We note that
send-ahead and compute-ahead are also called pipelining.

Partial Pivoting

The use of partial pivoting to maintain numerical stability introduces
additional considerations into the storage question. Suppose, first, that A
is stored by column wrapped storage. Then the search for the pivot element
takes place in a single processor. This has the virtue of simplicity but also
the potential for all other processors to be idle while the search is done.
This problem can potentially be mitigated by a compute-and-send-ahead
strategy in which, at the kth stage, the pivot element in the (k + 1)st column
is determined as soon as the column has been updated. In any case, after
the pivot row is determined, this information must be transmitted to all
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other processors. Then an interchange of rows can be done in parallel within
all the processors (or the interchange can be handled implicitly by indexing).

The situation with row-wrapped storage is rather different. Now the
search for the maximum element in the current column (say the kth) must
take place across the processors. This can be done by a fan-in mechanism
as indicated in Section 1.2 (See Exercise 2.2-3). At the end of the fan-in, a
single processor will know the next pivot row and this information must
be sent to all other processors. Again, we must decide whether to physically
interchange rows. If we do interchange, only two processors are involved
and all others may be idle during the interchange. On the other hand, if
we do not interchange, then we deviate from row wrapped storage in the
subsequent calculations. Indeed, the more interchanges that are required
but not done physically, the more the storage pattern will look like a random
scattering of the rows to local memories.

The ijk Forms and Parallel-Vector Computers

The ijk forms of LU decomposition discussed in the previous section,
and in more detail in Appendix 1, provide a number of other possible
organizations of LU decomposition that might be useful on parallel systems.
More importantly, they provide alternative organizations for parallel-vector
systems (the processors are vector computers). A detailed analysis of these
ijk forms for parallel and parallel-vector systems is given in Appendix 1,
and we summarize in Table 2.2-1 the main conclusions of that appendix.

In Table 2.2-1, kij,r denotes the kij form using wrapped interleaved
row storage, whereas kij,c uses wrapped interleaved column storage;
similarly, for the other forms. We have listed the basic problems with each
method as well as comments on the vector lengths. “Full vector lengths”

Table 2.2-1. The ijk Forms of LU Decomposition on Parallel-Vector Systems

kij, r: Minimum delays Full vector lengths

kij, c: Multiplier and transmission delays Partial vector lengths

kji, r: Minimum delays Partial vector lengths

kji, c: Minimum delays Full vector lengths but delays
ikj, r: Very poor load balancing

ikj, ¢ Multiplier and transmission delays Partial vector lengths

Jki, r: High communication costs Partial vector lengths

Jjki, c: Multiplier and transmission delays Full vector lengths but delays
ijk, r: High communication costs

ijk, c: High communication costs

Jik, r: High communication costs

Jjik, c: High communication costs
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means that the maximum vector lengths possible at a given stage of LU
decomposition can be used; for example, at the kth stage, these vector
lengths would be O(n — k). “Partial vector lengths’” means that the corre-
sponding data are distributed across the processors and, consequently, the
vector lengths are divided by the number of processors. As indicated in the
table, in the case of kji,c and jki,c we can achieve full vector lengths but
only at the expense of delays in acquring the elements of the vector. The
ijk and jik forms have very poor data distribution and seem unsuitable for
all parallel systems. The kijr kji,r and kji,c forms seem most promising.
In particular, the kij,r form is the algorithm described above under *‘send-
ahead and compute-ahead.”

Fine Grain Algorithms and Data Flow Organization

The parallel organizations of LU decomposition discussed so far have
used rows (or columns) as the basic entity, and are called medium grain
algorithms. They essentially mirror the vector algorithms of the previous
section. However, there is inherently more parallelism in the decomposition
and this can be utilized if sufficiently many processors are available. We
next discuss some of these algorithms, which are called small or fine grain.

We first note that LU decomposition may, in principle, be carried out
as in Figure 2.2-4, where each step performs in parallel the computations
that are indicated. Since each element update requires two operations (a
multiply and an add), the process is completed in 3(n — 1) time steps. (We
have made the usually unrealistic assumption that a divide can be performed
in the same time as a multiply or add.)

The above scheme assumes that there are at least (n — 1)* processors
available so that all of the computations of step 2 proceed in parallel.
However, the important question of communication is not addressed. It is
assumed at each step that the necessary data (multipliers and/or updated
matrix elements) are available in the proper processors. For this to be true

Step 1. Compute first column of multipliers [;;, i=2,...,n

Step 2. Compute updated elements a}; = a; — lyay, i=2,...,mj=2,...,n
Step 3. Compute second column of multipliers ,,i=3,...,n

Step 4. Compute updated elements a%; = aj; — [pay, i=3,...,n,j=3,...,n

Stép 2n —3. Compute last multiplier I, ,_,
Step 2n — 2. Update (n, n) element

Figure 2.2-4. LU decomposition with maximum parallelism.
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on a local memory system these data will need to be transmitted from the
processors where they are computed to those that will use them at the next
step. We next discuss one way to do this.

Assume that there are (n — 1) processors, which are numbered accord-
ing to the matrix element they will update; that is, processor P; will update
a;;. Then the following transmissions need to be added to the scheme of
Figure 2.2-4:

Step 1. Compute [;; in processor P;,i=2,...,n
Step 1a. Transmit [, to processors P, i=2,...,n,j=2,...,n
Step 2. Compute aj; in processor Py, i =2,...,n,j=2,...,n

Step 2a. Transmit aj;to Py, i=3,...,n,j=2,...,n

If we assume that the necessary transmissions at each step can be done in
one time step, the total number of time steps increases to O(5n). However,
it is quite unrealistic that the transmission could be done this rapidly.

We next examine another approach, which is a data flow algorithm.
We again assume that there are n® processors that are arranged in a square
lattice with a four-nearest-neighbor connection (see Figure 1.1-14). We
assume that each processor can transmit one word of data in the same time
as a floating point operation and that transmission and computation can
take place concurrently. (Both of these assumptions are highly optimistic.)
The initial steps of the algorithm we wish to discuss are given in Figure 2.2-5.

We now consider the above computation in more detail. Figure 2.2-6
shows the situation at the end of step 4. At the end of this step, I,,a,, has
been computed in processor P,,. The multipliers have been sent to pro-
cessors P,; and P;, but the computations using these multipliers have not

Step 1. Send ay; from Pj;to Py, j=1,...,n
Step 2. Send q,; from Py;to Py, j=1,..., n Compute k.
Step 3. Send a,; from Py; to Py;,i=1,...,n Send L, to P,;. Compute I;,.
Step 4. Send a,; from Py; to Ps;,j =1,..., n. Send L, to P,;. Send ks, to P;,.
Compute l;,. Compute 1,,a,, in P,,.
Step 5. Send a,; from Ps; to P;,j = 1,...,n. Send L, to P;,. Send ;, to Py;.
Send I, to P,;.
Compute I5,. Compute a’, = a,; — L a,; in Py,.
Compute l,,a,; in P,;. Compute I;,a,, in P;,.

Figure 2.2-5. A data flow organization of LU decomposition.
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Figure 2.2-6. End of step 4 of data flow.

yet been done. The multiplier /,; has just been computed in processor Py,
and the first row has been transmitted to all processors in the fifth row. To
continue the process, Figure 2.2-7 shows the computation and transmission
occuring during step 5.

The pattern should now be clear. At each step, one more multiplier is
computed, while the previous multipliers are all transmitted to the next
processor to the right. Simultaneously, matrix elements are updated by those
processors that have the necessary data. The computation thus moves
through the matrix (equivalently, the array of processors) in a diagonal
wavefront manner. Hence, this is sometimes called a wavefront organization
of LU decomposition. Note that as soon as the updated (2, 2) element is
computed, it can be transmitted to processor P;,, and when the updated
(3, 2) element is ready, the multiplier l;, can be computed. This starts a
new wavefront, which computes the updates of the second stage of LU
decomposition. After a while, several wavefronts will be moving through
the matrix simultaneously.

{
Py l N ] |821—'lzlﬂ|2| I 1823 I-—zl-l ax.a14 I, azn. a3n |
l
Py, [ 3y I l ina;2 H" a33. 213 I
l
Py I 1414'—‘-1-" ag. 812 | I 233,813 |

Ps; I lsy | as2.212 I I as3.413 J 85n. 315

il

an a2 an an

Pg; I J [ 62 I [ g3 | 8gn

Figure 2.2-7. Step 5 of data flow.
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We next examine the number of time steps needed to complete the
factorization. Consider the second row. At the end of the fifth time step,
the updated element aj, has been computed, I, is in P,,, and l,,a,; has
been computed in Po;. At each subsequent time step, one additional updating
is completed so the second row is finished after 5 + n — 2 = n + 3 time steps.
The updating of the third row during the first stage is one time step behind
the second row and the second stage is four time steps behind the first stage.
To see this, consider the (3, 3) element. At the time the (2,3) element is
complete the (3,2) element has just completed and the (2,2) element
received in processor P;,. Then the following steps are needed to complete
the (3,3) element: compute k,; send I;,; compute l;;a3;; compute ai; =
as3 — l,a3;. Therefore, the third row is complete at time n + 7. Continuing
in this fashion, we see that the overall factorization is complete at the end
of n+3+4(n—2)=>5n-35 time steps.

On the basis on this number of time steps, the speed-up of the data
flow LU decomposition algorithm is

0@3n%) 2
»=oesm - )
Hence, for large n this algorithm gives very high speed-up, under the
assumption of a very large number of processors. For the linear systems
for which we would wish to use parallel computers we might expect n to
be in the range 10° < n < 10° Even for n = 10, the above algorithm requires
10° processors. Therefore, the algorithm as described is mainly of theoretical
interest, although combinations of the data flow approach with the medium
grained algorithms discussed previously could be potentially useful. For
example, several matrix elements, rather than just one, could be assigned
to each processor. Then the algorithm could be potentially useful on systems
such as the Connection Machine (Section 1.1), which currently has 65,000
processors.

Choleski Decomposition

If A is symmetric positive definite, we can consider the Choleski
decomposition A = LL", where now we assume that only the lower
triangular part of A will be stored. As with LU decomposition, we use
interleaved wrapped storage, either by rows or by columns. The ijk forms
of Choleski decomposition provide a guide to several possible organizations,
and these are discussed in some detail in Appendix 1 for both parallel and
parallel-vector computers. We summarize in Table 2.2-2 the main con-
clusions of that appendix. As before, kij,r and kij,c denote the kij form
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Table 2.2-2. The ijk Forms of Choleski on Parallel-Vector Systems

kij, r: High communication costs Full vector lengths but delays
kij, c: Not competitive

kji, r: High communication costs Partial vector lengths

kji, c: Minimum delays Full vector lengths but delays
ikj, r: Not competitive

ikj, c: Not competitive

Jki, t: Fairly high communication costs Partial vector lengths

Jjki, c: Not competitive

ijk, r: Poor load balancing

ijk, c: High communication cost

Jjik, Delays for transmits Full vector lengths

Jik, c: Not competitive

with row and column interleaved wrapped storage, respectively, and
similarly for the other algorithms.

The most promising of these forms on parallel systems would seem to
be kji,c and jki,r. Of these; only kji,c permits long vector lengths on parallel-
vector systems but at the expense of delays to accumulate the data for the
vectors.

Solution of Triangular Systems

After the LU or Choleski decompositions, we need to solve triangular
systems of equations, as discussed in the previous section. We will consider
only upper triangular systems Ux = c; the treatment of lower triangular
systems is similar (Exercise 2.2-8). The basic methods will again be the
column sweep and inner product algorithms, discussed in Section 2.1, and
given in Figure 2.2-8.

We consider first local memory systems. Assuming that the triangular
system has resulted from a prior LU or Choleski decomposition, the storage
of U is already determined by the storage for the decomposition. For
example, if we have used the row wrapped interleaved storage of Figure
2.2-2, then the storage of U will have the same row interleaved pattern. We

For j = n down to 1 Fori=n downto 1
Fori=1toj—1 € = ¢ — UyX;
€ = € — XUy x; = ¢f uy

Figure 2.2-8. Algorithms for Ux = ¢. (a) Column sweep; (b) inner product.
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Figure 2.2-9. Wrapped interleaved row storage for Ux = ¢.

will assume that the right-hand side ¢ also is stored by interleaved rows so
that the storage of the system is as shown in Figure 2.2-9, where u; denotes
the ith row of U. The column sweep algorithm can then be implemented
as in Figure 2.2-10. At the first step, ¢, and u,,, are in the same processor.
After x, is transmitted to all processors, each processor updates the right-
hand side components that it holds and then x,_, is computed in the
processor holding the (n — 1)st row. The process is now repeated to obtain
Xn-2, then x,_;, and so on. The work of updating the ¢; will be fairly well
balanced until the current triangular system becomes small; indeed, in the
final stages, an increasing number of processors will become idle.

One bad aspect of the column sweep algorithm as shown in Figure
2.2-10 is that the computation of x; takes place in a single processor while
all other processors are idle. Thus, it may be beneficial to try to overlap the
computation of the subsequent x; by the following compute-ahead strategy.
The processor that holds the (n — 1)st row will update c,_, and then compute
and transmit x,,_, before updating the other ¢;. Hence, x,_, will be available
to all processors at the time they are ready to begin the next update. This
will cause the processor that computed x,,_, to finish its first updates behind
the other processors, but this imbalance should average out since each
processor in turn will be subject to this delay as the subsequent x; are
computed.

If U is stored by column wrapped interleaved storage, a straightforward
implementation of the column sweep algorithm results in essentially a serial
code. Assume that P(n), the processor holding the last column of U, also
holds ¢. Then P(n) computes x,, updates ¢, and transmits the new ¢ to
P(n —1). P(n - 1) then computes x,_,, updates c, transmits to P(n — 2),

Compute x, = ¢,/ u,, in P(n)

Send x, to all processors

Compute ¢; = ¢; — X, i=1,...,n—1,
Compute X, = €,_/Uy_y,—y in P(n —1)
Send x,_, to all processors

Compute ¢; = ¢ T Ui X i =100, =2

Figure 2.2-10. Parallel column sweep algorithm for U stored by rows.
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and so on. Thus, at any given time, only one processor is doing computation.
There are ways to alleviate this problem by various compute-ahead and
send-ahead strategies (see the References and Extensions). We will instead
next consider the inner product algorithm since it is potentially attractive
when U is stored by columns.

In the inner product algorithm of Figure 2.2-8b, the computation of x;
requires the inner product of the ith row of U, excluding the main diagonal,
and the vector with components x;.,,..., X,. We assume that these com-
ponents have been computed so that x; € P(j). Thus, processor P(j) can
compute 3, u;x; for all the x; that it holds since the corresponding u; are
also in P(j). After these partial inner products have been computed in
parallel in all processors, they can be summed by a fan-in so that the inner
product is in P(i). We assume that the right-hand side has been stored so
that ¢; € P(i), and then P(i) computes x;. We summarize this inner product
algorithm in Figure 2.2-11.

For large n and i, there is almost perfect parallelism in the computation
of the partial inner products. The fan-in is less satisfactory. It will involve
communication and an increasing number of processors will become idle.
Moreover, in the initial stages, when i is close to n, there is very little
parallelism even in the computation of the partial inner products. Some of
these problems can potentially be alleviated by compute-ahead strategies.
For example, during the ith stage, as soon as processor P; has finished its
computations required in this stage, it could begin its partial inner product
for the next stage.

We note that an intrinsic difficulty in solving triangular systems on
local memory systems is that there are only O(n?) arithmetic operations
over which to amortize the communication costs. This is in contrast to the
factorization, in which there are O(n?) operations.

After the Choleski decomposition, we must solve the triangular systems
LTy =b and Lx =y. If the storage of A has been by rows, then the storage
of L will be the same and a column sweep algorithm analogous to Figure
2.2-10 can be done for Lx =y, the only difference being that we now solve
for the unknowns in the order x,,..., x, (see Exercise 2.2-8). For the
solution of LTy = b, storage of L by rows corresponds to storage of L™ by
columns. If A has been stored by columns, then L will be stored by columns
and LT by rows. Thus, in either case, solutions of triangular systems with
both row and column storage will be required.

For i=n downto 1
All processors compute their portion of ith inner product
Fan-in partial inner products to P(i)
P(i) computes X;

Figure 2.2-11. Parallel inner product algorithm.
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If (row n assigned to this processor)
Xn = cn/“ml
mark x, as done
Forj=n-—1downto 1
wait for x;,, to be marked done
If (row j assigned to this processor)
G =G WirXin
x; = ¢/ uy
mark x; as done
Fori=1toj—1
If (row i assigned to this processor)
Ci = € — Uy Xj

Figure 2.2-12. Shared-memory column sweep for Ux = ¢.

For Gaussian elimination, it is usual to perform the forward substitution
(the solution of Ly = b) as part of the factorization. The elements of b can
be appended to the rows of A if row storage is being used, or considered
as another column of A if column storage is used.

The solution of triangular systems on shared memory machines can be
carried out by either dynamic allocation of tasks or a static allocation. For
example, we can use a row or column wrapped interleaved assignment
scheme in which processor i is assigned the work associated with columns
(or rows) i, i +p, i +2p,.... Assuming assignment by rows, a pseudocode
for each processor is given in Figure 2.2-12.

In Figure 2.2-12, the necessary synchronization is achieved by marking
the unknowns x; “done’ as they are computed. Processors wait until the x;
needed for the next computations are done and thus available. The marking
and waiting can be implemented in different ways, depending on the system.
In order to be available to other processors as soon as possible, the x; are
computed before completing the current update of the right-hand side.

Householder Reduction

In the previous section, we discussed the Givens and Householder
orthogonal reductions for vector computers and we now wish to consider
their implementation on parallel systems. We treat the Householder reduc-
tion first and assume that A is stored by wrapped interleaved column storage.
We start from the vector code of Figure 2.1-12, which we reproduce in
Figure 2.2-13 for convenience (recall that a, is the ith column of the current
A).

The first stage of a parallel code on a local memory system might be
implemented as shown in Figure 2.2-14. The steps in Figure 2.2-14 have
been organized to achieve good load balancing. For example, while s, is
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Figure 2.2-13. Inner product form of Householder reduction.

1. Send first column of A to all processors.
Compute s, in processor 1. Start computation of the u a ; in other processors.
Send s, to all processors. .

3. Compute v, and a,, — s, in all processors. Continue computation of the
u,Ta,. Replace a,, by s, in processor 1.

4. Compute a; = y,u; a, in all processors.

5. Compute a; — ayu, in all processors.

Figure 2.2-14. First stage of parallel inner product form of Householder.

being computed in processor 1, the other processors can begin the computa-
tion of the inner products u/a,, although they cannot be completed, of
course, until s, is available in all processors. We also elect to compute ¥y,
and a,; — s, in all processors rather than computing them in processor 1
and then sending them. Thus, the only communication in this stage is the
broadcast of the first column and s, to all processors. This is a major delay
in the first stage, and for the second stage it may be advantageous to do
the transmission of the second column as soon as it is complete. The bulk
of the work in each Householder stage is the updating of the columns, and
we see that this has excellent load-balancing properties until the final stages.

We next consider the rank one update form of Householder reduction
as given in Figure 2.1-13. We reproduce the code in Figure 2.2-15 without
explicit statements for s;, u; and u;, which are the same as in the inner
product code. The first stage of the corresponding parallel code is shown
in Figure 2.2-16,

In Figure 2.2-15, the a; denote the rows of A. But since we are assuming
that A is stored by columns, the computation in step 4 of Figure 2.2-16 is
the same as in step 4 of Figure 2.2-14. That is, the computation of ¥” is just
v, times the inner products of u, and the columns of A held by each
processor. Similarly, the computations in step 5 of both figures are the same.
Thus, the parallel forms given in Figures 2.2-14 and 2.2-16 are identical.



Direct Methods for Linear Equations 99

Fork=1ton-1
Sks Vis Ui
T n
Vi = z Ujr8;
j=k

AT __ T
Vi = YiVk
Forj=k+1ton
- aT
ﬂj = a,- et ujkvk

Figure 2.2-15. Rank one update form of Householder reduction.

1. Send first column of A to all processors.
Compute s, in procesor 1. Start computation of v, in other processors. Send
s, to all processors.

3. Compute vy, and a,, — s, in all processors. Continue computation of v; in
all processors. Replace a;, by s, in processor 1.

4. Compute ¥, in all processors.

5. Compute a; — u,-,i?,T in all processors.

Figure 2.2-16. First stage of parallel rank one form of Householder.

If A is stored -by interleaved wrapped row storage, the parallel
algorithms are not nearly as satisfactory as with column storage. Consider
first the inner product form. Here, we need the inner products u/a,. The
partial inner products obtained from the elements already in each processor
are first computed, but a fan-in across the processors is needed to complete
the inner product. Then each of these inner products must be sent to all
processors. The rank one form suffers from the same problem. Here, we
must compute the vector va, which is a linear combination of rows of A,
and in order to complete this we again need to fan-in across the processors
and then transmit the result to all processors. We conclude that column
storage is better than row storage for the Householder reduction.

Givens Reduction

Recall from the previous section that in the first step of the Givens
reduction the first two rows of A are modified by

i = €128 t+ §128,, A, = —sppa + cppa, (2.2.3)

where s,, and ¢,, are the sine and cosine defined by (2.1.34). This step
produces a zero in the (2,1) position of A. Subsequent steps zero the
remaining elements of the first column, then the subdiagonal elements of
the second column, and so on.
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Compute ¢,; and s,, in processor 1. Send to all processors.
Begin update of rows 1 and 2 in all processors.

Compute c,; and 5,3 in processor 1. Send to all processors.
Complete update of rows 1 and 2 in all processors.

Begin update of rows 1 and 3 in all processors.

R

Figure 2.2-17. Column form of parallel Givens.

Assume that A is stored by column wrapped interleaved storage. Then
the initial steps of a parallel algorithm are shown in Figure 2.2-17. Note
that there is a delay at the outset in computing the first sine-cosine pair
and transmitting them to all processors. In subsequent stages, we compute
and transmit the next sine-cosine pair as soon as the data are ready; for
example, as soon as processor 1 has updatedits (1,1) element in step 2 it can
perform step 3 while the other processors continue their updates of rows 1
and 3. During the first stage, processor 2 has the additional work of
computing all the sine-cosine pairs so that it will complete the first stage
after the other processors. However, column 1 is now complete and processor
1 has one less column so it will begin to catch up while processor 2 falls
behind on the next stage, and so on. All in all, this form of the Givens
reduction has good parallel properties.

The same is not true if we use row wrapped interleaved storage in a
straightforward way. At the first step only processors 1 and 2 will be active
in processing rows 1 and 2; at the second step only processors 2 and 3 will
be active, and so on. This problem is alleviated by another type of parallelism
that is inherent in the Givens method, and which we now discuss.

The above discussion has been predicated on the ysual order of zeroing
the elements in the lower triangular part of A. This ordering has the
important property that once a zero is produced, it remains zero in sub-
sequent steps. However, other orderings, which we will call annihilation
patterns, also have this property and we wish to consider annihilation
patterns that allow the simultaneous zeroing of more than one element.
One such ordering is illustrated in Figure 2.2-18. In the first stage, rows 1
and 2 are combined to produce a zero in the first position of row 2.
Simultaneously, rows 3 and 4 are combined, rows 5 and 6, and so on. At
the second stage, rows 1 and 3 are combined, rows 5 and 7, and so on.
Hence, each stage zeros half of the remaining nonzero elements in the first
column. Although highly parallel in the first stages, in the latter stages
successively fewer processors will be used. However, at the point that
processors would begin to be not utilized, we can begin zeroing elements
in column 2, using rows that have already been zeroed in the first position.
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Figure 2.2-18. Simultaneous zeroing in Givens method.

One difficulty with the above arrangement is that a good deal of data
must be transmitted. For example, if processor 1 is to perform the combina-
tion of rows 1 and 2, then row 2 must be sent from processor 2 to processor
1 and then the modified second row sent back to processor 2. This problem
can be alleviated to some extent if we begin by combining rows that a
processor already holds. For example, processor 1 will hold rows 1 and
p + 1 and these can be combined with no interchange of data. Then at the
next stage, rows 1 and 2p + 1 can be combined and so on, with analogous
combinations in the other processors. However, at some point, rows in
different processors will have to be combined. But even with the above
modifications, row storage does not seem to be competitive with column
storage.

We next consider a quite different annihilation pattern for Givens
reduction. It is illustrated in Figure 2.2-19 for an 8 x 8 matrix. The numbers

row

O NNV b W
N WA VO
W A O 0

9 11 13

Figure 2.2-19. Sameh-Kuck annihilation pattern.
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Figure 2.2-20. Sameh-Kuck Annihilation Pattern for even n.

indicate the stage that the corresponding element in the strictly lower
triangular part of A can be annihilated by a Givens transformation while
retaining all zeros previously produced. At stage 1, rows 7 and 8 are
combined to yield a zero in position (8, 1). Then, rows 6 and 7 are combined
to produce a zero in position (7, 1). At the third stage, rows 5 and 6 can
be combined to produce a zero in position (6, 1) and simultaneously rows
7 and 8 can produce a zero in position (8, 2), and so on. The maximum
degree of parallelism occurs at the seventh stage when four zeros can be
produced in parallel. For general (even) n, the maximum degree of parallel-
ism is n/2 at stage n — 1 as shown in Figure 2.2-20, in which there are
2n — 3 stages. This will be true for either even or odd n. However, for odd
n, both stages n — 1 and n exhibit a maximum degree of parallelism of
(n—1)/2.

The Sameh-Kuck annihilation pattern provides the possibility of large
speed-up if sufficiently many processors are available. For example, we can
envision an array of processors holding the matrix A as indicated below
for p = n*/2 processors:

P, - P, rows 1,2,3

P, - P, rows 3,4,5

Pypir— Py rowsn—1,n

That is, P; holds the elements in the ith column of rows 1, 2, and 3. P,,;
holds the elements in the ith column of rows 3, 4, and 5, and so on. The
Sameh-Kuck annihilation pattern is used, but now the updating of the rows
at each stage can be done in parallel. Hence, ignoring the computation of
the sines and cosines and the communication, the average degree of parallel-
ism will be O(n?/4).
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Multiple Right-Hand Sides

We end this section with a few comments on the system AX = B, where
X and B are n X g. Suppose that any of the methods of this section has
produced a decomposition A = SU, where U is upper triangular and S will
depend on the decomposition used. Then we need to solve the systems

SY=B, UX=Y (2.2.4)

Consider first the system UX = Y. Assume that there are q processors, that
U is stored in each processor, and that the ith column of Y is stored in
processor i. Then the g systems Ux; = y; can be solved in parallel, and the
analogous computations can be done for SY = B. Thus, these computations
can be done with a perfect degree of parallelism, and we next discuss the
practicality of this approach.

As mentioned previously, there are two main cases in which multiple
right sides arise. The first is when B = I, ¢ = n, and X = A™". The second
is where there may be different loads to be analyzed in a structures problem
or analogous situations for other problems. In this case, ¢ may vary from
small to very large. Clearly, the above approach is not viable if g « p, where
p is the number of processors, since p — q processors are left idle. In this
case, we would solve the systems with, for example, the column sweep
algorithm. For example, if ¢ =5 and p = 20 we might allocate four pro-
cessors to each system.

On the other hand, if p < g, then the solution of gq/p systems in each
processor is potentially attractive. The main difficulty is that if the reduction
has been carried out by, for example, LU decomposition with interleaved
row storage, then U will be distributed across the processors with the same
interleaved row storage and it will be necessary to collect all of U in each
processor before doing the computations. Only a more detailed analysis for
a particular parallel system can ascertain if this is more efficient than solving
each system Ux; =y; across the processors.

Exercises 2.2

1. Assume that a parallel system requires ¢ time units to do arithmetic operations
and af time units to send one word of data from one to arbitrarily many processors.
Assume that the number of processors p = n, the size of the system. Without
pivoting, compute the total time for the LU decomposition using storage by rows
and storage by columns as discussed in the text. Conclude which is best as a
function of a.

2. Discuss in detail a fan-in procedure for determining the maximum of m numbers
distributed across p processors.
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3. Assume that a parallel system has the characteristics of Exercise 1 and that the
comparison of the magnitude of two numbers also requires ¢ time units. Compare
the two algorithms with partial pivoting added.

4. Assume that a parallel system has the characteristics of Exercise 1, and assume
that n = kp. Compare the number of time steps for LU decomposition, without
pivoting, if (a) the first k rows of A are stored in processor 1, the second k in
processor 2, and so on, and (b), if the storage of the rows is interleaved as shown
in Figure 2.2-2. Repeat the analysis if partial pivoting is added.

5. Repeat Exercise 4 if A is stored by columns.
6. Carry out in detail the data flow algorithm of Figure 2.2-5 for the matrix

4111

1 411
A=

i1 41

1114

7. Write out a code for the kji form of Choleski decomposition without consulting
Appendix 1. Then compare your code with the one given in Appendix 1.

8. Discuss the column sweep and inner product algorithms of Figure 2.2-8 for a
lower triangular system.

9. Show that a straightforward implementation of the column sweep algorithm on
a shared memory machine with assignment of tasks by interleaved columns has
very poor load balancing. Discuss ways to improve the implementation.

References and Extensions

1. The idea of interleaved storage was considered independently by O’Leary and
Stewart [1985], who call it torus assignment, Ipsen et al. [1986], who call it
scattering, and Geist and Heath [1986], who call it a wrapped mapping. O’Leary
and Stewart [1985] also consider reflection storage.

2. There have been a number of LU or Choleski factorization implementations
reported for various real or assumed parallel systems. Saad [1986b] considers
two implementations of Gaussian elimination on hypercubes. The first broad-
casts the pivot row to all processors that need it. The second pipelines the send
of the pivot row in the following way. As each processor receives the pivot row,
it first passes it to another processor and then proceeds computing. It is concluded
that pipelining can be more efficient even if broadcasting takes advantage of
the hypercube topology. LeBlanc [1986] reports on experiments on Gaussian
elimination on a 128 processor BBN Butterfly. (The processors did not have
floating point hardware so that arithmetic time was simulated by integer arith-
metic.) The goal of this study was to compare message passing versus shared
memory, both of which can be implemented on the Butterfly. Davis [1986] gives
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an implementation, which includes pivoting and a compute-and-send-ahead
strategy, of LU decomposition using wrapped column storage for the Intel iPSC
hypercube. George, Heath, and Liu [1986], motivated by the Denelcor HEP,
have given implementations of Choleski factorization particularly suitable for
shared memory machines. They consider implementations based on several of
the ijk forms of Choleski; see also Heath [1985]. Geist and Heath [1986] have
given a detailed study of the kji,c form of Choleski factorization on an Intel
iPSC hypercube. (They call their form jki, but in the final algorithm do immediate
updates.) They consider different storage assignments of columns including
block wrapping and random scattering and conclude experimentally that wrap-
ped column storage is the best of those tried. In particular, for a system of 512
equations on 32 processors, they give the following execution times: column
wrapped: 79.4 s, wrapped blocks (4 columns per block): 92.1 s; wrapped blocks
(16 columns per block): 174.7 s; random: 94.1s. They also consider various
communication strategies, for example, a broadcast implemented by a send to
each receiving processor, and a broadcast implemented by embedding a minimal
spanning tree in the hypercube. The latter has the advantage that only O(log p)
steps are required while the others take O(p) steps. (However, the other
implementations have advantages in certain circumstances.)

3. There have been a number of analyses of LU decomposition that attempt to
understand its basic properties on parallel systems. Saad [1986a] considers the
communication complexity of Gaussian elimination for several possible architec-
tures. One of the main results is that for bus and ring local memory systems,
the LU decomposition requires a communication time of at least O(n?) for an
n X n matrix, regardless of the number of processors. See also Ipsen et al. [1986]
for related results. Romine [1986] gives a detailed analysis of the ijk forms of
LU decomposition. He concludes that under certain assumptions on the parallel
system, the kij form is optimal among all medium-grained algorithms that use
row wrapped storage. He also gives a similar, less complete analysis of Choleski
factorization. See also Ortega and Romine [1987], on which the parallel portion
of Appendix 1 is based.

4. Geist and Romine [1987] do an extensive study of pivoting strategies on a
hypercube. They consider four basic approaches: row storage with row pivoting,
column storage with row pivoting, row storage with column pivoting, and column
storage with column pivoting. For each basic approach, they also consider
various possible enhancements (for example, compute-ahead, loop unrolling to
minimize index computations, and so on). As mentioned in the text, if rows are
not actually interchanged the row wrapped storage pattern is lost. At the extreme,
there is essentially a random distribution of rows, and Geist and Heath [1986]
have given some experimental results on an Intel iPSC hypercube showing that
such a distribution causes a 5%-15% degradation in speed compared with
wrapped storage (see Note 2). On the other hand, Chu and George [1987] have
considered explicitly interchanging rows. They mitigate the problem of idle
processors by broadcasting the pivot row before doing the interchange; thus,
other processors will have the information to begin updating their rows. They
also use a dynamic load balancing scheme. See also Chamberlain [1987], who
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uses column pivoting rather than row pivoting, and Sorensen [1985], who
considers pairwise pivoting in which only two rows are considered for inter-
changing at each step.

. The data flow approach to LU decomposition discussed in the text is based on

a similar organization of the Choleski factorization given by O’Leary and Stewart
[1985]. See also Funderlic and Geist [1986]. It exemplifies the general question
of how much speed-up can be achieved in an algorithm if an arbitrary or
unlimited number of processors are available. Much of the early research in
parallel algorithms was along this line and typically ignored communication
time. For a good summary of this early work for linear algebra algorithms see
Heller [1978]. More recent papers that have considered LU decomposition for
a large number of processors [usually O(n) or O(n?) for an n x n system]
include Bojanczyk, Brent, and Kung [1984], Kumar and Kowalik [1984], and
Neta and Tai [1985].

. The data flow approach in the text also exemplifies wavefront-type algorithms,

which have been used on systolic arrays and other parallel systems that are
feasible to implement in VLSL For a review of such algorithms on systolic
arrays, see H. Kung [1984], and for wavefront algorithms, in particular, see S.
Kung [1984]. More recent papers dealing with this approach include Onaga
and Takechi [1986].

. A method closely related to LU decomposition, which was introducd for parallel

computation, is the Quadrant Interlocking Factorization (QIF) method analyzed
in Shanehchi and Evans [1982). The basic idea of the method is to eliminate
from both the top and bottom of the matrix. This leads to a decomposition of
the form

* (0] ol] * *
* %
A= (0] (0]
* *
*
) O * * *

. When the coefficient matrix A has a special structure, the system Ax = b can

sometimes be solved much faster by special algorithms. For example, a Toeplitz
matrix has constant diagonals and the system can be solved in O(n?) operations
rather than O(n®). For a review of parallel methods for Toeplitz systems (with
emphasis on systolic arrays), see Delosme and Ipsen [1987]. See, also, Gohberg
et al. [1987] for other Toeplitz-like matrices, and Grear and Sameh [1981].

. It was thought that the solution of triangular systems on local memory systems

using column storage was an intrinsically difficult problem. Romine and Ortega
[1988] then pointed out that the inner product algorithm was potentially very
good, and Li and Coleman [1987a] gave an efficient implementation of the
column sweep algorithm. Heath and Romine {1987] analyzed these as well as
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10.

11.

12.

“wavefront” implementations of the column sweep algorithm with column
storage and the inner product algorithm with row storage. These wavefront
algorithms are based on overlapping work as much as possible, and are imple-
mented by sending “segments” of partially computed results from one processor
to the next in a ring arrangement. *“Cyclic” algorithms also use a segment but
of fixed size p — 1; the Li-Coleman algorithm is a cyclic implementation of the
column sweep algorithm with column storage, and a similar approach by
Chamberlain [1987] is an implementation of the inner product algorithm with
row storage. Heath and Romine performed extensive experiments on hypercube
systems. Their conclusions were as follows:

a. For row or column wrapped interleaved storage the cyclic approach was
best for a small number (16) of processors.

b. For row or column wrapped interleaved storage the wavefront approach
was best for a large number of processors.

c. For random column interleaved storage, the inner product algorithm
with fan-in done by the minimal spanning tree of the cube was best.

A more recent modification of the cyclic algorithm by Li and Coleman [1987b]
has shown much better performance for a large number of processors (see also
Eisenstat et al. [1987]). In any case, good algorithms now exist for either row
or column storage.

A version of Householder reduction has been described by Sameh [1985] for a
ring of processors. The matrix begins in processor 1 (or the columns of A are
loaded one by one from a central memory into processor 1). The first Househol-
der transformation and the updating of the second column are done in processor
1. The new second column (from the main diagonal down) is then sent to
processor 2, which computes the second Householder transformation. Simul-
taneously, processor 1 continues updating the columns of A and sending them
to processor 2 (from the second position down). Processor 2 updates these
columns and sends them to processor 3, and so on. At the end of the reduction,
processor i will hold rows i, i + p, ... of the upper triangular matrix U so that
U is stored by interleaved rows.

Another approach to a parallel Givens algorithm, called “pipelined Givens,”
has been given by Dongarra, Sameh, and Sorensen [1986] for shared memory
systems with relatively small synchronization overhead time. The idea is to
overlap the processing of rows in such a way that several rows are being processed
simultaneously, each slightly behind the previous one so that the proper sequenc-
ing of operations is maintained. See also Heath and Sorensen [1986] for a
pipelined Givens method for sparse matrices.

It was observed by Gentleman [1975] that the Givens reduction has a natural
parallelism in that several elements can be zeroed at once. The particular
annihilation pattern of Figure 2.1-19 was given by Sameh and Kuck [1978], but
a number of others have been proposed. For example, Lord et al. [1980] gave
a ‘“‘zig-zag” pattern predicated on using O(n/2) processors, one for each two
subdiagonals of the matrix, and a *“‘column sweep™ pattern when the number
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of processors is small. See also Modi and Clarke [1984], and Cosnard and
Robert [1986] for other annihilation patterns and some results on optimality.

13. Other recent papers on parallel Givens or Householder methods include Bowgen
and Modi [1985], who compare implementations of both methods on the ICL
DAP and conclude that Householder is 1.5-2.3 times faster than Givens; Barlow
and Ipsen [1984], and Ispen [1984], who consider a “scaled” Givens method
and a “fast” Givens method, respectively; Pothen et al. [1987], who compare
several different versions of Givens method; Golub et al. [1986], who consider
block orthogonal factorization methods for least squares problems; and Luk
[1986].

2.3. Banded Systems

In the previous two sections we assumed that the matrix A was full;
now we treat banded systems. For simplicity, as in Section 1.3, we shall
consider explicitly only symmetrically banded systems with semibandwidth
B but most of the discussion extends in a natural way to general banded

systems.

LU Decomposition

We begin with LU decomposition. The pseudocodes of Figures 2.1-1
and 2.1-2 adapted to a system with bandwidth B are given in Figure 2.3-1.
Adaptations of the other ijk forms of LU decomposition in Section 2.1 are
easily given (Exercise 2.3-1).

In Figure 2.3-2, we have indicated schematically the first few steps of
the kij algorithm for a matrix with B8 = 3. For k = 1, multiples of the first
row are subtracted from rows 2 through B + 1. Since the first row and
column have B + 1 elements, only the first 8 + 1 rows and columns of A
participate in this first stage, as indicated in Figure 2.3-2 by the submatrix
marked 1. Similarly, for k = 2, only elements 2 through B + 2 of rows 2
through B + 2 participate, and so on. As the decomposition proceeds, we

Fork=1ton—1 Fork=1ton—1
For i = k+ 1 to min(k + B, n) For s = k+ 1 to min(k + 8, n)
by = au/ an Ly = aq/ an
For j = k + 1 to min(k + B, n) For j = k+ 1 to min(k + B, n)
a; = a; — lpay For i = k + 1 to min(k + B, n)
ay = ay ~ lxay

Figure 2.3-1. Banded LU decomposition.
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Figure 2.3-2. First stages of banded LU decomposition.

will reach the point thata 8 X B submatrix remains, and then the decomposi-
tion proceeds as for a full matrix.

On serial computers, it is common to store a banded matrix by
diagonals, but this is not very satisfactory for vector computers. For example,
for the kij algorithm of Figure 2.3-1, the natural storage is by rows. However,
we do not wish to use a full n x n two-dimensional array for the storage
since much of this space would be wasted, especially when 8 is small. An
alternative is to store the rows in a one-dimensional array as indicated in
Figure 2.3-3 in which a; denotes the ith row and the corresponding row
length is shown. Figure 2.3-3 also provides a schematic for column storage
if a; is interpreted as the ith column.

The row or column updates in the last loops of Figure 2.3-1 can utilize
vectors of length B until the final 8 X B submatrix is reached and the lengths
decrease by 1 at each subsequent stage. Thus, when B is suitably large,
Figure 2.3-1 provides the basis for potentially satisfactory algorithms for
vector computers, but they are increasingly inefficient as 8 becomes small.
In particular, for tridiagonal systems, for which B =1, they are totally
inadequate. We will consider other algorithms for small bandwidth systems
later in this section.

Parallel Implementation

We treat next the parallel implementation of LU decomposition. As
in the previous section, we assume that we will use row or column wrapped
interleaved storage, as illustrated in Figure 2.2-2. The general considerations
of Section 2.2 for LU decomposition are relevant also to the banded case,
but the major issue now is the effect of the bandwidth on the parallelism.

a, a, aB-H an—p a,
B+1 B+2 28 +1 28+1 B+1

Figure 2.3-3. Row (column) storage for banded matrix.
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For the algorithms of Figure 2.3-1, the basic degree of parallelism of
the updates of the last loop is B, the same as the vector length. In particular,
with row interleaved assignment, at the first stage rows 2,...,8 + 1 will
have an element in the first column to be eliminated. These B rows can
then be updated in parallel in the kij form and the corresponding columns
in the kji form. Hence, if B < p, the number of processors, then only
processors 2,..., 8 + 1 will be used during the first stage. Thus, we need
B = p in order to utilize fully all the processors. Moreover, there is more
potential for load imbalance with banded systems even if B = p. For
example, suppose that we have 50 processors and n = 10,032. Then 32
processors will have 201 rows and 18 will have 200. For a full system, this
would be a very small imbalance. Suppose, however, that 8 = 75. Then the
number of rows each processor holds is still 201 or 200 but, with a straightfor-
ward implementation of the kij algorithm, only half of the processors would
be active during the second part of a stage. Clearly, the worse case is when
B = p+1 so that only one processor would be active during the second
part of the stage. This load imbalance problem can be alleviated to a large
extent by a compute-ahead strategy. For example, during the kth stage, as
soon as row k + 1 has been updated it will be sent to all other processors.
Then, when a processor finishes its work on the kth stage it will immediately
start the (k + 1)st stage.

Choleski Decomposition

The same considerations apply to the Choleski decomposition for
algorithms analogous to those of Figure 2.3-1. In particular, if 8 < p, then
some processors will be inactive in all stages of the decomposition, using
either row or column interleaved storage. A more detailed discussion of
Choleski algorithms is left to Exercises 2.3-5 and 2.3-6.

Triangular Systems

The treatment in Section 2.1 of the solution of triangular systems on
vector computers goes over immediately to banded systems. Consider first
the solution of the triangular system Ux = ¢, where U has an upper
semibandwidth of B8 as shown below:

Uy 0 W Xy Cy

Un—pin =|: (2.3.1)

Upn Xn Cy
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For i = n down to 1
x = ¢/ uy
¢ =C— X\

Figure 2.3-4. Column sweep algorithm.

If U is stored by its columns within the band, the column sweep algorithm
of Figure 2.1-5 may be written as in Figure 2.3-4. In Figure 2.3-4, u, consists
of the elements in the ith column from the edge of the band to the main
diagonal, but not including the main diagonal element. These vectors all
have length B until i < 8 at which point the vector lengths decrease to 1
as i decreases to 2. Thus, the vector lengths of the linked triad operations
are B for most of the computation, decreasing to 1 in the final stages.

If U is stored by rows, we would use the inner product algorithm
(2.1.10) which now becomes

X = (6 = Uiy Xjgq — " * — ui,i+p+1xi+ﬁ+l)/uiia i=n—-4,...,1 (23.2)

Fori=mn,...,n-B+1,(2.3.2) would be modified to reflect a row length
less than 8 + 1. An algorithm based on (2.3.2) consists of inner products
of vectors of length B, while the corresponding inner products for i =
n,...,n— B +1 use vectors of lengths 1,...,8 ~ 1.

As with full matrices, the column sweep algorithm may be appealing
on some vector computers because of the linked triad operations as opposed
to the inner products in the row algorithm. Moreover, for the row-oriented
kij algorithm of Figure 2.3-1, and with storage as indicated by Figure 2.3-3,
the element b; of the right-hand side of the system cannot just be appended
to the ith row of A, as was the case for full systems. This points more
strongly towards the use of storage by columns than is the case for full
matrices. However, for small 8 and several right-hand sides, this is no
longer the case, as will be discussed later.

Consider, next, local memory parallel machines and assume that U is
stored by wrapped interleaved row storage. The parallel column sweep

Compute x, = ¢,/ u,,. Send x, to all processors

Compute ¢; = ¢, ~ Yy, x,,i=n—-p,...,n-1

Compute x,,_; = ¢,/ U, ,-;. Send x,_, to all processors
Compute ¢, = ¢ — Uy Xy1,i=n—-pf-1,...,n-2

Figure 2.3-5. Parallel column sweep algorithm for banded systems.
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algorithm given in Figure 2.2-10 is modified for banded systems as shown
in Figure 2.3-5. Clearly, the degree of parallelism in this algorithm in the
beginning stages is B. If B8 < p, then p — B processors are not used. Even
if B > p it is likely that there will be an imbalance in the workload unless
a compute-ahead strategy is included, as previously discussed for the reduc-
tion phase. All in all, however, this is a potentially satisfactory algorithm.
If U is stored by wrapped interleaved column storage, then the inner product
algorithm in Figure 2.2-11 is easily adapted to banded systems.

Interchanges

The LU or Choleski decompositions preserve the bandwidth; that is,
the upper triangular matrix U will have the same bandwidth as A. But the
row interchanges needed for partial pivoting increase the bandwidth with
consequences somewhat more severe for vector and parallel computers than
for serial ones. Suppose that at the first stage, an interchange is made of
the kth and first rows as illustrated below for a matrix with bandwidth 4

and k = 5.

% %k sk ok ok ok %k k ok
k sk ok ok ok ook

* %k ok ok ok 3k

% ok ok ok ok ok Kk ¥k
* sk ok ok 3k

As a consequence of this interchange, there will now be fill in the second,
third, and fourth rows, as well as the new fifth row, as the decomposition
proceeds. Thus, the bandwidth above the main diagonal has effectively
doubled, and this can persist if additional “worst-case” interchanges are
needed.

One way to handle this problem is simply to allow enough extra storage
at the outset. Thus, if A is stored by rows, we would modify Figure 2.3-3
as shown in Figure 2.3-6, so that B8 extra storage locations are allowed for
each row down to row n — 2, at which point the storage requirement

T

-

a; a aB+l au—ZB a,
28 +1 28+2 3B+1 3+1 28 +1

Figure 2.3-6. Row storage for interchanges.
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decreases by one for each row. In the LU decomposition using this storage
pattern, we would like to use vector lengths that are no longer than necessary.
Thus, for example, if there is no interchange at the first stage, then vector
lengths of only B are required, as before. In general, whenever there is an
interchange, we will set the vector lengths for the subsequent operations
accordingly. This adds both overhead and program complexity but is prob-
ably preferable to using the maximum vector lengths of Figure 2.3-6 when
there are few interchanges or when the interchanges introduce relatively
few extra nonzero elements. The considerations for storage by column are
similar.

Orthogonal Reduction

Orthogonal reduction by means of Householder or Givens transforma-
tions also expands the bandwidth above the main diagonal. Consider first
a Householder transformation I —ww” applied to A in order to zero
elements in the first column of A below the main diagonal. Then, w is of
the form w” = (x,...,*,0,...,0) in which the first 8 + 1 elements are, in
general, nonzero. By (2.1.27), the new ith column of A is a; — w” a,w, and
the effect on the bandwidth of A is illustrated in Figure 2.3-7 for g = 3.
The first Householder transformation introduces, in general, nonzero ele-
ments outside the original band. These are indicated to the right of the
dotted line in Figure 2.3-7. No further nonzero elements are introduced
since, on the first transformation w”a; = 0 for i > 28 + 1. On the second
Householder transformation, nonzeros will be introduced into the 28 + 2
column, starting in the second element. At each subsequent transformation
nonzeros will be introduced in one more column so that at the end of the
triangular reduction the upper triangular matrix will have a bandwidth of
28 +1.

The same occurs with Givens’ method. As we zero the elements in the
first column by Givens transformations, we successively introduce 8 nonzero
elements outside the band in the first row. In zeroing the elements of the

* & ok ;\f * %

0 * * = *\\{k *

0 * * x % *\\*

0 * * * % *\\
* ok ok ok k  x %

Figure 2.3-7. Structure of A after first Householder transformation.
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* x *x *x 1 2 3
1 « = x x 4 5 6
2 4 x % % x
3 5 % % % % %
6 *

Figure 2.3-8. Bandwidth expansion for Givens reduction.

second column we introduce nonzero elements outside the band in the
second row, and so on. This is illustrated for B8 = 3 in Figure 2.3-8, where
the numbers indicate the introduction of nonzero elements at the time of
zeroing the corresponding element in the first two columns. Although the
nonzero elements outside the band are introduced in a somewhat different
way than by Householder transformations, the net result is the same: the
bandwidth of the upper triangular part of A increases to 28 + 1.

Muitiple Right-Hand Sides

With multiple right-hand sides B = (b,, ..., b,) and storage of A and
B by columns, the algorithm of Figure 2.3-1b may be modified to process
the g right-hand sides during the reduction. This adds g linked triad
operations during each stage of the reduction, just as with full matrices.

If A is stored by rows, we would like to append the rows of B to the
rows of A. As discussed in Section 2.1 for full matrices A, this increases
the vector lengths during the reduction by q. For banded systems, however,
we encounter the problem illustrated below:

a, - Qigy by blq
Ay v Qpw Gypry by - by,

Because of the varying lengths of the rows of A, the columns of B do not
align properly. If B and q are both reasonably large, we can forego the
idea of appending the rows of B and operate on A and B separately.

A case of some interest is when B is small, but ¢ is sufficiently large
that vector operations of length g are efficient. In this case it may well be
most efficient to do the decomposition of A in scalar arithmetic and then
do vector operations for processing all right-hand sides “at once.”

Partitioning Methods

The methods discussed so far are satisfactory for banded systems as
long as the bandwidth B is sufficiently large. For small B8, however, the
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vector lengths are too small or, on a parallel system, the processors become
underutilized. In contrast to matrix-vector multiplication, as discussed in
Section 1.3, there are no efficient elimination algorithms based on diagonal
storage of A.

We next consider a class of methods predicated on partitioning of the
coefficient matrix A. We write the banded system in the block form

A B, X, b,

G A B e (2.33)
: "B, || . :
C, A, X, b,

where we assume, for simplicity, that ¢ = n/p is an integer and the A, in
(2.3.3) are all g X q. We illustrate in Figure 2.3-9 in more detail the composi-
tion of the matrices A;, B;, and C; for 8 = 2. In general, the B; are lower
triangular and the C; are upper triangular.

We assume that the A, are nonsingular and have a stable LU decompo-
sition; this is the case, in particular, if A is symmetric positive definite or
nonsingular and diagonally dominant. We then solve the systems

AW, =B, AV, =( Ad; =b; (2.3.4)
using the decompositions
A, = LU, (2.3.5)

If we multiply the system (2.3.3) by diag(A; ', ..., A;'), the resulting system

[ Uy S g Vo Y

G

Figure 2.3-9. Partitioning for 8 = 2.
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is
I W, X d,
V2 I W2 x2 d2
. = . 2.3.6
o wl] : (2.3.6)
vV, 1 Xp d,

Thus, by solution of the systems (2.3.4), we reduce the original system
(2.3.3) to (2.3.6).

The jth column of W, is A;' times the jth column of B;. Even though
A; is banded, its inverse will, in general, be full and the jth column of W,
will be full whenever the corresponding column of B; is nonzero; that is,
the W, “fill-in” the nonzero columns of B;. Likewise, the nonzero columns
of the C; “fill-in.” The matrix of (2.3.6) then has the structure shown in
Figure 2.3-10 for B = 2.

Only the first B8 columns of each W, and the last 8 columns of each
V; are nonzero and we write these matrices in the form

W, 0 0 V, Xiy d;
W= W, 0} Vi=|0 V| Xi =] X2 |, d;=]d,
‘M o 0 ‘11'3 xi3 d,':;

where the W;;, W,,, V;;, and V;; are B8 x B and the W, and V,, are
(g — 2B) x B. (We are assuming that g > 28.) We also partition the vectors
x; and d; of (2.3.6) in the same fashion, as shown above. With these
partitionings, the first block equation of (2.3.6), x, + Wx, = d,, can be
written as

Xn Wi d;;
X,z + le X2| = d,z (2.3.7)
X13 Wi, d;
* : * %
* : * %
* R
|
* ) %k
g
* ¥ L
* | * Uk
1
* : * ) *
o [
1

Figure 2.3-10. Structure of reduced system.
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Similarly, the second block equation, V,x; + x, + W,x; = d, can be written
as

\Z% X2 W, d;,
Vo |xis | X020 | +] Wop |x3 = 2 (2.3.8)
Vas X23 Was dy;

and so on for the remaining block equations.
We now note that the equations

X3+ Wisxg, = dys

VaXis + X + Wyx3, = dy;
(2.3.9)
VosXys + X3 + Wyaxy = dys

are independent from the equations involving the x;,; that is, none of the
equations in the system (2.3.9) contains any of the variables x5, X35, X35, . ...
Therefore, the system (2.3.9) can be solved independently of the x;,. We
call (2.3.9) the reduced system. (The reader may wish to work Exercise 2.3-9
at this point.) Once (2.3.9) has been solved, the x;, can be obtained from
the second equations of (2.3.7) and (2.3.8) as

X2 = dy; — Wiy, X2z =l — VopXy3 — WXy,

and, in general,
X =dp— i2Xi-1,3 — szi+l,3 (2-3-10)

The unknown x,, does not appear in the reduced system and may be
obtained from the first equation of (2.3.7): x;, = d; — Wj;X,,. Similarly for
Xp3, Which also does not appear in the reduced system.

The overall procedure is then shown in Figure 2.3-11. Clearly, steps 1
and 3 are highly parallel. Assuming that we have p processors, the decompo-
sitions (2.3.5) and solutions (2.3.4) would be carried out in the ith processor.
Similarly, for the final step (2.3.10). The potential bottleneck is solving the
reduced system (2.3.9) and we next ascertain the size of this system.

Step 1. Do the LU decompositions (2.3.5) and solve the systems (2.3.4).
Step 2. Solve the system (2.3.9) to obtain the x,, and x,5.
Step 3. Obtain the x;, from (2.3.10), and obtain x,, and Xp3.

Figure 2.3-11. Lawrie-Sameh partitioning algorithm.
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Table 2.3-1. Size of Reduced System (2.3.9) for Several
Values of p and B.

B
P 1 2 10 20 50
2 2 4 20 40 100
10 18 36 180 360 900
20 38 76 380 760 1900
50 98 196 980 1960 4900

The vectors x;, and x;; are B long. Hence, the system (2.3.9) contains
2B(p —~2)+2B =28(p — 1) unknowns (Exercise 2.3-10). We tabulate in
Table 2.3-1 the size of this reduced system for various values of 8 and p.
We also note that the coefficient matrix of (2.3.9) is block pentadiagonal
and has semibandwidth 38 (Exercise 2.3-10).

Suppose, for example that n = 10,000, p = 20, and 8 = 2. Then g = 500,
so that the matrices A; are 500 x 500. The size of the reduced system is
76 x 76 with semibandwidth 6. On the other hand, if p = 50 and 8 = 10 the
A; are only 200 x 200 and the size of the reduced system is 980, with
semibandwidth 30.

We next discuss a different type of partitioning in which the reduced
system is only half as large. Again, we assume thatq = n/p is an integer and
we partition the A; in (2.3.3) as

_ Ay Ai,2]
A= [A.;s A (2.3.11)

where A4 is B x B and A;, is (g — B) X (9 — B). The B;, G, x; and b; in
(2.3.3) are partitioned accordingly as

0 0 0 C“] [xn] [bn]
B; = — , = ] _ . 3
i [Bi,l Bi,z]’ Cl [O C'.‘2 ’ x. x,-_z ’ b| b'-'z (2 3 12)

We note that if 28 < g, then the B, and C;, are zero.
We now do the LU decompositions A;, = L;,U;,, and by means of
these decompositions solve the systems

Ai.lA},z = Az, Ai,lcr!.l =G, Ai,lbu!,l =b;, (2.3.13)

The effect of these solutions is to multiply the original system by
diag(A7}, I, A3}, ,...) to obtain a new system, which we illustrate in (2.3.14)
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for p=3:
I :,2 X1 b:,,
A3 A4 By, B, X2 b,
Ca 1 A X | o (b 304
Cz,z A2,3 A,y By, Bz,z X3,2 bz,z
C;,l I A;.z X3,1 b;,l
Cs,z A3,3 A3,4_ _xa,z ] i b, |

We next multiply the first block equation of (2.3.14) by A, ; and the
third block equation by B,;, and subtract these from the second block
equation to give the new equation

AlaX, 2t BloXp = b,
where
:,4 = A1,4 - AI.JA:,Z - Bl,lC;,l
B:,z =B,,~- BZ.IA:.Z’ b:.z =by, - AI,Jb:.I - BI,Ib;,I
Continuing in this way, we multiply the third block equation by A,; and
the fifth block equation by B,, and subtract both from the fourth block

equation. Finally, we multiply the fifth block equation by A, ; and subtract
from the sixth block equation to obtain the system

I A:,z X1,1 by, ]
Al, 0 B, X).2 bi.
C%,n I A%,z 0 | X33 — b%.l (2‘3.15)
C, 0 Ay, 0 B X32,2 b; .
Ci., I A || xs bs.,
| C;_z 0 A;_:;_ L X3, ] _b;.z_

We now note that the even-numbered block equations in (2.3.15) are
independent of the others and form the reduced system
:,4 B:.z X1,2 b},z
C;,z A;A B;,z X22 | = b;,z (2.3.16)
C;.z A;,-z X3,2 b;,z
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Step 1. Form the decompositions A;, = L;, U;, and solve the systems (2.3.13)
Step 2. Solve the reduced system (2.3.16) (in general, p x p block tridiagonal)
Step 3. Obtain the remaining unknowns x;, from (2.3.17)

Figure 2.3-12. Johnsson’s partitioning method.

Once (2.3.16) is solved, the x;, are obtained from the odd-numbered
equations of (2.3.15) by

Xi1 = b-!,z - A.!_zxi,z - C:,lxi—l,z, i=1,...,p (2.3.17)

where for i = 1, the last term is not present.

The equations (2.3.14)-(2.3.16) exhibit the above computation forp = 3
but the extension to general p should be clear. In particular, the reduced
system (2.3.16) is a p x p block tridiagonal system with block sizes 8 x 8;
thus, its semibandwidth is 28 ~ 1. We summarize the overall procedure in
Figure 2.3-12. As in the Lawrie-Sameh method, steps 1 and 3 are highly
parallel but step 2 is a potential bottleneck. However, the reduced system
for Johnsson’s method has only Bp equations as opposed to 28(p — 1) with
the Lawrie-Sameh partitioning.

Domain Decomposition Methods

We next discuss another class of methods, which are similar in some
respects to the partitioning methods. We will illustrate the basic idea by
means of the tridiagonal matrix

[ 2 1

-1 .

A= . (2.3.18)
. .

-1 2

This matrix arises, for example, in the solution of a two-point boundary
value problem for the differential equation

x"(t)=f(), a<t<b x(a)=a x(b)=7y (2.3.19)

The interval [a, b] is discretized by equally spaced grid points x; as shown
in Figure 2.3-13. The second derivative in (2.3.19) is discretized by the usual
central difference formula to give the approximating equations at each grid
point

X =25+ x5, =k,  i=1,...,n (2.3.20)

where h is the spacing between grid points. Since x, and x,,,, are known
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D, D,
AY { )
7 \ 7 1
a= tO tl tq tq+l tq+2 t2q+l t2q+2 tn+l =b

Figure 2.3-13. Grid points and domain decomposition.

boundary values, (2.3.20) is a system of n equations in the n unknowns
Xy,..., X,, Which approximate the solution of (2.3.19) at the grid points.
If we multiply (2.3.20) by —1, then (2.3.18) is the coefficient matrix of the
system (2.3.20).

We now partition the grid points ¢; as indicated in Figure 2.3-13. We
call D, the points t,,...,t,, D, the points t,,,,..., 4+, and so on. For
simplicity, we assume that n = pq + p — 1. Then there are p sets D,,..., D,
each containing g points and p — 1 points £,4,, L42, . . ., Which are between
the sets D;. These p — 1 points constitute the separator set S. We-then order
the unknowns x; by numbering those points in the separator set last. For
example, for ¢ = 2 and p = 3, the ordering of the unknowns corresponding
to the grid points is shown in Figure 2.3-14.

We now write the equations corresponding to (2.3.20) using this new
ordering of the unknowns as

x0*2x|+x2=h2f,, x8_2X5+x6=h2‘f5

X|—‘2x2+X7= h2f2, x5—2x6+X9= hl_f6
(2.3.21)
X, = 2x3 + x4 = h*f3, X2 — 2%7 + X3 = hf;

X3 — 2X4 + Xg = h2f4, X4 — 2x8 + Xs = hzf‘g

Note that we have written the equations corresponding to the separator
points last. We can write the system (2.3.21) in the matrix form

-Al BI- ("1- ( bn_
A, B, || x2 b,
= (2.3.22)
A, B,||x, b,
i Cl C2 v Cp As_‘ _XSJ | bs_i

Xo Xy X, X7 X3 X4 Xg Xs X6 X9

D, S D, S D,

Figure 2.3-14. Reordering of unknowns.
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where p=3, C;= B, i=1,2,3, and

-2 1 -2 0
A1=A2=A3=[ 1 _2], As=[ 0 _2]

0 0 1 0 01
= B= —
B, [1 0]’ : [o 1]’ B [0 0]

More generally, the A, will be g x g tridiagonal matrices, As will be a-
(p —1) X (p — 1) diagonal matrix, and the B; will be g X (p — 1) matrices.
The matrix in (2.3.22) is sometimes called the arrowhead matrix.

Before discussing the properties of the system (2.3.22) further, we first
return to the case of a general banded matrix with bandwidth 8. Such a
matrix may or may not arise from the discretization of a differential equation
but we can still proceed as above. We divide the unknowns into p + 1 sets
D,,..., D, and S such that each D, has g unknowns and the unknowns
in S “separate” the unknowns in the D; in the following way. Analogous
to Figure 2.3-13, we can imagine the unknowns lined up and partitioned as

p, S8 D, 8§ - S, D, (2323

Each set S; in (2.3.23) contains B unknowns. The jth equation in the system
Ax = b is of the form

jtp

ax;+ Y apx =Db; (2.3.24)

k=j-pB
Therefore, if x; € D;, none of the unknowns in the equation (2.3.24) are in
any of the other D,. The sets S; separate the unknowns in the D; so that
each equation in the system contains unknowns in only one D,.

If we now renumber the unknowns so that those in the separator sets
are numbered last, and write the equations in the corresponding order, we
obtain a new system of the form (2.3.22) in which A,,..., A, are ¢ X g
and Ag is s X s, where s = B(p — 1) is the number of unknowns in the
separator set S = | S;. Then the B, are q x s and the C; are s X g. We have
assumed, for simplicity, that n = pq + s and will return to this point shortly.

Now let

A,=diag(A1,...,Ap), BT=(BIT,...,B:-),

(2.3.25)
Cc=(C,...,GC)
Then the system (2.3.22) can be written as
A;x;+ Bxg=b, (2.3.26a)

Cx’ + AsXs = bs (2.3.26b)
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where x7 = (x{,...,x]) and b] =(b],...,b]). We assume that A, is

nonsingular. Then 1f we multiply (2.3. 26a) by CA;' and subtract from
(2.3.26b) we obtain the equation

Axs=b, A=As—CA7'B, b=bs-CA'"D, (2327)
Note that thls is just block Gaussian elimination for the system (2.3.26).
The matrix A is called a Gauss transform or Schur complement. Once the

system (2.3.27) is solved for x;, the remaining x; can be obtained by solving
the systems

A,'x,' = bi - B,'XS, i= 1, N/ (2.3.28)

We now discuss the computation in more detail. We assume that the
A, have stable LU decompositions

A, = LU, i=1,...,p (2.3.29)
We then solve the systems

L,‘Yi = B,-, L,y; = b,', i= l, Y/ (2.3.30)

Uz =Y, Uz =y, i=1,...,p (2.3.31)

Since
Cl'A;"lBi = Ci(Liljl)—lBi = CiU;'—lYi = CZ;

and, similarly, C;A;'b; = Ciz;, we can write

a P P
A = As - Z C,'A,-—lBi = As - z C,'Z, (2.3.32)
i=1

i=1

and
A 4 14
b=bs— ¥ CA;/'b, =bs— ¥ Ciz, (2.3.33)
i=1 i=1

which shows how A and b are to be obtained. The overall procedure can
then be summarized as shown in Figure 2.3-15.

It is clear that Steps 1, 2, 4, and 5 are highly parallel. For example, on
a local memory system, assume that A;,, B,, C;, and b; are assigned to
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Step 1. Form the decompositions (2.3.29) and solve the systems (2.3.30) and
(2.3.31).

Step 2. Form C,Z, and Caz,i=1 L...,p.

Step 3. Form A and b and solve Axs =b.

Step4. Forme¢, =b,— Bxs,i=1,...,p.

Step 5. Solve A;x; =¢;, i = 1,..., p using the decompositions (2.3.29).

Figure 2.3-15. Domain decomposition algorithm.

processor i. Then, the computations in each of the steps 1 and 2 are parallel
and with no communication. The potential bottleneck is in Step 3. One
possibility is to solve the system Axs =bina single processor, say, P,. In
this case, the summations of (2.3.32, 33) would be done by a fan-in across
the processors with the final sums arriving in P,. Alternatively, we could
use Gaussian elimination with interleaved storage. Then, we would wish to
do the fan-in additions of (2.3.32) in such a way that the first row of Ais
in processor 1, the second row in processor 2, and so on. In any case, after
xs has been obtained, we need to send copies of it to all processors. Then,
steps 4 and S can be carried out in parallel with no further communication.

We noted previously that Ag is s X s, with s = B(p — 1). This compares
to 2B8(p — 1) for the reduced system (2.3.9) in the Lawrie-Sameh partitioning
method, and to Bp in Johnsson’s method.

We next summarize the changes to the domain decomposition algorithm
in the important special case that A is symmetric positive definite. Since
the matrix of (2.3.22), call it A, arises from A by interchanges of equations
and unknowns, it is related to A by A = PAP”, where P is a permutation
matrix. Hence, A is symmetric positive definite and, thus, so are the A; and
As. In step 1 of Figure 2.3-15, we would probably now use Choleski
decompositions A; = L,LT. Then, since C; = B] by the symmetry, we have

A P A L4
A=As—- ¥ BTA'B, b=bs— ¥ B/A/'Db
i=1 i=1
But
B/A7'B,= B{(LL))'B; = Y'Y,
so that with y; = L;'b;
A 14 A 4 T
A = As et z Y,T},,, b = bs - Z Y,- y.' (2334)
i=1 i=1

An important point to note is that the matrix Ais symmetric positive
definite whenever A itself is. Clearly, it is symmetric. For the positive
definiteness, let x, be any nonzero vector of length s, and set x, = -A7'Bx,.
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Step 1. Do the Choleski decompositions A, = L;L] and solve the systems
LY, =B, Ly,=b,i=1,....,p .

Step 2. Form A and b by (2.3.34) and solve Axs =b

Step 3. Form ¢; = b, — B;xs and solve the systems A;x; =c¢;,i=1,...,p.

Figure 2.3-16. Symmetric positive definite domain decomposition.

Then

A Bl|x
o<atd| o 2][2]
S 2

by the positive definiteness of A. Expanding this out gives
0 < xTA, x, + 2xT Bx, + xT Agx, = xT Ax,

which shows that A is positive definite. We summarize the domain decompo-
sition algorithm for symmetric positive definite matrices in Figure 2.3-16.
As with the previous algorithms, Steps 1 and 3 are highly parallel and Step
2 is the possible bottleneck.

There is a very close relation between the domain decomposition
methods and Johnsson’s partitioning method as given in Figure 2.3-12.
Indeed, Johnsson’s method can be viewed as a domain decomposition
method in which there is one additional separator set at the end [that is,
(2.3.23) would end with S, rather than D,_,], and in which no reordering
of the unknowns is done. It follows (See Exercise 2.3-13) that the reduced
system of Johnsson’s method is symmetric positive definite if the original
matrix is. The same is not necessarily true for the Lawrie-Sameh method
of Figure 2.3-11. We note also that in the Lawrie-Sameh method there are
no separator sets.

Tridiagonal Systems and Cyclic Reduction

The partitioning and domain decomposition methods all apply in
principle to tridiagonal systems. (See Exercise 2.3-14). We next describe
another approach to the solution of tridiagonal systems, which we write in
the form

a x, + b1x2 = dl
CXxy + axx, + bzx_-, = d2

C3Xx, + a3 X, + b3X4 = d3 (2.3.35)

CXp_y + ax, =d,
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We multiply the first equation of (2.3.35) by ¢,/ a, and subtract it from the
second equation to eliminate the coefficient of x, in the second equation;
this is just the usual first step of Gaussian elimination. But next we multiply
the third equation by b,/a; and also subtract it from the second equation
to eliminate the coefficient of x; in the second equation. This produces a
new second equation of the form

asx, + bix, = d},

We now do the same thing with equations 3, 4 and 5, subtracting multiples
of equations 3 and 5 from equation 4 to produce a new equation of the form

C:’;x2 + a‘IQX4 + beG = di

in which the coefficients of x; and x5 have been eliminated from the original
fourth equation. We continue in this way, working with overlapping groups
of three equations to produce new middle equations in which the odd
numbered variables have been eliminated. This is illustrated schematically
in Figure 2.3-17 for n = 7. Assuming that n is odd, we have at the end of
the process a modified system

a;x; + b£x4 = dé

chx, + ajx, + bixe = d (2.3.36)

involving only the variables x,, x,,..., x,~,. (Note that we have already
done this process for the block tridiagonal matrix (2.3.3) in deriving the
reduced system (2.3.16) of Johnsson’s method.)

The system (2.3.36) is tridiagonal in the variables x,,x4,..., and
we can repeat the process to obtain a new system containing only the
variables x4, X3, . ... We continue in this fashion until no further reduction
is possible. In particular, if n = 29 — 1, the algorithm will terminate with
a single final equation. This final equation is solved and then a back

Xy X3
Xy X3 X3 Xy, X4
Xy X3 X4
X3 Xg4 Xg Xy X4 Xg
X4 Xs Xg
Xs Xg X7 Xq4 Xg
Xe X7

- Figure 2.3-17. Cyclic reduction.
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X2 Xa X2 > Xy, X3
X, X4 Xgpaxs=d
X4 Xg Xe > X7, X5

Figure 2.3-18. Back substitution.

substitution is initiated. This is illustrated in Figure 2.3-18 for n = 7, which
continues the schematic of Figure 2.3-17. In Figure 2.3-18, the three
equations obtained from the first step, as shown in Figure 2.3-17, are
combined to yield a final equation in the single unknown x,. This is solved
and then the first and last reduced equations can be solved for x, and x;.
The original first and last equations can then be solved for x, and x; and
the original third and fifth equations may be solved for x; and x;s.

If n # 29 — 1, the process can be terminated in a system with a small
number of variables which can be solved separately before the back substitu-
tion begins. An alternative is simply to add dummy equations of the form
x; = 1 to the system so that the total number of variables becomes 27 — 1,
for some q.

The above process is known as cyclic or odd-even reduction. Although
it was devised originally without parallel computing in mind, it has consider-
able inherent parallelism, which we now examine. Note first that the
operations leading to the new equations for x,, x4, .. ., X,_, are independent
and can be done in parallel. Suppose that there are p = (n — 1)/2 processors
with the storage pattern illustrated in Figure 2.3-19. The processors could
then do in parallel the operations leading to the first reduced system
containing the even-numbered unknowns. At the end of this step, each
processor would contain the coefficients for exactly one new equation, and
before the next step the coefficients for two additional equations would
have to be transmitted to other processors. One natural scheme is that each
“middle’ processor receives this information as indicated below:

P> P« P;> P, « P;

The odd-numbered processors are now finished and the even-numbered
processors do the next elimination step. The process is continued with

rows 1, 2, 3 rows 3, 4, 5 'fows n-2, n-1, n

P, P, P,

Figure 2.3-19. Processor assignment for cyclic reduction.
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essentially half of the remaining processors becoming inactive after each
step; the final combination of three equations to give one equation in a
single unknown would be done in one processor. Note that ¢ — 1 =
log[(n + 1)/2] parallel stages are required for the reduction. The back
substitution essentially works in the reverse fashion. The final equation is
solved in one processor and then additional processors can be used as the
back substitution proceeds.

In the more realistic case that p « n, several rows would be distributed
to each processor initially and processors would work with high efficiency
until the final stages, when data transmission would be required and the
processors would start to become inactive as above.

Exercises 2.3

1. Give adaptations of the other LU decomposition pseudocodes of Section 2.1
for the case of banded systems. Show that the maximum vector length for any
of these codes is B.

2. Assume that a vector computer requires 200 ns for scalar operators and 1000 +
10n for vector operations of length n, except linked triads, which require
1600 + 10n. Do operation counts in both vector and scalar arithmetic for the
LU decomposition of Figure 2.3-1b and for the column sweep algorithm of
Figure 2.3-4 for a banded system of bandwidth B, assumed to be stored by
columns. Ascertain for what values of the bandwidth it is better to use just
scalar arithmetic.

3. For the vector computer of Exercise 2, ascertain if it is better to use the algorithm
of Figure 2.3-1a or the algorithm of Figure 2.3-1b, assuming optimum storage
for each. Next, add the solution of the triangular systems for forward and back
substitution using the inner product algorithm or the column sweep algorithm
as appropriate. Conclude which is the better overall algorithm.

4. Let A be a 1000 x 1000 banded system of bandwidth B. For B = 20, 45, and 75,
discuss the load balancing of LU decomposition with row wrapped interleaved
storage for 10, 50, and 100 processors.

5. Let A be a symmetric positive definite matrix with bandwidth B. Adapt the
Choleski code of Figure 2.1-10 to banded systems. Discuss the vector lengths.

6. For the matrix of Exercise 5, discuss the parallel implementation of Choleski’s
method for both row and column wrapped interleaved storage. Follow the
discussion of LU decomposition in the text.

7. Let A be a 1000 x 1000 matrix with bandwidth B8 = 100. Discuss the storage
requirements for solving Ax = b assuming that interchanges are needed.

8. Complete Figures 2.3-9 and 2.3-10 for p = 3.

9. Write out the systems (2.3.7), (2.3.8), and (2.3.9) explicitly in component form
forp=3,B=2,and q=35.
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10. Show that the size of the reduced system (2.3.9) is 28(p — 1). Show also that
the coefficient matrix of (2.3.9) is block pentadiagonal and has semibandwidth
3B.

11. Write out explicitly the matrix of (2.3.14) for 8 = 2 and g = 3. Do the same for
the matrix of (2.3.16).

12. Write out explicitly the matrix of (2.3.22) for p =3, 8 =2,94=4,and s = 2.

13. Reorder the system in Johnsson’s method by numbering all the unknowns x;,
of (2.3.12) last and writing the equations in the corresponding order. Show that
the coefficient matrix has the form of (2.3.22). Show next that the reduced | system
[corresponding to (2.3.16) in the case p = 3] corresponds to the system Axs =b
of the domain decomposition method. Conclude, following the argument in the
text for domain decomposition, that the reduced system of Johnsson’s method
is symmetric positive definite if A is.

14. Formulate the partitioning and domain decomposition methods of Figures
2.3-11, 2.3-12, 2.3-15, and 2.3-16 for tridiagonal systems (8 = 1). Write out
explicitly the reduced systems in each case, noting their size. Discuss the parallel
properties of each method as a function of p and n.

References and Extensions 2.3

1. The recognition that the degree of vectorization or parallelism of LU or Choleski
decomposition depended on the bandwidth of the system motivated considerable
early research on narrow banded systems, especially tridiagonal systems. Stone
[1973] gave an algorithm for tridiagonal systems based on recursive doubling
(Section 1.2). Lambiotte and Voigt [1975] showed that this algorithm was incon-
sistent and gave a consistent version, as did Stone [1975], but these methods
have not been widely used.

2. The cyclic reduction algorithm, or one of its variants, has probably been the meost
preferred method for tridiagonal systems on both parallel and vector computers.
It was originally proposed by G. Golub and R. Hockney for special block
tridiagonal systems (See Hockney [1965]), but it soon became apparent (Hockney
[1970]) that it could be applied to general tridiagonal systems. Heller [1976]
showed, under certain assumptions, that during the cyclic reduction process the
off-diagonal elements decrease in size relative to the diagonal elements at a
quadratic rate; this allows termination before the full log n steps have been
performed. It was also recognized by several authors (see, for example, Lambiotte
and Voigt [1975]) that cyclic reduction is just Gaussian elimination applied to
the matrix PAPT for a suitable permutation matrix P. Thus, if A is symmetric
positive definite, so is PAPT and cyclic reduction is numerically stable. However,
it is still necessary to handle the right-hand side carefully in order to retain the
numerical stability; see Golub and van Loan [1983]. Note also that when Gaussian
elimination is applied to PAPT there is fill-in which does not occur with the
original tridiagonal system; consequently, the arithmetic operation count of cyclic
reduction is roughly twice that of Gaussian elimination applied to the tridiagonal
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system. For further discussion of cyclic reduction and its variants, see Hockney
and Jesshope [1981]. For a recent analysis of cyclic reduction and related methods
on several parallel architectures, see Johnsson [1987b]. For an analysis of com-
munication on hypercubes, see Lakshmivarahan and Dhall [1987].

3. There have been a number of other parallel methods proposed for tridiagonal
systems. Traub [1974] (see also Heller ef al. [1976]) proposed an iterative method
by turning the three basic recursion relations in LU factorization into iterations.
Swarztrauber [1979] considered a method based on Cramer’s rule. Sameh and
Kuck [1978] use Given’s transformations for a QR reduction, which is numerically
stable without interchanges. This, and a partitioning method of Wang [1981],
were the precursors of the partitioning methods discussed in the text. Other
papers proposing or analyzing parallel methods for tridiagonal systems include
Gao [1986], who bases an algorithm on parallel methods for linear recurrence
relations, Opsahl and Parkinson [1986], who consider almost tridiagonal systems
on SIMD machines such as the ICL DAP and the MPP, and van der Vorst [1986].

4. For B = 1, the Lawrie-Sameh partitioning algorithm of Figure 2.3-11 is based
on the method of Wang [1981] for tridiagonal systems. The QR method of Sameh
and Kuck [1978] used a similar partitioning and Lawrie and Sameh [1984]
extended the partitioning idea to give the algorithm of Figure 2.3-11 for LU
decomposition of banded systems. A similar method was developed by Meier
[1985]. Since the solution of the reduced system (2.3.9) is a potential bottleneck
in this algorithm, Dongarra and Sameh [1984] considered using iterative methods
for the reduced system. The partitioning algorithm of Figure 2.3-12 was given by
Johnsson [1985b], who analyzed its basic properties and gave complexity esti-
mates for a number of communication topologies, including hypercubes, binary
trees, and linear arrays. See also Dongarra and Johnsson [1987] for further
analysis and experimental results for partitioning methods. A variant of the
Lawrie-Sameh method was used by Gannon and van Rosendale [1984] as an
example in a study of communication complexity.

5. The idea of domain decomposition has a long history in the engineering com-
munity, independent of parallel methods, where it is usually called substructuring.
The original motivation was to break up a large problem into small parts which
could be solved separately, and then the final solution obtained from these
subproblems (see, for example, Noor et al. [1978]). Under the name “‘one-way
dissection,” George and Liu | 1981] discuss domain decomposition from the point
of view of utilizing sparsity in the matrices B; of (2.3.22). The idea of exploiting
substructuring in parallel computing is reviewed in Adams and Voigt [1984].

6. The substructuring process can be continued by substructuring the subproblems.
For example, if the original system has bandwidth B, then so do the matrices A;
in (2.3.22) and the substructuring approach can be applied to each of them. The
process can then be repeated again, and so on. This idea was developed by A.
George in the early 1970s (see George [1977] and George and Liu [1981]) and
called nested dissection. It is particularly useful for certain problems arising from
partial differential equations. Some of the properties of nested dissection on
parallel and vector computers have been studied in George et al. [1978] and
Gannon [1980].
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7. Other papers dealing with banded systems on parallel or vector computers include
Ashcraft [1985a], Cleary et al. [1986], who discuss LU and Choleski factorization
on a parallel computer with local and shared memory, Gannon [1986], who
considers Gaussian elimination on a parallel-vector machine, Bjorstad [1987],
who describes a large-scale finite element code that uses repeated substructuring,
Schreiber [1986], who gives a QR factorization algorithm for systolic arrays,
Kapur and Browne [1984], who deal with the solution of block tridiagonal systems
on a reconfigurable array of processors, and Saad and Schultz [1987].

8. We noted in the text the fact that interchanges in Gaussian elimination increase
the bandwidth. The same is true of Gauss-Jordan elimination, even without
interchanges. More precisely, in eliminating the superdiagonal elements in the
ith column, all elements above the diagonal in the (i + 8) column become
nonzero, in general. This increases the amount of computation considerably and
makes the Gauss-Jordan algorithm even less attractive for banded systems than
for full ones.

9. The methods discussed in this section are not suitable for general sparse matrices.
For such matrices, there are well-developed methods for serial computers (see,
for example, George and Liu [1981]). For parallel computers, George and Heath
et al. [1986] consider Choleski factorization assuming that suitable preprocessing
(permutation and symbolic factorization) has already been done. They give a
column-oriented factorization algorithm in which the basic operations are to
modify the jth column using the kth column when [; # 0 (j > k), and divide
the jth column by a scalar. See also George, Liu, and Ng [1987] and George and
Heath et al. [1987a, b]. Peters [1984] discusses parallel pivoting algorithms. Lewis
and Simon [1986] treat Gaussian elimination on vector computers, especially the
CRAY X-MP series. The basic operation is a sparse linked triad which is difficult
to vectorize. However, the X-MP series, as opposed to the CRAY-1, has hardware
gather/scatter operations and the use of these allows mflop rates up to 78 for
assembly language coding. Other papers dealing with methods for sparse matrices
include Duff [1984] for implementations on CRAY machines, Duff [1986], who
proposes a multifrontal method, Dave and Duff [1987], who report on the
performance of a sparse frontal method on the CRAY-2, Liu [1986, 1987] on
sparse Choleski factorization, Greenbaum [1986b], who considers triangular
systems on a shared memory machine, Wing and Huang [1977, 1980], and
Alaghband and Jordan [1985].
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Iterative Methods for Linear Equations

3.1. Jacobi’s Method

We consider in this section one of the simplest iterative methods: Jacobi’s
method. Although Jacobi’s method is not a viable method for most problems,
it provides a convenient starting point for our discussion of iterative
methods. It will also be useful as a subsidiary method later.

Let A be an n X n nonsingular matrix and

Ax=b (3.1.1)

the system to be solved. We assume that the diagonal elements, a;, of A
are all nonzero. Then Jacobi’s method is

x:‘+‘=i(—zai,x}‘+b,.), i=1...,n, k=0,1,... (3.12)

Qi \ j=i

where the superscript indicates the iteration number and it is assumed, as
in all iterative methods, that x9,...,x% is a given approximation to the
solution of (3.1.1).

For many purposes it is convenient to rewrite (3.1.2) in matrix form.
Let D = diag(ay,, ..., a,,) be the diagonal matrix containing the diagonal
elements of A, and let B = D — A so that A = D — B is the splitting of A
into its diagonal and off-diagonal elements. Then we can write (3.1.2) as

xk+] = ka + d’ k —_ 0, 1, ceey H = D_IB, d= D—lb (3-1-3)

The Jacobi method does not, of course, always converge. Two standard
convergence theorems are the following, whose proofs are given in
Appendix 2.

133
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3.1.1. TueoreM. If A is strictly or irreducibly diagonally dominant, then
the Jacobi iteration converges for any x°.

3.1.2. THEOREM. If A = D — B is symmetric and positive definite, then
the Jacobi iteration converges for any x° if and only if D + B is positive definite.

The basic operation of (3.1.3) is a matrix-vector multiply and for this
we can consider any of the techniques of Section 1.3. As we saw there, an
effective parallel or vector implementation of matrix-vector multiplication
depends very much on the structure of H. Iterative methods will generally
be used only when A, and hence H, is a large sparse matrix of the type
that, for example, results from the discretization of elliptic boundary value
problems by finite difference or finite element methods. We next describe
a model problem of this type.

Poisson’s Equation

We consider the elliptic partial differential equation, known as Poisson’s
equation,

U + Uy, = f, (3.1.4)

where (x, y) € Q =[0,1]%x[0,1] and u is given on the boundary of the
domain Q. f is a given function of x and y and if f = 0, (3.1.4) is Laplace’s
equation. We discretize the unit square as illustrated in Figure 3.1-1 with
mesh spacing h. If u; denotes an approximation to the solution of (3.1.4)
at the grid point (ih, jh), then by approximating the derivatives of (3.1.4)
by the usual second-order difference approximations we obtain the system
of equations

uH.IJ + u,'__|'j + u,~_j+1 + u,'_j_l - 4“,] = hzf;:i, i,j = 1, ceey N (3.1.5)

b4
(0,1) 1)
® [ ] [ J [
e—h—e ° °
h
‘ [ ] [} [}
X
(0,0) (1,0)

Figure 3.1-1. Mesh points on the unit square.
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where (N + 1)h = 1. By our assumption that u is given on the boundary
of the domain, only the N? variables uy, i,j=1,..., N, at the interior grid
points are unknowns in (3.1.5); hence, this is a linear system of n = N?
equations, the solution of which gives approximations at the grid points to
the solution of (3.1.4).

We can write the system in the form Ax =b by letting x; = u,,,
k=1,..., N, be the unknowns on the first line of grid points, x;, =
ux-n2 k= N+1,...,2N, be-the unknowns on the second line, and so on.
That is,

T
X = (U, Unpy Mgy Ungy e, UiNG - -5 UNN) (3.1.6)
The coefficient matrix A can be written in the block form

T -I 4 -1
-1 . -1 ..
A= o , T= C (3.1.7)
' -1 - -1
-I T -1 4

where I is the N X N identity matrix and T is N x N. The right-hand side
b of the system consists of the quantities —h’f; as well as the known
boundary values in the proper positions.

Note that (3.1.7) is an example of a diagonally sparse matrix, as
discussed in Section 1.3, and consists of only five nonzero diagonals,
regardless of the size of N. However, such a matrix would rarely be stored,
even in diagonal form, especially to carry out something like the Jacobi
iteration. Rather, we would apply the Jacobi method to (3.1.5) in the form

“:}H = %[“?H,j +uf it ufin+ “kj—n - £,
(3.1.8)
ij=1,...,N, k=01,...

For Laplace’s equation, (f = 0), (3.1.8) shows that the next iterate at the
(i, j) grid point is just the average of the previous iterates at the neighboring
north, south, east, and west grid points.

Jacobi’s Method in Parallel

It is clear from (3.1.8) that, in principle, all of the u!j-“ can be computed

in parallel, it is for this reason that Jacobi’s method is sometimes considered
to be a prototypical parallel method. However, various details need to be
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considered in implementing it on vector or parallel computers. We consider
next some of the simplest issues for parallel systems, for the moment
remaining with the discrete Poisson equation (3.1.5).

Suppose first that the parallel system consists of a mesh connected
array of p = q° processors P; arranged in a two-dimensional lattice with
each connected to its north, south, east, and west neighbors as illustrated
in Figure 3.1-2. Suppose that N> ='mp. Then it is natural to assign m
unknowns to each processor and there are a variety of ways to accomplish
this. One of the simplest is to imagine the array of processors overlaid on
the grid points of Figure 3.1-1, as illustrated in Figure 3.1-2 for four
unknowns per processor. We assume that those processors that contain
interior points adjacent to a boundary hold the corresponding known
boundary values.

On a local memory system, at the end of each iteration the new iterates
at certain grid points will need to be transmitted to adjacent processors.
We next discuss this in more detail. A limiting case of the above arrangement
is when there are p = N? processors, and each processor contains exactly
one unknown. In this case, the computation in an interior processor will
proceed as

k+1

compute uy" in processor P

(3.1.9)
send uj*' to processors Py, Py, Pijsrs Poyos

that is, at each stage a compute step, using (3.1.8) in the case of Poisson’s
equation, is followed by transmissions of the updated iterates to the pro-
cessors that need them for the next iteration. Although this arrangement
exhibits the perfect parallelism of Jacobi’s method, the requirement of N’
processors is generally unrealistic, and, moreover, a good deal of time may
be spent in communication.

We Uy , U3 Uy,
Uy Uy Usy Ugy
* i)

Py Py,
¥ ¢
U Uy ] , Uz Uy
Uy Uy Uz Uy
Py Py,

Figure 3.1-2. Grid point assignments.
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A more common situation is when N2 = mp and each processor holds
m unknowns. This was illustrated in Figure 3.1-2 for m = 4, but a more
realistic case might be N = 100 and p = 20, which implies that m = 500.
Each processor will proceed to compute iterates for the unknowns it holds.
For example, for the situation of Figure 3.1-2 the computation in processor
P,, would be

compute us;’, uy'; send to Py,

compute us;’', send usy', u¥l! to Py, (3.1.10)

with analogous computations proceeding in parallel in the other processors.

We denote by “internal boundary values” those values of u; that are
needed by other processors at the next iteration and must be transmitted.
This is illustrated in Figure 3.1-3 for a single processor. If there are m = ¢*
unknowns in a processor, then all m must be updated but at most 4q are
transmitted. Thus, if we have a fixed number of processors, then the larger
the problem, the higher will be the ratio of computation time to communica-
tion. In particular, the number of interior grid points for which no data

|

Figure 3.1-3. Communication of internal boundary values.
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communication is required grows quadratically as a function of the number
of unknowns, whereas the number of grid points for which communication
is required grows only linearly. Hence, for sufficiently large problems, the
data communication time becomes increasingly negligible relative to the
computation time.

Synchronous and Asynchronous Methods

In the computation scheme indicated by (3.1.10), it is necessary to add
a synchronization mechanism to ensure that the Jacobi iteration is carried
out correctly. For example, the computation of u5;' cannot be completed
until u¥, and u%; have been received from the neighboring processors. As
discussed in Section 1.2, the time necessary to carry out the synchronization,
as well as the time that a processor must wait until its data is ready to
continue the computation, adds an overhead to the computation.

For certain iterative methods, such as Jacobi’s method, a potentially
attractive alternative is to allow the processors to proceed asynchronously,
that is, without any synchronization. In this case, some iterates may be
computed incorrectly. For example, in the situation of Figure 3.1-2 suppose
that at the time ul;' is to be computed, u%, has not yet been received from
processor Py,. Then the previous value, u*', will be used in the computation
of uXS!, and this new iterate is not the Jacobi iterate defined by (3.1.8).
However, this need not be detrimental to the overall iteration and it may
be cost-effective in some cases to allow iterative methods to proceed asyn-
chronously. The Jacobi method implemented in this fashion will be called
an asynchronous method.

Convergence Tests

In carrying out any iterative method, it is necessary to test for conver-
gence of the iterates. If {x*} is the sequence of iterates, two common tests
are

X' = x| <& or [x*""—x*|=elx| (3.1.11)

where || | denotes a vector norm. It is also relatively common to use the
residual, r* = b — Ax¥, of the kth iterate and require instead of (3.11) that

I <e or [r*]=<celir’) (3.1.12)

We next consider the implementation of the tests (3.1.11) for Jacobi’s
method in the situation of Figure 3.1-2. Two common norms are the I, and
l, norms defined for a vector x by

n 1/2
Ixll, = ( Y x,?) , Xl = max | x:] (3.1.13)
i=t =sfi=n
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The use of the I, norm requires the computation of an inner product across
the processors, which was discussed in Section 1.3. On the other hand, the
first test of (3.1.11) can be implemented in the I, norm in the following
way. Each processor tests its unknowns at each iteration to see if they all
satisfy

If so, a “flag” is set indicating that the processor’s iterates have converged
and then some mechanism is required to examine the flags of all processors.
If they are all set, the iteration has converged and is stopped; if not, the
iteration proceeds. Thus, this procedure is very much like a synchronization
mechanism. Note that the vector norm is not actually computed in order
to carry out the convergence test.

The second test of (3.1.11) is a relative error test and is useful when
the magnitude of the solution is not known a priori so as to guide in the
choice of &. However, this test requires the computation of a norm across
the processors followed by a transmission of the norm back to the processors
and is more costly to implement.

Vectorization

We turn next to the implementation of Jacobi’s method on vector
computers. Again, at first, we will restrict attention to the discrete Poisson
equation and the iteration (3.1.8). Then, Jacobi’s method would be imple-
mented by the pseudocode of Figure 3.1-4. Here, U and UN are (N +2) x
(N +2) two-dimensional arrays that hold the iterates on the grid as well
as the boundary values, and G is an N X N two-dimensional array that
holds h2f. Figure 3.1-4 depicts only one iteration; at the next iteration the
roles of U and UN would be reversed. Note that we allow zero indices in
order to retrieve the boundary values.

Consider first the implementation of Figure 3.1-4 on a vector computer
that utilizes vector registers. Assuming, for simplicity, that N + 2 is the
length of a register, we could proceed as illustrated in Figure 3.1-5. A
schematic of the register layout is given in Figure 3.1-6. The statements in

ForJ=1to N
ForI=1to N
UN(LJ)=025"[UI-1,7)+ U +1,))+ U, J+1)
+ U(L,J-1)-G(I,J)]

Figure 3.1-4. Code segment for Jacobi’s method.
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Load U( ,O) (boundary column)
Load U( , 2) (second column)
Compute UN( ,1)=U( ,0)+ U( ,2)
Load U( , 1) (first column)
Compute UN( ,1)= UN( ,1)+ U( , 1),
Compute UN( ,1) = UN( ,1)+ U( ,+1)_,
Load G( ,1)
Compute UN( ,1) = UN( ,1)-G(,1)
Compute UN( ,1) =0.25* UN( ,1)
Load U( ,3)

[$tore UN(,1)

Figure 3.1-5. Jacobi’s method on a register computer.

Figure 3.1-5 compute the new iterates in the first column of grid points.
U( ,1) denotes the vector of length N containing the current iterates
corresponding to the first column of the grid, and U( , 1), denotes the
corresponding vector translated by one in the up or down directions. The
bracket on the second and third statements indicates that on some vector
computers these operations can be overlapped after a short delay. Similarly,
the second bracket indicates that the load instruction for the next column
of data can be done concurrently with the previous computation, and the
next bracket indicates that the final store instruction can be done concur-
rently with the next computation. This section of code would, of course,
be part of an overall loop that would index on the columns of U and UN.
Additional code complexity would be required to utilize efficiently data

L |

UO Uz Ul G

\/ /" \ \/ "\

+ + + - * le——- .25

Figure 3.1-6. Register utilization for Jacobi's method.
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U(N +3) U(N+4)
UQ) UR)  UG) .- UN+2)

Figure 3.1-7. Storage as one-dimensional array.

currently in the registers and, of course, when N + 2 is larger than the
length of the vector registers, it will be necessary to do each column in
appropriate segments. The important point is that with proper handling of
the vector registers, the computation vectorizes nicely.

Long Vectors

We consider next the implementation on vector computers that obtain
their vector operands directly from memory and are most efficient for long
vector lengths. The code of Figure 3.1-4 can be implemented easily one
column at a time, but the vector lengths will be O(N). It is possible, however,
to reorganize the computation so that the vector lengths are O(N?). In
order to do this, it is convenient to think in terms of the iterates and boundary
values being stored by rows, left to right, bottom to top, in one-dimensional
arrays of length (N + 2)°. This is illustrated in Figure 3.1-7.

We will use the notation that U(I; K) denotes a K-long vector starting
in the Ith position of U, and let M1=(N+1)(N+2)-1, M2=
N(N + 2) — 2. Then one stage of the Jacobi iteration is carried out as shown
in Figure 3.1-8. In Figure 3.1-8, T is a temporary vector of the same length
as U. The first statement computes the pairwise ‘““diagonal’ sums as indicated
in Figure 3.1-9. The dotted line in Figure 3.1-9 coupling U(N + 3) and

T(2; M1) = U(2; M1) + U(N +3; M1)
U(N +4; M2) = T(2; M2)+ T(N + 5; M2)

U(N +4; M2) = 0.25*(U(N + 4; M2) — G(N + 4; M2))

Figure 3.1-8. Jacobi long vector code.

U(2N+5)\U(2N+6)\
U(N+3)\ U(N+4)\ U(2N+3)\U(2N+4)\
UQ) UuQ) U(N+2) ~U(N +3)

Figure 3.1-9. Pairwise sums.
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UR)+ UN+3)+ U(N+5)+ U2N +6)
UB)+ UN+4)+ l{(N+6) + U@2N+17)

Figure 3.1-10. Sums from second statement.

U(2N + 4) indicates that this is an unnecessary computation that we will
discuss in a moment. The last sum produced by the first statement is
U((N + 1)(N +2))+ U((N +2)>—1). The second statement yields the
sum of the neighboring values for each grid point, as shown in Figure 3.1-10.

A potential difficulty with the second statement of Figure 3.1-8 is that
it overwrites the boundary values with spurious results. On some vector
computers (for example, the CYBER 205) there is the capability to suppress
storage by means of a bit vector, and this capability is very useful here; no
time is added to the computation but storage for (N + 2) bits is required.
The final statement subtracts h*f and divides by 4. It is assumed that G is
also an (N +2)%-long array, and the suppression of storage onto the
boundary positions is needed in this statement also. An alternative to
suppressing storage is to restore the boundary values after each iteration,
which would be much more time consuming. We also note that the code
in Figure 3.1-8 contains only three vector additions as opposed to the four
that would seem to be implied by Figure 3.1-4. This is because we obtain
the effect of a fan-in addition; that is, in the first statement of Figure 3.1-8
we compute the sums U(2) + U(N + 3) and U(N + 5) + U(2N + 6); then,
in the second statement, we add these sums.

To summarize the above discussion, we are able to achieve maximum
vector lengths of O(N?) and eliminate one vector addition but at the expense
of a more complicated code, additional storage for the boundary positions
in both the T and G arrays (as well as for the bit vector if that capability
is used), and additional redundant calculations corresponding to the boun-
dary values. We note that it is not possible to do a code of the type in
Figure 3.1-8 using a vector of only the values at the interior grid points
(Exercise 3.1-11).

Vectorization by Matrix Multiplication

The approach of Figure 3.1-8 has very limited applicability. We will
give an example of a more complicated differential equation in the next
section to which it does apply, but, in general, one cannot deviate very far
from the Poisson equation. Even for the Poisson equation, if the region is
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not a square (or a rectangle) or if uneven spacing of the grid points in either
the x or y direction is taken, it does not work (Exercise 3.1-12). The approach
of Figure 3.1-8 has two benefits: long vector lengths, and a reduction in the
amount of computation by reducing four vector additions to three. A much
more generally applicable approach, to be described next, can achieve the
long vector lengths but not the arithmetic reduction.

For many problems, the iteration matrix H of the Jacobi iteration
(3.1.3) is diagonally sparse but does not have constant diagonals as with
the Poisson equation (3.1.5). We illustrate this by the “generalized Poisson”
equation

(au,), + (buy), = f (3.1.14)

where a and b are positive functions of x and y. Again, for simplicity, we
shall assume that the domain of (3.1.14) is the unit square and the solution
u is prescribed on the boundary. A standard finite difference discretization
of (3.1.14) is

Aio1y2,jUi1,; t Qigyya jlhig,; + bi,j—-l/2ui,j—l
+ b jersalhijer — Cty = hfy (3.1.15)
where
Cy = Qi_yya;+ Quoryn;+ bijyja+ by jurys (3.1.16)

In (3.1.15) the coefficients a and b are evaluated at the midpoints of the
intervals between grid points. For example, a;_,,, ; = a(ih —3h, jh) and
similarly for the others. This assures symmetry of the coefficient matrix, as
seen below. Note that (3.1.15) reduces to (3.1.5) ifa=b = 1.

It is easy to see (Exercise 3.1-13) that the equations (3.1.15) can be
written in the form Ax = b, where x is the vector of unknowns u;; as given
in (3.1.6), b is the vector containing boundary values and —hzﬁ-j, and

Tl Bl
B, .
A= S ’ (3.1.17)
' By
Bn_y Tn
where
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G Ty,
Qi Cj —Q3;
T;.:
—an-1/2,j

—aNn-1/2,j CNj
_bl,j+1/2
Bj =

—bN,j-H/Z

The matrix A of (3.1.17) has five nonzero diagonals. The Jacobi iteration
matrix H has the same structure, as shown schematically in (3.1.18):

(3.1.18)

We assume that H is stored by diagonals and that the multiplication Hx*
in the Jacobi iteration is carried out by the multiplication by diagonals
procedure of Section 1.3. Thus the vector lengths in carrying out the Jacobi
iteration are O(N?). More precisely, the main diagonal of H is of length
N?, the close off-diagonals are of length N> — 1, and the far off-diagonals
are of length N2 — N. Hence, the storage of the matrix H requires 2N —
N — 1 words since, by symmetry, we need only store the upper triangular
part. There is wasted storage of N — 1 words for the zeros on the close-in
diagonal, indicated in (3.1.18), but this is necessary to obtain the desired
long vector length.

The above method of implementing the Jacobi iteration in terms of
long vector operations is efficient for those problems with variable
coefficients for which the equivalent of the matrix H must be stored in any
case. However, for the Poisson equation, the explicit storage of H is
unnecessary, as we have already seen. Moreover, the approach of Figure
3.1-8 is much more efficient if it can be carried out (see Exercise 3.1-14).

On parallel machines, the implementation of the Jacobi method for
the equations (3.1.15) follows the previous discussion for Poisson’s equation
but with the important difference that the coeflicients a, b, and ¢ must now
be stored and used. If, again, the grid points are assigned to processors as
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shown in Figure 3.1-2, then on a local memory system we wish the corre-
sponding a, b, and ¢ to be stored in the memory of the processor that
requires them. For example, from (3.1.15), the next Jacobi iterate for u; is
given by

U;H = cEl(ai—-l/Lju:(—l,j + ai+1/2_j“f+1,j + bi,j—1/2u:'(,j—l + bi,j+l/2u§j+l - hzﬁj)
and we would want all of the indicated coefficients, including f;, to be
stored in the processor that does this computation. Note that this will require
storing a few of these coefficients in more than one processor. For example,
in the situation depicted in Figure 3.1-2, the iterations for u;; and u,; both
require the coefficient as;, 3, which we would want to be stored in both of
the processors P,, and P,,. Similarly, the iterations for us; and u,, will both
require the coefficient b; 5;,.

Block Methods

Let a given matrix A be partitioned into submatrices as

14.“ PPN /4.“7
A=| : : (3.1.19)
Aql e Aqq

where each A; is assumed to be nonsingular. Then the block Jacobi method
for the solution of Ax = b, relative to this partitioning, is

AixF''=-% Axxf+b, i=1,...,q9, k=0,1,... (3.1.20)

J#i

where x and b are partitioned commensurately with A. Thus, to carry out
one block Jacobi iteration requires the solution of the g systems of (3.1.20)
with coefficient matrices A;;. Note that in the special case that each A; is
1x1, (3.1.20) reduces to the Jacobi method previously discussed. It is
known that in certain cases block methods are faster than point methods
on serial computers.

As an example of a block Jacobi method, consider again the discrete
Poisson equation (3.1.5) and the corresponding matrix representation
(3.1.7). In this case, g = N, A; =T, i=1,..., N, Ayy; = Ais1; = —1, and
all other A; are zero. Thus (3.1.20) becomes

Tx{"' =xt, +xi,+b,  i=1,...,N (3.1.21)

where we assume that xg and x4, contain the boundary values along the
bottom and top boundaries, respectively, and the vectors b; contain the
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d¥=xf, +xk,+b, i=1,...,N
Solve Ly¥=d¥, i=1,...,N
Solve Uxf*'=yf, i=1,...,N

Figure 3.1-11. Line Jacobi method.

boundary values on the sides of the region as well as the h%f values. In
terms of the grid of Figure 3.1-1, the effect of (3.1.21) is to update all
unknowns on each row of grid points simultaneously using the values of
the unknowns from the previous iteration at the adjacent grid lines. Thus
(3.1.21) is known as a line Jacobi method.

We would implement (3.1.21) by doing a Choleski or LU decomposi-
tion of T once and for all at the outset, and then use the factors to solve
the systems of (3.1.21). Thus, if T = LU, then (3.1.21) is carried out as
shown in Figure 3.1-11. The systems for the y are independent and can be
solved in parallel; similarly for the xf*' once the y¥ are known. Thus, for
example, if there are p = N processors, we can assign one pair of systems
to each processor as illustrated in Figure 3.1-12. As also illustrated in Figure
3.1-12, after each iteration the new iterates x<*' must be transmitted to each
of the neighboring processors P,..; and P;,,. Note that this arrangement is
ideal for a linearly connected array of processors.

The more general block matrix (3.1.19) can be handled in much the
same way. Since each A; is assumed to be nonsingular, it has a decomposi-
tion L;U, where, if interchanges are required in the decomposition, L; need
not be lower triangular. These decompositions may be done in parallel at
the outset as is illustrated in Figure 3.1-13, where the dashed line separates
these one-time decompositions from the subsequent iterative process, and
it is assumed that there are g processors. From (3.1.20), the vector d} in
Figure 3.1-13 are

df=-Y Ajx;+b, (3.1.22)

Jj#i

Hence, in general, x¥*! would have to be transmitted to every other processor
before the next iteration. However, it is highly unlikely that an iterative

¥ =xX+ x5+ b x5t dE = xF + xh + by xEH! d% = x5_+ x5+ by
Lyy = d} xi LyS=dF  [xi* oo x} Lyk =dy
Uxit'=y! Uxit'=yi [T T Ux¥'=yw
Py P, Py

Figure 3.1-12. Parallel line Jacobi.
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A = LU,

Figure 3.1-13. Parallel block Jacobi.

method would be used for a matrix with this full block structure. It is more
likely that A arises from some decomposition of the domain of a partial
differential equation. Two such decompositions are illustrated in Figure
3.1-14.

We assume that the subdomains contain some specified portion of the
grid points on the interior boundaries between subdomains, so that all
interior grid points are associated with one and only one subdomain. For
example, in Figure 3.1-14a we might assume that each subdomain contains
the points on its top interior boundary. A limiting case of Figure 3.1-14a is
when each strip contains only one line of grid points so that we again obtain
the line Jacobi method. More generally, if we assume that any unknown
associated with the ith strip is coupled with unknowns only in strips i — 1
and i + 1, then A will have the block tridiagonal form

Ay Ap
Ay .
A= S (3.1.23)
- Ag-1,q
Aqq—l Aqq

In this case x¥*! needs to be transmitted only to processors P,_, and P,,,,

just as in Figure 3.1-12. We assume, of course, that the workload is balanced

4 418]12|16

3 3|7 (111]15

2 2|16]10|14

1 11519113
(a) (b)

Figure 3.1-14. Domain decompositions. (a) Strips; (b) subsquares.
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among the processors as much as possible. This would be the case if the
A; are all the same size and structure (and also that the off-diagonal blocks
are such that the formation of the d; requires roughly the same time). If
not, a different distribution of the data across the processors would be
considered. And, of course, if there are fewer than g processors, more than
one subsystem would be assigned to each processor. In Figure 3.1-14b, it
is possible that unknowns in an interior subsquare will be coupled with
unknowns in any of the surrounding subsquares. In this case, the block
form of the matrix will no longer be tridiagonal but neither will it be full
as in (3.1.19). Block methods may be run asynchronously, just as previously
discussed for point methods, but now there is the potential for whole blocks
of unknowns to fail to be updated in time for the next iteration, depending
upon how the data transmission is accomplished.

Vectorization of Block Methods

We consider next the implementation of the block Jacobi method
(3.1.20) on vector computers, and we begin with the special case of (3.1.21).
Assume that T has been factored into LU where L is a lower bidiagonal
matrix with unit diagonal. Then the forward and back substitutions of Figure
3.1-11 can be accomplished by *‘vectorizing across the systems’ as illustrated
in Figure 3.1-15. A pseudocode to accomplish this is given in Figure 3.1-16.
In Figure 3.1-16, it is assumed that L1 is a one-dimensional array that holds
the elements of L in the first diagonal below the main diagonal and y is a
two-dimensional array such that y( ,J) is the N-long vector of the Jth
components of all of the solution vectors. Similarly, d( , J) is the N-long
vector of the Jth components of the right-hand sides. Thus, the vector
lengths in Figure 3.1-16 are all N. The back substitution Ux =y can be
handled in an analogous way (Exercise 3.1-15).

At each iteration it is also necessary to determine the new right-hand
sides as given by (3.1.21). These can also be computed using vectors across
the x;; indeed, this storage of the x; is what is produced by the back
substitution since the code analogous to Figure 3.1-15 will give x( , J), the
vectors of Jth components. Thus, the computation of the next set of

Figure 3.1-15. Vectorizing across systems.
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y(,)=4d(,1)
ForJ=2, N
y(, ) =-L1()*y( ,J-1)+d(,J)

Figure 3.1-16. Vector forward substitution for several systems.

right-hand sides would be accomplished by
for/=1t0o N
d( ,J) =x( ,J)-—l+x( a")+l+b( a")

where x( , J)., denotes the vector x( , J) shifted up or down one position.

Consider, next, the more general matrix (3.1.23) [or (3.1.19)]. If we
assume that the diagonal blocks A; are all the same dimension and have
the same structure (for example, they all have the same semibandwidth)
then we can vectorize the LU decompositions A; = L;U; across the systems.
For each fixed j and k, we assume that the (j, k) components of all the A;
are stored as a vector. These factorizations can be done once and for all at
the beginning of the Jacobi iteration and the factors stored. Note that in
the case that all A, are identical (as in (3.1.21) in which A; =T, i =
1,..., N) nothing is gained by vectorizing the decomposition in this way;
rather, the decomposition would be done by one of the techniques discussed
in Section 2.3. It could also just be done in scalar arithmetic since this single
decomposition will usually be only a small part of the total time for the
Jacobi iteration.

With the factors L; and U; known, the forward and back substitutions
in the Jacobi iteration can be done in a manner analogous to Figure 3.1-16
after the new right-hand sides are computed. These right-hand sides are
given by (3.1.22) and their computation can also be vectorized across the
A, provided that, in the case of (3.1.23), the A;;4,, i = 1,..., g — 1, all have
the same size and structure; likewise for the A;_, ;, i = 2,..., q. In this case,
the vector lengths for all parts of the computation—the decomposition,
formation of the right-hand sides, forward and back substitutions—will be
q and the size of g will determine whether this is a viable approach on a
particular vector computer.

ADI Methods

We end this section with a brief discussion of alternating direction
implicit (ADI) methods. Probably the most central of these is the Peaceman-
Rachford method, which we will describe first for the discrete Poisson
equation (3.1.5) on a square.
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At the (k + 1)st stage of the Peaceman-Rachford iteration there are
two steps:

Step 1: For some parameter a; solve the N linear systems for j =
1,...,N

Q2+ a )ulV? — w2 — w2 = (=2 + ap)uly + ul ey + ul, o+ B,
i=1,...,N (3.1.24a)
Step 2: Solve the N linear systems forj=1,..., N
@+ a)uly — ulth — ukth = (<24 a)ulf V2 + w2+ ul R + R,

i=1,...,N (3.1.24b)

The first step, (3.1.24a), produces intermediate values u**'/? that are then

used in the second step, (3.1.24b), to obtain the final values of the iterates
at the (k + 1)st stage.

The systems in (3.1.24a) are N x N and tridiagonal and are the same
as for the line Jacobi method, with the exception of the parameter o, and
the fact that half of the term u; has been moved to the right-hand side and
evaluated at the previous iterate value. In any case, as in the line Jacobi
method, (3.1.24a) amounts to solving for new values of u on each line while
holding values of u on the adjacent lines at their previous iterate value. In
(3.1.24b), the directions of the lines are changed to vertical so that new
values along each vertical line of the grid are obtained, using values on the
adjacent vertical lines just obtained at the previous half step; hence the
name “alternating directions.” The directions are shown in Figure 3.1-17.

We next formulate (3.1.24) in matrix terms. With n = N? let H and
V be the n X n matrices

[c 21 -1 }
H=[ . , V= L (3.1.25)

C ~I
-1 2I

where all the identities are N x N and C is the N x N matrix
C= L (3.1.26)

Then
A=H+V (3.1.27)



Iterative Methods for Linear Equations 151

Figure 3.1-17. Alternating directions. (a) Horizontal directions; (b) vertical directions.

where A is the coefficient matrix of the discrete Poisson system as given by
(3.1.7). It is easy to see (Exercise 3.1-22) that (3.1.24) is equivalent to

(ard + H)x*"V2 = (ayd — V)x* + b (3.1.28a)
(ad + V)X**' = (apd — H)x**'2+ b (3.1.28b)

where x is the vector of the unknowns at the interior grid points, as in
(3.1.6), and b contains the boundary values as well as the forcing
function f

If H and V are given by (3.1.25), it is clear from (3.1.28a) that x**!/2
is obtained by solving N tridiagonal systems with coefficient matrix a, I + C.
The systems in (3.1.28b) are not tridiagonal but there is a permutation
matrix P such that PVP" = H (Exercise 3.1-23). Hence, the systems in
(3.1.28b) are permutationally similar to tridiagonal systems and can be
solved, in essence, as tridiagonal systems.

Since the matrix C of (3.1.26) is positive definite (Exercise 3.1-19), so
is H. Thus, so is V, since it is a permutation of H. Therefore, for a, = 0,
the coefficient matrices of (3.1.28) are positive definite and hence nonsin-
gular. It is this positive definite property that is the key to convergence of
the iteration. We state the following theorem, whose proof is given in
Appendix 2.

3.1.3. THEOREM. ADI Convergence. Let A, H, and V be symmetric
positive definite n X n matrices such that (3.1.27) holds, and let a), = a > 0,
k=0,1,.... Then the iterates (3.1.28) are well defined and converge to the
unique solution of Ax = b for any x°.

Theorem 3.1.3 applies to any positive definite matrix A. However, the
matrices H and V must be chosen so that the systems (3.1.28) are suitably
*“easy” to solve. That « > 0 is critical, and the iteration is not convergent
with the o, of (3.1.28) all zero (Exercise 3.1-24). Theorem 3.1.3 can be
extended to a variable sequence of positive a,. The role of a variable
sequence of a; is to give very rapid convergence of the iterates when the
a) are chosen in a certain way. However, the restrictive condition that
HV = VH is required. This commutativity property is satisfied (Exercise
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3.1-25) for the H and V of (3.1.25), but, in general, it will be true only for
certain elliptic boundary value problems and suitable discretizations.

The parallel and vector implementation of (3.1.24) can be done as
follows. The N tridiagonal systems of (3.1.24a) are independent and can
be solved in parallel or by vectorizing across the systems, just as with the
line Jacobi method. The same can be done, in principle, with the systems
(3.1.24b). However, if the storage of the iterates is correct for the solution
of the systems (3.1.24a), then it is not correct for the systems (3.1.24b) and
must be rearranged by essentially a matrix transpose before the solution of
(3.1.24b) can be vectorized. However, the storage is correct to solve the
tridiagonal systems of (3.1.24b) by the cyclic reduction algorithm of
Section 2.3.

Exercises 3.1

1. Verify that (3.1.2) can be written in the matrix form (3.1.3).
2. Let

1l a «
A=]la 1 «a
a a 1

Show that A is positive definite when —1 < 2« < 2 but that the conditions
of 3.1.2 for the convergence of the Jacobi iteration are satisfied only for —1 <
2a < 1.

3. Write out the system (3.1.7) completely for N = 2, 4, and 6.

4. Assume a local memory parallel system of p processors in which arithmetic
computation requires « time units per result and transmittal of one word of
data between any two processors requires 8 time units. Assume that N> = mp
so that m unknowns are assigned to each processor. Ascertain the time for one
Jacobi iteration for the discrete Poisson equation.

5. Write out the details of the computation described by Figures 3.1-4, 3.1-5, and
3.1-6 for N = 4.

6. Write out the details of the computation of Figure 3.1-8 for N = 4,

7. Assume that a vector computer requires (1000 + 10n) ns (nanoseconds) for
arithmetic operations on vectors of length n and 200 ns for scalar operations.
Estimate the time required for one Jacobi iteration for (a) the algorithm of
Figure 3.1-4 and (b) the algorithm of Figure 3.1-8. Compare these estimates for
N =50, 100, 200.

8. For the vector computer of Exercise 7, estimate the amount of time lost to
redundant calculations in the algorithm of Figure 3.1-8 for N = 50, 100, 200.

9. Assuming the parallel system of Exercise 4 with p = N, estimate the time for
the line Jacobi iteration as described in (3.1.21), Figure 3.1-11, and Figure 3.1-12.
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10.

11.

12.

13.
14.

Hx

For the vector computer of Exercise 7, estimate the time required to do the line
Jacobi iteration for (3.1.21) using the vectorization of Figure 3.1-14.

Show that a code of the form of Figure 3.1-8 cannot give correct results on the
Poisson (or even Laplace) equation if the array U contains only the interior
points.

If the Poisson equation (3.1.4) is discretized by finite differences using a grid
spacing Ax in the x direction and Ay in the y direction, the equation (3.1.5) is
replaced by

(Ax)_z(ui+l,j - 2“:] + “i—l,j) + (AJ’)_Z(“i,jﬂ - 2“ij + ui,j—l) =f;j

or
Uiyt Uy + c(ui,j+l + “1,;‘—1) -201+ c)u,-,- = (Ax)zﬁj

where ¢ = (Ax)?/(Ay)® The Jacobi iteration is then
“s'“ =(2+ 20)—1[“:‘“,] + u:(—l,j + C(“:‘,jﬂ + “5",;—1) - (Ax)zﬁj]

Show that the code of Figure 3.1-8 cannot be modified to carry out this Jacobi
iteration for Ax # Ay.

Verify that (3.1.15) can be written in the form Ax = b where A is given by (3.1.17).

For the discrete Poisson equation (3.1.5) on a square, show that the Jacobi
iteration matrix is
T, I 0 1
RN
H= , Ty= .
1 e 1
I T, 1 0

where the submatrices are N x N. Show that the matrix-vector multiplication
Hx, where x is given by (3.1.6), can be written as

starts N in
; [ “21- Uy

Un

Uny

=025 un_, ] +025] 0 uy, +0.25

0 U2 | +0.25
ul‘)
. L d

\ stops one short stops N short

Discuss how to implement this calculation using linked triad operations and
storage suppression. Assuming that the timing formulas for vectors of length m
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15.
16.

17.

18.

19.

20.
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are (1000 + 10m) ns for addition and multiplication and (1700 + 10m) ns for
linked triads, show that the time for one Jacobi iteration is approximately
(SON? — 40N + 7000) ns. Show, however, that the time for one Jacobi iteration
using Figure 3.1-8 is approximately (40 N2 + 100N + 4000) ns, and for Poisson’s
equation and using the average instruction (for the CY BER 205), this can be
reduced to (20N2 + 50N + 2000) ns.

Write a pseudocode analogous to Figure 3.1-16 for the back substitution Ux =y.

Consider the Poisson equation u,, + u,, = 4 on the unit square with the condi-
tion that u(x, y) = x?>+ y? on the boundary. Show that the exact solution of
this problem is u(x, y) = x + y% For the discrete equations (3.1.5), show that
the exact solution is u; = x? + y?; that is, there is no discretization error.

For the discrete problem of Exercise 16, implement the Jacobi iteration of Figure
3.1-6 in a column-oriented way as exemplified by Figure 3.1-5, and in a “long-
vector” way as exemplified by Figure 3.1-8. Estimate the time per iteration and
the storage required for each method.

For the problem of Exercise 17, compare the three convergence tests [x**! —
x“.<e Ix**'-x*|lo<e, |b—Ax**'|,<e Which test requires the most
time to implement on your machine?

Show that the eigenvalues of the N x N matrix

are 2 — 2 cos[kw/(N +1)], k =1,..., N with corresponding eigenvectors

(, kar sin Nkw)r
MNTU M N

Hint: Use the trigonometric identity sin(a 4 ) = sin « cos 8 * cos a sin 8 to
verify that Sx = Ax.

A Kronecker product of two n x n matrices B and C is the n® x n* matrix
defined by

bllc e blnC
B®C =
bnlc cUt bnnc

The Kronecker sum of B and C is defined by A= (I ® B) + (C ® I), where I
is the n x n identity matrix. It is known (see, e.g., Ortega [1987a; Theorem
6.3.2]) that the eigenvalues of the Kronecker sum A are u, + v, i,j=1,...,n,



Iterative Methods for Linear Equations 155

21.

22.
23.

24.

25.

where w,,..., 1, and v,, ..., v, are the eigenvalues of B and C, respectively.
Show that the matrix A of (3.1.7) is the Kronecker sum (I ® S) + (S ® I) where
S is the matrix given in Exercise 19. Then use the result of Exercise 19 to show
that the eigenvalues of A are
4-2 ( KTt cos 2T ) ik=1,...,N.
cosN_i_1 cosN+l, hk=1,...,N

Use the results and/or methods of Exercise 20 to show that the eigenvalues of
the Jacobi iteration matrix of Exercise 14 are

l(cos ke + cos Jm ) k=1 N.
2\“®N+1 N+1) PEThee

Show that (3.1.24) and (3.1.28) are equivalent if H and V are given by (3.1.25).

Find a permutation matrix P such that PVPT = H where H and V are the
matrices of (3.1.25). Hint: Consider ordering the grid points bottom to top, left
to right.

Let A= H + V where A, H, and V are symmetric positive definite. Show that
the iteration (3.1.28) with a;, =0, k =0, 1,..., is not convergent.

Let H and V be given by (3.1.25). Show that HV = VH.

References and Extensions 3.1

. The Jacobi iteration is described in numerous books. Definitive treatments on its

basic properties are given, for éxample, in Varga {1962] and Young [1971].
Because of its nearly ideal parallel properties, the Jacobi iteration has been
implemented by many authors on parallel and vector machines; see, for example,
Lambiotte [1975] for a review of earlier work and the use of the long vector
approach exemplified by Figure 3.1-8. The long vector approach by means of
matrix multiplication was used by E. Wachspress.

. We have only considered in the text the simplest kind of partitioning of the grid

points to the processors in a parallel system. More difficult problems include
irregular regions, nonuniform grids, and dynamically changing grids. For these
and other questions, see Bokhari [1985], Berger and Bokhari [1985], Gropp
[1986], McBryan and van de Velde [1985, 1986a], and Morison and Otto [1987].
The latter paper considers mappings of irregular domains to hypercubes (or other
mesh-connected arrays) by scattered decomposition.

. The idea of asynchronous iterations dates back at least to the “chaotic relaxation”

of Chazan and Miranker [1969]. A detailed study of asynchronous iterations,
including numerical experiments, was done by Baudet [1978]; see also Barlow
and Evans [1982], Deminet [1982], and Dubois and Briggs [1982].

. Block Jacobi methods are classical and a detailed treatment of line methods and

their rate of convergence is given in Varga [1962]. More recent work on block
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methods (not necessarily just Jacobi) includes Parter and Steurwalt [1980, 1982],
and Fergusson [1986].

5. ADI methods date back to the 1950s. See Varga [1962] for a good discussion of
the methods and their convergence properties. Implementations on vector com-
puters have been given by Lambiotte [1975], Oppe and Kincaid [1987], and
Kincaid, Oppe, and Young [1986a,b]. Chan [1987] has considered the
implementation of an ADI method on a hypercube by a strategy that avoids
transposing the data. See, also, Saied et al. [1987].

6. Although the discrete Poisson equation (3.1.5) has long been a standard model
problem for iterative methods, it can be solved very efficiently by direct methods,
referred to as “fast Poisson solvers.” For a short review of such methods on
vector and parallel computers, and further references, see Ortega and Voigt
[1985]. For recent work on fast Poisson solvers using domain decomposition, see
Chan and Resasco [1987a,b].

3.2. The Gauss—Seidel and SOR Iterations

We now consider other iterative methods for the system Ax = b, where,
again, we assume that the diagonal elements of A are nonzero. After
computing the new Jacobi iterate for x;,

1 n
xk = —(— Y ayx;+ bl)

an \ j=2
it is reasonable to use this updated value in place of x¥ in the computation

of the subsequent x{*'. The Gauss- Seidel principle is to use new information
as soon as it is available, and the Gauss-Seidel iteration is then

1
xitt = ;(—Z ape ;™ = ¥ agxf + bi),

J<i > (3.2.1)
1= 1, , N k= 0’ 1’
Let
A=D-L-U (3.2.2)

where D is the diagonal of A and —L and —U are the strictly lower and
strictly upper triangular parts of A. Then it is easy to see (Exercise 3.2-1)
that (3.2.1) may be written as

Dx**' = Lx¥"' + Ux* + b
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or

xk+1=ka+d, k=0,1,"" H=(D_L)_‘U’
(3.23)
d=(D-L)"'p

Since D — L is just the lower triangular part of A, its inverse exists by the
assumption that the diagonal elements of A are nonzero.

An important modification to the Gauss-Seidel iteration is the follow-
ing. Let ££*! denote the right-hand side of (3.2.1), the Gauss-Seidel iterate,
and define

XK = xk b (R - xb (3.2.4)
Substituting the representation of £f*' into (3.2.4) and rearranging terms

shows that the x**! satisfy

ax 't Y axft'=(1-w)axf—o0 ¥ axf+wb,  (3.2.5)
Ji<i j=i

or, in terms of the matrices of (3.2.2),
X' = (D - wL)'[(1 - @)D + 0U]x*

+w(D-wl) ', k=0,1,... (3.2.6)
This defines the successive overrelaxation (SOR) iteration. Note thatif w = 1,
this reduces to the Gauss-Seidel iteration. Note, also, that D — wl is
nonsingular by the assumption on the diagonal elements of A.

While (3.2.6) and (3.2.3) provide useful matrix representations of the
SOR and Gauss-Seidel iterations, the actual computations are to be done
by (3.2.1) and (3.2.4). In any case, the next iterate is obtained by solving a
lower triangular system of equations with coefficient matrix D — wL. The
equations (3.2.1) and (3.2.4) are just an explicit representation of this
solution.

Convergence Theorems

We next state a few main theorems about the convergence of the
Gauss-Seidel and SOR iterations. Proofs of these and additional results,
as well as definitions, are given in Appendix 2. We assume throughout that
A is nonsingular.
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3.2.1. TueoreM. If A is strictly or irreducibly diagonally dominant, or
if A is an M matrix, then the Gauss-Seidel iterates converge for any x°.

The following result shows that, no matter what the matrix, the real
parameter  in SOR must be restricted to the interval (0,2) in order to
have convergence.

3.2.2. KAHAN'S LEMMA. The SOR iteration cannot converge for every
x° unless o € (0, 2).

The previous result by no means implies convergence if w € (0, 2).
However, for an important class of matrices, this is indeed the right interval.

3.2.3. OsTROWSKI-REICH THEOREM. If A is symmetric positive definite and
w € (0,2), then the SOR iteration converges for every x°.

We note that the introduction of the parameter w has been made in
order to enhance the rate of convergence of the Gauss-Seidel iteration.
This is discussed in Appendix 2.

Block SOR

We next consider two variations of the SOR iteration that will be
important in the sequel. As with the Jacobi iteration, we can apply the
Gauss-Seidel iteration to a partitioned matrix

A=| - . (3.2.7)

to obtain the block Gauss-Seidel method

k
Apxit! = _Z' Al‘j"ll‘c+l - X Ayxj +b,
j<i Jj=i

(3.2.8)

i=1,...,q k=0,1,...
where x* and b are partitioned commensurately with A. It is assumed here
that the A; are all nonsingular. The parameter o is introduced analogously

to (3.2.4) by

X = xk 4 o (kF - x)) (3.2.9)
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where X! is the Gauss-Seidel iterate produced by (3.2.8); this gives the
block SOR iteration. As an example of these block methods, consider again
the matrix (3.1.7) corresponding to the discrete Poisson equation on the
unit square. In this case, (3.2.8) reduces to

Tx* = x¥l +xk, +b,, i=1,...,N (3.2.10)

As with the corresponding line Jacobi method, the new iterates on a line
of the grid are updated simultaneously, the difference now being that these
new iterates are used as soon as we move to the next line. Thus, (3.2.10) is
called a line Gauss-Seidel method and the corresponding SOR iteration is
generally called a successive line overrelaxation (SLOR or LSOR) method.

SSOR

Another important modification of the SOR iteration is the symmetric
SOR (SSOR) method. This is a double step method in which an SOR step
is followed by an SOR step in the reverse order. We consider it first for the
Gauss-Seidel method to obtain the symmetric GS (SGS) iteration. In the
kth stage, the Gauss-Seidel iterate is obtained by

xkH1/2 - (D - L)_lka +(D - L)“'b (3.2.11)

k+1/2

and we have labeled this Gauss-Seidel iterate x . We now proceed

through the equations in reverse order using the values of x**'/? just
computed:

1

xk* =—(—Z apft =Y apxf T+ b,-), i=nn-1,...,1

a; j>i j<i

In terms of the matrices D, L, and U, this can be written as
ka+l = ka+l + ka+l/2+b
or
xX'=(D-U)"'Lx**"?*+(D-U)™" (3.2.12)

Thus, the roles of L and U reverse on this step. One SGS iteration is then
the combination of (3.2.11) and (3.2.12):

x*' = (D - U)'L(D - L)' Ux* +d (32.13)
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where
d=(D-U)'L(D-L)'p+(D-U)""b

For the SSOR iteration, one simply inserts the relaxation parameter o,
as in (3.2.4)-(3.2.6), on both steps. The matrix representation of the SSOR
iteration is then

x"'= (D - oU)™'[(1 - w)D+ LD - wL)™!
X [(1-w)D+wUl*+d (3.2.14)
where now
d=0w(D-o0U){[(1 -0)D+oL}(D-wl) +I}b

Computationally, of course, SSOR is carried out by the simple formulas
analogous to (3.2.1) and (3.2.4) and the rather formidable expression (3.2.14)
is only the matrix representation of this process. In terms of a discrete
partial differential equation, the symmetric Gauss-Seidel or SSOR iterations
amount to sweeping through the grid points on one step and then sweeping
through again in exactly the reverse order on the second step.

A basic convergence theorem for the SSOR iteration corresponds to
the Ostrowski-Reich Theorem 3.2.3. The proof is given in Appendix 2.

3.2.4. THEOREM. SSOR Convergence. If A is symmetric positive definite
and o € (0, 2), then the SSOR iteration converges for every x°.

The Red-Black Ordering

We turn now to the parallel and vector implementation of the methods
discussed so far in this section. We begin with the Gauss-Seidel iteration.

By (3.2.3), a Gauss-Seidel iteration can be viewed as solving a lower
triangular system of equations, a problem discussed at some length in the
previous chapter, in which it was noted that parallel methods are only
moderately satisfactory. However, the Gauss-Seidel (or SOR) iteration will
in practice only be used for sparse systems of equations, and in this case
the methods of the previous chapter for triangular systems may be totally
unsatisfactory.
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One approach to successful parallel implementation of the SOR method
is to reorder the equations in such a way that the solution of the lower
triangular system can be done efficiently in parallel. Note that, as opposed
to the Jacobi iteration, the Gauss-Seidel iteration depends on the order in
which the equations are solved. Thus, given the equations

we can elect to apply the Gauss-Seidel principle to these equations in any
order, not necessarily the order i = 1,..., n. Equivalently, we can apply
Gauss-Seidel in the usual order to the equations PAx = Pb, where P is a
permutation matrix that gives us the order of the equations that we desire.
However, our basic assumption in applying the Gauss-Seidel method is
that the diagonal elements a; are all nonzero and we wish to maintain this
property under reorderings. Thus, instead of only interchanging the
equations, we will also make a corresponding renumbering of the unknowns.
This is equivalent to considering new coefficient matrices PAP”, where P
is a permutation matrix. For a given system of n equations there are n!
possible reorderings of this type and n! corresponding Gauss-Seidel (and
SOR) methods. Our general problem, then, is to ascertain for a given matrix
A which, if any, of these n! possible orderings leads to a form of PAPT
that is suitable for parallel and vector computing.

In order to establish an approach to this problem, we concentrate first
on the discrete Poisson equation (3.1.5) on a square grid. Corresponding
to (3.2.1), the update at a grid point by the Gauss-Seidel iteration is
shown schematically in Figure 3.2-1. If we assume that we are moving
through the grid points left to right, bottom to top, Figure 3.2-1 depicts the
situation at the i, j grid point: iterates already computed on this sweep,
labeled “new,” combine with iterates from the previous sweep, labeled
“old,” to give the new iterate at the i, j point. A direct vectorization of this
computation, as was done for Jacobi’s method, is not suitable, although we
will discuss a variation of it later.

old

new old

new
Figure 3.2-1. Gauss-Seidel update.
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Be R6 B7 R1 B8
R3 B4 R4 BS RS
B1 R1 B2 R2 B3

Figure 3.2-2. The red-black ordering of grid points.

In line with our previous discussion of reordering the equations, we
now renumber the grid points and the corresponding unknowns. An impor-
tant classical ordering is the red-black (or checkerboard) ordering illustrated
in Figure 3.2-2. The grid points are first divided into two classes, red and
black, and then ordered within each class. In Figure 3.2-2 is shown the
ordering left to right, bottom to top within each class. The unknowns at
the grid points are ordered analogously so that, for example, u at R1 will
be the first unknown, u at R2 the second, and so on until the red points
are exhausted; the ordering then continues with the black points. This is
illustrated in Figure 3.2-3 by writing out the equations (excluding the
right-hand sides) for N = 2 for Poisson’s equation.

For general N, at any interior point, red grid points will be coupled
only with black grid points and conversely, as illustrated in Figure 3.2-4.
Thus when we write the equations with all of the unknowns at red points
ordered first, the system will be of the form

DR C Ugr _ bl
[CT D.;][us]"[bz] (32.15)

Here D = 4l and Dy = 41y, where Iy is the identity matrix of size equal
to the number of red interior grid points and similarly for Is. The matrix
C contains the interactions between the red and the black unknowns. The
special case of (3.2.15) for N = 2 has been illustrated in Figure 3.2-3. Note
that the coefficient matrix of (3.2.15) must be symmetric since it is of the
form PAPT and A is symmetric.

Now consider the Gauss-Seidel iteration applied to (3.2.15):

D 0 [uk"] [w] _[o C][u’,;]
[CT DB][uZﬂ]—[bz] 0 o]lut (3.2.16)

4 0 -1 —-1{Jur,
0 4 -1 -—-1||ug,y
-1 -1 4 0fjup
-1 -1 0 4)|up,

B2 R2

R1 B1

Figure 3.2-3. Red-black equations for four unknowns.
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B R
B R B R B R
B R

Figure 3.2-4. Red-black stencils.

This uncouples into the two separate parts
uit! = DR'(b, — Cuf),  uh'=D3'(b,— CTui")  (3.217)

Thus, although (3.2.16) still requires the solution of a lower triangular
system of equations to advance one iteration, because D and Dy are
diagonal the solution of this system reduces to the matrix-vector multiplica-
tions indicated in (3.2.17).

For the SOR iteration we add the parameter w in the usual way. Thus,
applying (3.2.6) to (3.2.16), we obtain

[ D 0 ][u'f{"] B [wb,] +[(1 -w)Dy  —wC ][u',;]
wCT Dglluk]  Lob, 0 (1 - w)Dg]lub

ukt! = DR'[wb, + (1 — @) Dru’ — 0Culf]

or

(3.2.18)

ubt' = D'[wb, + (1 — @) Dguly — wCTukM

This is the matrix representation of an SOR step, but the actual computation
need not utilize explicitly these matrix formulas. Rather, the Gauss-Seidel
values at the red points, d%", can first be computed and then the SOR
values are

ubkt! = uk + w(ik' —uk) (3.2.19)

Using these updated values at the red points, the new values at the black
points are obtained in an analogous way. The new Gauss-Seidel iterate for
the red points is the same as the Jacobi iterate for these points, and similarly
for the black points. Thus, the SOR iteration is implemented by using two
Jacobi sweeps through the grid, each on roughly half of the grid points.
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Parallel Implementation

Suppose first that we have p = N?/2 processors arranged in a mesh-
connected array as illustrated in Figure 3.1-2. We assign one red and one
black interior grid point to these processors as shown in Figure 3.2-5. The
processors holding grid points adjacent to the boundary will be assumed
to hold the corresponding boundary values. In order to do one Gauss-Seidel
iteration, all processors will first update their, say, red values in parallel
and then their black values. As noted previously, these are just the computa-
tions for Jacobi iterations. The relaxation parameter w will be inserted after
each half step to yield the SOR values. For the red points, this is the
computation (3.2.19) and similarly for the black points.

In the more realistic case that p « N2, the unknowns would be suitably
packed into the available processors. For example, if N> = 2mp, then m
red points and m black points would be assigned to each processor. If p
is not an even multiple of N2, then we will assign as close as possible the
same number of red and black points to each processor, but there will
necessarily be some imbalance in the assignment. Note that the extreme
case of p = N? processors with one unknown per processor, as discussed
for the Jacobi iteration, is not beneficial here since half the processors would
be idle at any given time while the computations for the unknowns of the
other color were progressing.

The above SOR iteration involves the same considerations as in the
Jacobi method concerning communication on local memory machines,
convergence testing, and synchronization. The synchronization here would
be done after each Jacobi step; that is, all new black values would be
computed and passed to the processors that need them before the computa-
tion on the red values would proceed, and conversely. Alternatively, just
as with the Jacobi iteration, the iteration may be carried out asynchronously
and we will call this the asynchronous red-black SOR iteration.

Vectorization

The vectorization of the red-black SOR iteration is done in essentially
the same way as for Jacobi’s method. Consider first a vector computer that

RB RB

B R B R

Figure 3.2-8. Red-black processor assignments.
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uses vector registers and for which N/2 is a suitable vector length. We
assume that the red unknowns at each row of the grid are stored as vectors
and likewise for the black unknowns. Then, for the Poisson equation, a
Gauss-Seidel updating of the red unknowns on the ith grid line is accom-
plished by

UR(I, ) = 0.25[UB(I, )_, + UB(I, ).,

+ UB(I -1, )+ UB(I +1, )] (3.2.20)

where the notation UB(I, )_, denotes the vector of black values on the ith
line starting one position to the left and, similarly, UB(I, )., starts one
position to the right. It is assumed that all UB and UR vectors also hold
the boundary values for their rows and that vectors with 0 or N + 1 in the
first position hold the boundary values at the bottom and top of the grid.
If the forcing function f for Poisson’s equation is nonzero, it would be
added to (3.2.20) and the relaxation factor w for the SOR iteration would
be incorporated in an obvious way. A vector register schematic correspond-
ing to Figure 3.1-5 is left to Exercise 3.2-5.

For a vector computer for which it is desirable to use vector lengths
as long as possible, we again follow the procedures used for Jacobi’s method.
Corresponding to the approach of Figure 3.1-8, we now will have two
vectors, each of length O(N?/2), one containing all red values and one
containing all black values. Each will also contain red or black boundary
values. This is illustrated in (3.2.21) for the grid of Figure 3.2-2, where now
we assume that the outermost points on the two sides and bottom are
boundary points. Equation (3.2.21) then indicates the computation to obtain
new red Gauss-Seidel values from black ones:

8,1 [B,] ‘1,1 [r.] [B,+B,+Bs+B8]
B,| |B; T, T,| |B,+ Bs+ B+ By |*
B B
T=|5le|B),  R=|D| 4|l [Pt Bt BBl 5y
BS B7
B6 BS
K B A I I | |

After (3.2.21), R is multiplied by 0.25 to obtain the new red values. Similar
computations give new black values from red ones. The SOR parameter
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and values of a forcing function f are easily incorporated into this scheme.
As with Jacobi’s method, (3.2.21) will overwrite boundary values unless
this is suppressed by a suitable control function. The asterisk in (3.2.21)
indicates such a spurious value.

The scheme of (3.2.21) illustrates the computation for the grid of Figure
3.2-2 for which N = 3. It extends immediately and obviously to a grid for
which N is odd but not to a grid with even N. This is illustrated in Figure
3.2-6 for the grid with four interior grid points B3, R4, RS, and B6. The
computation corresponding to (3.2.21) is then

B, B,
B, B,
T=|B,|+]|Bs ],
B B
T, T,] [B,+B;+ B,+B;
T, T, By+ B, + Bs + B,
R=|T,|+|Ts|= :
T,

which is incorrect. In many cases, the value of N is up to the problem
solver and can be chosen to be odd. If N must be even, a simple artifice
is to extend the grid with an additional column of “boundary” values. Thus
the grid of Figure 3.2-6 would be changed to that of Figure 3.2-2. There
are still only four interior grid points, labeled now B4, R4, R6, and B7.
The values of u on the right-most column are arbitrary values; these enter
the computation but not in a substantive way. The calculation of (3.2.21)
now produces the correct values at the interior grid points. This introduction

R17 B7 R8 B8
BS R5 B6 R6
R3 B3 R4 B4
B1 R1 B2 R2

Figure 3.2-6. Four interior grid points.
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of artificial grid points causes some inefficiency, both in computation time
as well as storage (see Exercise 3.2-7), and it would be desirable to choose
N to be odd when possible.

The matrix multiplication approach to long vectors, discussed for
Jacobi’s method for the equation (3.1.14), also extends to the red-black
SOR method. This is based on the formulas (3.2.17) or (3.2.18). However,
the average vector lengths will now be less than half that for Jacobi’s method
since the red-black ordering tends to distribute long diagonals in the Jacobi
iteration matrix into several shorter diagonals in the matrix C.

Multicoloring

The implementation of the SOR iteration by means of the red-black
ordering of grid points is limited to rather simple partial differential
equations, such as Poisson’s equation, and rather simple discretizations, as
we will now illustrate.

Consider the equation

U + Uy, + au,, =0 (3.2.22)

again on the unit square, where a is a constant. This is just Laplace’s
equation with an additional mixed derivative term. The standard finite
difference approximation to u,, is

1
Uy, = Z}?[“iﬂ,jﬂ = Uiy je1 — Uiryj1 T ui—l,j—l] (3.2.23)

which combined with the previous approximation (3.1.5) for Laplace’s
equation gives the system of difference equations

Wiy it Wiyt Uije + U — 4uy

a
+Z[ui+l,j+l = Ui—y,jr1 — Uiwp ja T ui——l,j—-l] =0, (3.2.24)

iij=1,...,N

For a red-black ordering of the grid points, as in Figure 3.2-2, it is easy to
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R B R
B. .B
R B R

Figure 3.2-7. Red-black ordering for nine-point stencil.

see (Exercise 3.2-8) that the system (3.2.24) may be written in the form

DR C Upr _ bl
[CT DB][uB] = [b] (3.2.25)

as was done for Poisson’s equation. However, the matrices Dg and Dy in
(3.2.25) are no longer diagonal. The problem is that the unknown at the i
j grid point is now coupled with its eight nearest neighbors, some of which
have the same color as the center point. This is illustrated in Figure 3.2-7.

The solution to this problem is to introduce more colors as illustrated
in Figure 3.2-8. Now, if we write the equations for all the red points first,
all the black points next, and so on, the system takes the form

D, By, B3 By URr b,
Byy D, By Byj|ug = b, (3.2.26)
By, By, D; By |ug b,
By Bsy By Dy Uy b,

where the diagonal blocks D, are diagonal. The Gauss-Seidel iteration can
then be written as

Dt"’:‘zﬂ = _BIZHZ - Bn“’é - Bm“’év +b,
(3.2.27)
Dz“’é“ = ‘leulfzﬂ - st“'& - Bza"ﬁv +b,
R B G W R B G w
G w R B G w R B
R B G 1'% R B G w

Figure 3.2-8. A four.color ordering.
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and so on for the other two colors. Since the D; are diagonal, the solution
of the triangular system to carry out a Gauss-Seidel iteration has again
collapsed to just matrix multiplications.

The four-color ordering of Figure 3.2-8 was based on the coupling of
grid points illustrated in Figure 3.2-7, and we will call such a pattern a
stencil, A stencil shows the connection pattern of a grid point to its neighbors
and depends on both the differential equation and the discretization used.
Some other common stencils are shown in Figure 3.2-9.

The number of colors indicated in Figure 3.2-9 is predicated on the
assumption that the given stencil is the same at all points of the grid. Then
the criterion for a successful coloring is that when the stencil is put at each
point of the grid, the center point has a color different from that of all other
points to which it is connected. It is this “local uncoupling” of the unknowns
that allows a matrix representation of the problem that in general has the
form

D, B,, :-: B, u b,

B'21 D, : “_2 — lfz (3.2.28)
. Bc—l,c .

Bcl to Bc,c—l Dc u, bc

in which the diagonal blocks D, are diagonal. We will call a matrix of the
form (3.2.28) a c-colored matrix. Note that ¢ = 4 in (3.2.26) and ¢ = 2 for
the red-black ordering. With the system in the form (3.2.28), the Gauss-
Seidel iteration can be carried out, analogously to (3.2.27), by

ui*' = D;! [b,- - Y Bujt' -y B,.,.u,’f], i=1,...,c (3.2.29)

J<i =i

and, again, the solution of the triangular system is reduced to Jacobi-type
operations.

- oK %

Figure 3.2-9. Some common stencils. (a) 9 point—3 colors; (b) linear elements—3 colors;
(c) quadratic elements—6 colors.
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G W G W G W R B G R B G
R B R B R B B G R B G R
G W G W G W G R B G R B
R B R B R B R B G R B G

Figure 3.2-10. Colorings for Figures 3.2-7 and 3.2-9. (a) Four color ordering; (b) three color
ordering.

In general, one wishes to use the minimum number of colors that are
necessary to achieve the matrix form (3.2.28). For arbitrary stencils that
can vary at each point of the grid and arbitrary grids this is a difficult
problem. However, if the stencil is repeated at each grid point it is generally
evident how to achieve the minimum number of colors. But the coloring
pattern need not be unique, even when the minimum number of colors is
used. Figure 3.2.-10 gives another four-color ordering, different from that
of Figure 3.2-8, for the stencil of Figure 3.2-7 as well as a three-color ordering
suitable for stencils (a) and (b) of Figure 3.2-9. It is left to Exercise 3.2-10
to find a six-color ordering for the stencil (c) of Figure 3.2-9,

We note that for systems of partial differential equations the number
of colors will generally be multiplied by the number of equations. Thus,
for example, if the grid stencil requires three colors and there are two partial
differential equations, then six colors will be required to achieve a ¢-colored
matrix. We note also that the rate of convergence of the Gauss-Seidel and
SOR methods depends on the ordering of the equations, and the effect of
multicolor orderings on the rate of convergence is not yet completely
understood.

Parallel and Vector Implementation

We turn now to the implementation of the Gauss-Seidel and SOR
iterations using multicolor orderings. For simplicity, we consider again only
a square grid with N? interior grid points. We begin with a local memory
mesh-connected system with p processors, and assume that N> = cmp, where
¢ is the number of colors. Thus, each processor will hold mc unknowns.
This is illustrated in Figure 3.2-11 for m = 1 and ¢ = 4, using the color
pattern of Figure 3.2-8. The processors first all update their red points and
then transmit the new values to the processors that will need them. In Figure
3.2-11 we have used the stencil of Figure 3.2-7 to show a sample communica-
tion pattern. Thus, the updated red value in processor P,, must be transmit-
ted to processors P,;, P,,, and P,, but not to processors P,; and Py;. The
black values are then all updated, followed by the green and then the white.
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GWwW R B GW
R B GWwW R B
N |/
P21 \I?zz P2
7
GW R B GW
R B+ [GwW R B
Py P2 Py3

Figure 3.2-11. Processor assignment.

Between each stage there is data transmission and synchronization; alterna-
tively, the iteration could be run asynchronously. For each set of colored
values, we do only Jacobi operations, plus the SOR modification using w.
Hence, the iteration is implemented, in essence, by four Jacobi sweeps of
the grid, each updating O(N?/4) points or, in general, ¢ sweeps if ¢ colors
are used. Our assumption that N? = cmp is based on the tacit assumption
that updating at each grid point requires the same amount of work so that
the distribution of mc unknowns to each processor balances the overall
workload.

We consider next the implementation on vector computers that use
vector registers. We assume, for simplicity, that the domain is a square or
rectangle, and that the unknowns are stored in ¢ two-dimensional arrays,
one for each color, with the ordering of grid points left to right, bottom to
top. Boundary values are held in the appropriate positions in these arrays
and any forcing function data over the grid are held in a separate array.
Then the unknowns of the first color are updated, followed by the second
color, etc. The vector operations are of length O(N/c¢).

As an example, we consider the difference equations (3.2.24) on a
square grid with the four-coloring illustrated in Figure 3.2-8. The unknowns
will be held in the four arrays UR, UB, UG, UW. The top and bottom rows
will hold boundary values as will the first and last positions in the other
rows. Then the Gauss-Seidel updates of the red points on the ith row will
be done by the vector operations

UR(IL, ) = 0.25[UB(L, )4y + UW(, )_, + UG(I + 1, )
+ UG( -1, )] +0.0625a[UB(I + 1, )_, + UB(I - 1, )_,
+UWI+1, )y + UWUI -1, )4y] (3.2.30)

where we use the same notation as in (3.2.20). Similar statements will be
used to update the black, green, and white points.
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For vector computers that require long vector lengths for efficiency,
we wish to work with one-dimensional arrays, one for each of the colors,
of length O(N?/c). As was done for the Poisson problem, these vectors
will also hold the boundary values, and storage into the boundary positions
is assumed to be suppressed. Again we use the equations (3,2.24) and the
coloring of Figure 3.2-10 as an example. We reproduce this coloring in
Figure 3.2-12 with the grid points ordered. For simplicity of presentation,
in the following schematic for the Gauss-Seidel update of the red points,
we do not use the special approach of (3.1.16), as was done with the Poisson
problem; this is left to Exercise 3.2-15. We also omit multiplication by the
constants 0.25 and 0.0625a.

R, G, Gs W, B, W Wi B, B,
R5 Gz G7 W4 BS W‘; W2 B7 Bz
* Rﬁ 63 GS WS BG Wa W3 Bs B3
R7 = G4 + Gg + W6 + B7 + W9 - W4 - 89 + B4 (3.2.3 1)
R8 GS GIO W7 Bs WlO WS BlO BS
R9 G6 Gll Ws Bi9 Wll W6 Bll B6

Similar computations would be done to update the black, green, and white
points. We have indicated by an asterisk in (3.2.31) a spurious computation
whose storage into the corresponding boundary position would have to be
suppressed. Equation (3.2.31) illustrates the computation for N = 8. In
general, for this problem, we need N to be of the form N = 4M, for some
integer M.

Line SOR

We next discuss briefly the parallel and vector implementation of line
SOR. Consider first the discrete Poisson equation and the line Gauss-Seidel
method (3.2.10) for the equations written in the natural order. The effective
parallelization of (3.2.10) has the same difficulty as the point Gauss-Seidel
method, and again one approach is a reordering of the equations. This time,

G8 W8 R9 B9 G9 W9 R0 B10 G100 W10
R6 B6 G6 W6 R7 B7 G7 W7 RS B8
G3 W3 R4 B4 G4 W4 RS B5 G5 W5
R1 Bl Gl W1 R2 B2 G2 W2 R3 B3

Figure 3.2-12. Numbered multicolor ordering.
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n
AT I®

Figure 3.2-13. Red-black ordering by lines.

however, we color the node points by line as illustrated in Figure 3.2-13.
This is sometimes called a *“‘zebra ordering” (replace red by white). With
the ordering of Figure 3.2-13, the equations for the unknowns on the ith
line couple red points with only black points on the adjacent lines. If we
denote the unknowns on the ith red line by ug;, and similarly for the black
unknowns, then a line Gauss-Seidel step for updating the red points is

Tul' =ub,_, +ul +b,, i=1,...,N (3.2.32)

and similarly for updating the black points. The tridiagonal systems (3.2.32)
can now be solved in parallel or by vectorizing across the systems just as
was done with the line Jacobi method. The only difference is that now the
vector lengths are O(N/2).

For more general equations and/or discretizations the same principle
applies, although additional colors may be needed. Referring to Figure
3.2-9, a red-black coloring by lines still suffices for the stencil (b), but three
colors are required for (a) and (c) as illustrated in Figure 3.2-14. The
equations using colors by lines can still be represented by (3.2.28) but now
the diagonal blocks D; will have the form

D;,
D,
D, = ? (3.2.33)
Dl'c,
G G G G
B B B B
R R R R
G G G G
B B B B
R R R R

Figure 3.2-14. Three-coloring by lines.
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where ¢; is the number of lines of color i and each D;; is a banded matrix.
We call a matrix of the form (3.2.28, 3.2.33) a block c-colored matrix.

SSOR

The SSOR iteration can be implemented in exactly the same fashion
as SOR using red-black or multicolor orderings. However, a curious thing
happens that has the beneficial effect of reducing the necessary computation.
Suppose, first, that the red-black ordering is used on the Poisson problem,
or any other problem for which the red-black ordering gives a two-colored
matrix. Suppose that the pattern of sweeping the grid is

red, black, black (reverse), red (reverse), red, ...

which would correspond to going through all the grid points and then going
through them in the reverse order. However, in this case, the updating of
the black points in reverse order uses only red points which have not been
changed from the forward sweep. Hence, for the case that w = 1 the reverse
black sweep produces exactly the same updated values as the forward sweep
and the first symmetric Gauss-Seidel iteration is really only the three sweeps:

red, black, red (reverse)

The analogous thing happens if ¢ colors C,,..., C, are used. Here,
the pattern is

CiyeoryCaty Coy Coy Coty ooy C1, Gy . .. (3.2.34)

and if w = 1, the two consecutive sweeps for C, are identical; the same is
true for the two consecutive sweeps for C,. Hence, the symmetric Gauss-
Seidel iteration becomes

(Chy.eo iy Coty Coy Compy .., CINCy,y ..., Coy ., Cy), ... (3.2.35)

and it is reasonable to call the set of sweeps in parentheses the symmetric
Gauss-Seidel iterations. The same pattern then persists on subsequent
iterations. For two colors, that is, the red-black ordering, (3.2.34) then
becomes

(R, B, R), (B, R), (B,R)... (3.2.36)

where the parentheses define a complete symmetric Gauss-Seidel iteration.
Thus, after the first iteration, symmetric Gauss-Seidel reduces to just Gauss-
Seidel but with the order of colors reversed from the starting order.
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If w # 1, the steps C., C. in (3.2.34) are no longer identical because
of the effect of w. To see what this effect is, let ul be the SOR result of the
first C, step, let u? be the result of the second step, and let @i be the
corresponding Gauss-Seidel results. Then

ul=(1 - oul+ wi’ (3.2.37)

But the Gauss-Seidel result depends only on the values at the other colors
1,..., ¢ — 1 which have not changed since the previous Gauss-Seidel result
was computed. Hence @2 = @/ and substituting into (3.2.37) the expression
for ul in terms of i} and the original value u? gives

wl=01-o)(1-wul+toei]+weil=_01-0)ud
+[(1 - w)o + wlil=(1-é)ud+ da!

where & = w(2 — w) since (1 — w)* = 1 — w(2 — w). Hence, the result of the
two consecutive C,, C, steps in (3.2.34) with parameter w is the same as a
single SOR step with parameter &. Thus, one can carry out the two C,, C,
steps with a single Gauss-Seidel sweep (i.e., Jacobi sweep) using the
modified value @. The same will also be true for the consecutive C,, C,
steps. This, of course, allows considerable reduction in the work required
to carry out a complete SSOR iteration.

It should be noted that when the original equations can be written in
the red-black form, it is known that the optimal value of @ for the rate of
convergence of SSOR is w = 1. However, the same result is not known for
c-colored matrices when ¢ > 2,

The Conrad-Wallach Trick

We next describe another way, which we call the Conrad- Wallach
trick, to save computation in the SSOR iteration. The SSOR iteration (3.2.14)
may be written as

(D - wL)x**'"? = (1 — w) Dx* + wy* + wb,
(3.2.38a)
yk+|/2 = ka+1/2 +b

(D _ wU)xk+l — (1 _ w)ka+l/2 + wyk+l/2’
(3.2.38b)
yk+l = ka+l
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where y° = Ux®. The intent of (3.2.38) is to carry out the SSOR iteration
in such a way that the quantities y**'/? and y**' are obtained with no
additional computation. To see how this can be done, we consider the
iteration in component form.

At the beginning of the (k + 1)st stage, let y* = Ux". Then the computa-
tion of x¥*'/? is given by

)/c«:c+l/2 . (Z k+1/2+y:< + bl'>’
ii

J<i

k+1/2

x| = x¥+ (R - xk (3.2.39)

In the course of this computation, we replace y! by

k+l/2 z I'x_:'(+l/2+b,'

j<i

k+1/2 K+1/2 _

Hence, at the end of the computation of x we also have y
Lx k412 4y Therefore, at the next half step we compute

a 1
Flan ‘—(Z ux :c+1+yk+1/2),

a" i>i
(3.2.40)
Xkl = xkH1/2 (xk+| k+1/2)
During this half-step, we replace y;*"/? by
yitt = L upxy™ (3.2.41)

j>i

so that at the end of the computation of x**' we also have y**' = Ux**"!
to begin the next stage. Thus, we avoid the computation of Lx**'2 and
Ux**! except at the outset when we must compute y° = Ux’. Application
to the discrete Poisson equation (3.1.5) using both the natural and red-black
orderings is left to Exercise 3.2-16.

A Data Flow Approach to SOR

We next consider an approach to the parallel implementation of the
SOR algorithm which is seemingly quite different although there is a strong
connection to multicolor orderings. We will illustrate this approach by
considering first a system of equations that arises from discretizing a partial
differential equation with the nine-point grid stencil of Figure 3.2-7. We
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old old old
new ° old
new  new new

Figure 3.2-15. Update pattern.

assume that the grid points are ordered in the natural fashion, left to right,
bottom to top.

For a typical grid point, the corresponding unknown can be updated
by the SOR algorithm only when its south, west, southeast, and southwest
neighbors have already been updated, as illustrated in Figure 3.2-15. The
idea of the data flow algorithm is to do the updating as soon as possible
at each grid point. This is illustrated in Figure 3.2-16, where the numbers
indicate the time at which that unknown is updated.

In Figure 3.2-16, the unknowns at grid points (1,1) and (1, 2) are
updated on the first two time steps. The necessary information is now
available to update the unknowns at grid points (1, 3) and (2, 1) and these
are done in parallel on the third time step. Similarly, the unknowns at grid
points (1,4) and (2,2) can be updated on the fourth time step. Now, all
the forward neighbors of the (1, 1) grid point have been updated and this
unknown can then be updated a second time on the fifth time step, in
parallel with the first updates of a number of other unknowns. The pattern
should now be clear.

The computation proceeds through the grid in a number of wave fronts,
rather similar to those of the data flow formulation of LU decomposition
described in Section 2.2. Consider the 11th time step. The unknowns at grid
points (1, 3) and (2, 1) are being updated a third time, those at grid points
(4, 1), (3, 3), and (2, 5) are being updated a second time, and those of (6, 1),
(5,3), and (4, 5) are being updated the first time. This illustrates that at any
given time, once the process has started, a number of unknowns can be
updated in parallel and these updates will correspond to different iteration
levels.

11, 15,19 12, 16, 20 13,17,21 14,18, 22 15,19,23
9,13,17 10, 14,18 11, 15,19 12,16, 20 13,17, 21
7,11,15 8,12,16 9,13,17 10, 14,18 11,15,19
59,13 6,10, 14 7,11, 15 8,12,16 9,13,17
3,1 4,8,12 59,13 6,10, 14 7,11, 15
»3,9 2,6,10 3,7, 11 4,8,12 5,9,13

Figure 3.2-16, Update times.
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Semi-iterative Methods

The introduction of the parameter w in the SOR method is a way to
accelerate the basic Gauss-Seidel method. Another acceleration procedure
is the following. We start with some basic iterative method (Jacobi, SOR,
etc.) written as

x**'= Hx*+d, k=0,1,... (3.2.42)

Given the iterates x* and x**! we attempt to obtain an improved approxima-

tion to the solution % by a linear combination of these two iterates. Thus,
we define

Y = o, x¥ + aox® = a,(Hx* +d) + apx® (3.2.43)

We assume that the method (3.2.42) is consistent, that is, the solution
satisfies X = HX + d. (See Appendix 2). We also wish the method defined
by (3.2.43) to be consistent. Thus, if we replace x* and y**! in (3.2.43) by
%, we require that

ﬁ = al(Hﬁ+d)+ a2ﬁ= a|ﬁ+ azﬁ

so that a; + a, = 1. With this constraint on @, and «,, we can write (3.2.43)
in terms of a single parameter y. Also, the iterates that we actually compute
will be the y* and we write (3.2.43) in the form

Y= y(Hy* +d) + (1 - y)y* (3.2.44)

which is known as an extrapolation of the original method (3.2.42) or an
extrapolation method. At the kth stage, starting with y*, we do a basic iterative
step to form Hy* + d and then obtain y**' from (3.2.44).

The idea of taking linear combinations of basic iterates can be extended
to any number of iterates. Assume that x', ..., x™ have been generated by
the basic iterative method (3.2.42) and define

Y= 3 o (3.2.45)
i=1

This is known as a semi-iterative method. If the basic iterative method
(3.2.42) is the Jacobi method, then the corresponding semi-iterative method
is called the Jacobi-SI method. Similarly, we have the SOR-SI and SSOR-SI
methods.

From the consistency of (3.2.42), the errors x* —& satisfy (see
Appendix 2)

xk— % = H*(x* - %) (3.2.46)
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and if (3.2.45) is to be consistent we must have

m
A A
X= ) ap,X
1

or
:21 s = 1 (3.2.47)
Thus
Y - g = g (X = %) = $ an H'( = %) = p(H)x" = %) (3.2.48)

i=1 i=1

where p(H) is the polynomial
p(H)= Y a,H' (3.2.49)
i=1

Because of the role of this polynomial in the error behavior, semi-iterative
methods of the type we have been discussing are also known as polynomial
acceleration methods.

We now wish to choose the a,,; so as to maximize the rate of conver-
gence, and for this we need to minimize the spectral radius of p(H) (see
Appendix 2). The condition (3.2.47) is equivalent to

p(1)=1 (3.2.50)

and we define 2,, to be the set of polynomials p of degree m for which
(3.2.50) holds. Since the eigenvalues of p(H) are p(A;),i=1,..., n, where
A1,..., A, are the eigenvalues of H, the minimization problem with which
we are faced is

min max |p(A;)| (3.2.51)

pPEP, I1<isn

The problem (3.2.51) is intractable as stated since we will know the
eigenvalues of H only for very special problems; usually, at best, we will
only have bounds of some kind. As an example of one way to proceed, we
now assume that the eigenvalues of H are real. This is the case for the
Jacobi and SSOR iterations if A is symmetric and positive definite (Appendix
2) but not, in general, for the SOR iteration. Let A, and A, be the minimum
and maximum eigenvalues of H, and let

“l<as Az <A, sb< (3.2.52)
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Then the quantity

min max, Ip(A)| (3.2.53)

is an upper bound for that of (3.2.51) since the maximum over the eigen-
values has been replaced by a maximum over an interval that contains all
the eigenvalues. The minimization problem (3.2.53) is classical and can be
solved in terms of Chebyshev polynomials of the first kind. These poly-
nomials may be defined by the recurrence relations

T,(A) =1, T(A) =2  T(d)=2AT:(d) - T.,(A),

3.2.54
i=1,2,..,m-1 (3.2:34)

or they can be expressed as
T,.(A) =cos(mcos™ 1), |Al=<1 (3.2.55)

The polynomials defined by (3.2.54) solve (3.2.53) whena = —land b = 1.
For other intervals it is only necessary to make the linear change of variable
that maps [a, b] onto [—1, 1]; then the solution of (3.2.53) is given by

pn(A) = Tm(g%fﬁ) / Tm(?;—f;—“) (3.2.56)

From (3.2.54), it follows (Exercise 3.2-19) that the polynomials p,, of
(3.2.56) satisfy the recurrence relation

PO(A)=1a pl(/\):'yA-_'y-{-l’
(3.2.57)
Pici(A) = piy(yA —y + Dpi(A) + (1 - pi+)Pi-1(A)

where, with 8 = (2 - b —a)/(b - a),

y=2/(2-b-a), P =2v8pi(B)/Pi-1(B) (3.2.58)

By again using (3.2.54), it can be shown that the p; also satisfy a recurrence
relation, namely,

pr=1, pP2= 2[32/(232 - 1),
(3.2.59)

Pi+i =432/(432"Pi), i:2’3,'-'
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We could, in principle, obtain the coefficients a,,; of the polynomial
pm and then use (3.2.45). However, it is far more efficient to use the
recurrence relations for p,, to obtain an analogous recurrence relation for
the accelerated iterates y™ of (3.2.45). From (3.2.48) and (3.2.57), with
¢’ = x"— &, we have

Y =& = pu(H)e® = pul yH + (1 = Y)I1pm_i(H)e® + (1 ~ pp)pm->(H)e’
= pmlyH + (1 = Y)IIy" ~ %) + (1 = p)(y" " - %)
= pulyH + (1 = P)ITy" + (1 = pp)y™""
— pmlYH + (1 = V)X — (1 = p,)X (3.2.60)
Since H% = % —d, we have
pmlYH + (1 = Y)IIX+ (1 = pp)X = —pyd + X
so that (3.2.60) becomes
Y = puly(Hy™ +d) + (1 = y)y"1+ (1 - pu)y™™"  (3.2.61)

This is the basic recurrence relation for the accelerated vectors y' and is
called the Chebyshev semi-iterative method or Chebyshev acceleration method.

The procedure is then the following. At the beginning of the (m + 1)st
step, a basic iteration is taken starting from y™ to give Hy™ +d, and this
vector is then combined with y™ and y™ ™' in the linear combination (3.2.61)
to give y"*'. Thus, once Hy™ + d is known, the method requires only scalar
times vector multiplications and linked triad operations to obtain y™*', and
is very amenable to vector and parallel computation provided that the basic
iteration itself is. A major problem, however, is obtaining good estimates,
a and b, for the smallest and largest eigenvalues of H.

Exercises 3.2

1. Verify that (3.2.3) is equivalent to (3.2.1).

2. Verify in detail that (3.2.6) is the matrix representation of the SOR iteration
(3.24).

3. For a system of three equations in three unknowns, write out the six possible
reorderings of these equations by interchanging equations and corresponding
unknowns.
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4. Write out the equations (3.2.15) explicitly for N =3 and N = 4.

10.

11.

12.

13.

14.

15.

16.

17.

. Do a vector register schematic corresponding to Figure 3.1-6 for the red-black

Gauss-Seidel method.

. Do the computation corresponding to (3.2.21) to obtain new black points from

red ones.

. Assume that N is even and a column of spurious grid points has been added

to the grid in order to make the red-black procedure perform correctly. On a
vector computer for which 1000 + 10m is the timing formula for vectors of
length m, estimate the inefficiency caused by these extra grid points as a function
of N.

. Write the equations (3.2.24) in the form (3.2.25) using the red-black ordering

and show the structure of the matrices Dg and Dg. Write out the equations
explicitly for N = 4.

. Write out the system (3.2.26) for the equations (3.2.24) using the four-color

ordering of Figure 3.2-8 with N = 4.

Find colorings for stencils (a) and (c) of Figure 3.2-9 and verify that the minimum
numbers of colors for local uncoupling are those given in the figure.

Verify that the colorings of Figure 3.2-10 are suitable for the stencils of Figures
3.2-7 and 3.2.9b, respectively.

Do the schematic analogous to (3.2.31) for updating the black, green, and white
points. Consider also the case that N # 4M and discuss the problems you
encounter.

Verify that the coloring of Figure 3.2-14 is suitable for a line SOR method for
the stencils (a) and (c) of Figure 3.2-9.

For the nine-point stencil of Figure 3.2-7 show that the three four-color orderings

GORB OBOB GOGO
RBGO GRGR RBRB
GORB BOBO GOGO
RBGO RGRG RBRB

are the only ones (up to permutations of the colors) that decouple the stencil
points.

Write a pseudocode for carrying out the SOR method with four colors using
the special approach of Figure 3.1-8.

Apply the Conrad-Wallach trick for =1 to the discrete Poisson equation
(3.1.5). Do the same when the equations are reordered using the red-black
ordering.

Consider the differential equation u,, + u,, + u,, =4 on the unit square with
u(x, y) = x>+ y* on the boundary. Show that the exact solution is u(x,y) =
x% + y For the discrete equations (3.2.24) with a = 1 and the right-hand side
equal to 4h? instead of 0, show that the exact solution is u; = x? + y}. (Note
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18.

19.

that these exact solutions are the same as for u,, + u,, = 4, as given in Exercise
3.1-16!)

For the discrete problem of Exercise 17, write a pseudocode to implement the
multicolor SOR method. Estimate the running time per iteration as a function
of N.

Use (3.2.54) to verify the relation (3.2.57).

References and Extensions 3.2

. The Gauss-Seidel, SOR, and SSOR iterations, and their block and semi-iterative

versions, are classical, and extensive discussions of their mathematical properties
are given in Varga [1962] and Young [1971].

. It is possible to add a relaxation factor to Jacobi’s method also, but this is not

usually done. However, Schonauer {1983] has reported promising results for a
“meander” overrelaxed Jacobi method in which the relaxation parameter varies
with the iteration number in a rather complicated way.

. It was recognized in the early days of parallel computing (see, for example,

Ericksen [1972] and Lambiotte [1975]) that the red-black ordering for the
discrete Poisson equation allowed a high degree of parallelism in the SOR
method. Some years later, several authors independently advocated using more
than two colors for more complicated situations; the treatment of multicoloring
in the text follows that of Adams and Ortega [1982]. The effect of multicoloring
on the rate of convergence is still not completely clear, although Adams and
Jordan [1985] have shown that in some situations the asymptotic rate of conver-
gence using certain multicolor orderings is identical to that using the natural
ordering. See also Adams et al. [1987] for the analysis of rate of convergence
of four-color orderings applied to a nine-point discretization of Poisson’s
equation and Adams [1986] for further discussion of multicolor orderings. Kuo
et al. [1987] analyze an SOR method using a red-black ordering on a mesh-
connected array, and using relaxation factors w;; that are a function of the grid
point. Saltz et al. [1987] study communication times in implementing the red-
black SOR method on a local memory system. They also show that convergence
testing can require an inordinate amount of time on such systems and suggest
various statistical tests. The idea of multicoloring has also been used by Berger
et al. [1982] for the assembly of finite element equations.

. O’Leary [1984] has proposed other types of multicolor orderings, one of which

is illustrated below.

3311331233
33223322131
3122112211
1123113311
11331231322
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Here, the nodes are grouped in blocks of five, except at the boundaries. First,
all points labeled 1 are ordered, followed by all points labeled 2, then all points
labeled 3. The resulting system has the form (3.2.28) with ¢ = 3, but now the
D, are block diagonal matrices with blocks that are 5 x 5 or less. A block SOR
iteration can then be carried out with block Jacobi sweeps that involve solving
5 x 5, or smaller, systems.

. The Conrad-Wallach trick is given in Conrad and Wallach [1977]. In a later

paper (Conrad and Wallach [1979]) they extend the idea to more general
“alternating iterations”

Bx**'?=Cx*+b,  Bx*"'=Cx*"V+p

where A = B, — C, = B, — C, are splittings of A such that B, and B, are
triangular.

. The data flow approach to SOR, as discussed in the text, was first implemented

by Patel and Jordan [1984]. Subsequently, it was used by Adams and Jordan
[1985] as a tool to analyze the rate of convergence of multicolor SOR.

. For the SOR method, as well as others, it is sometimes suggested that the

diagonal elements of A should be scaled to unity before the iteration begins.
If D is the diagonal of A, then D'A will have diagonal elements equal to 1.
However, in general, this will destroy the symmetry of A and the scaling
D™'2AD™"? is usually used when A is symmetric and D has positive diagonal
elements. If this scaling is done, then no divisions (or multiplications by D™')
are required during the SOR iteration. However, an analysis for a given problem
must be done to indicate whether this savings is greater than the work at the
outset to do the scaling. This depends, of course, on the number of iterations,
but in many problems, scaling is a worthwhile tactic.

. Computational results on the CDC CYBER 205 and CRAY-1 for the SOR

method using the red-black ordering are reported by Young et al. [1985] and
Kincaid et al. [1986a,b]. Houstis et al. [1987] use a block SOR iteration to solve
the system of equations resulting from cubic spline collocation discretization
of Poisson’s equation. Both synchronous and asynchronous versions are con-
sidered, and timing results are given on the CYBER 205, an Alliant FX/8 with
eight processors, a Flex/32 with seven processors, and a Sequent Balance 21000
with 24 processors. See also Plemmons [1986] for a parallel block SOR method
with application to structural analysis problems, and Saad, Sameh, and Saylor
[1985] for Chebyshev semi-iterative methods.

. O’Leary and White [1985] (see also Neumann and Plemmons [1987] and White

[1987]), consider multisplittings of A of the form

k
A=Bi—cl" i=la--'3k’ ZDI= (DIZO)

i=1

k k
H=Y DB/'C, d= (Z DiBl—l)b

i=1 i=1
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10.

11.

to give the iteration x**' = Hx* + d. A number of standard methods, including
the SOR method, can be cast in this form, which leads to another approach to
parallelism.

Reed, Adams, and Patrick [1987] study data transmission times as a function
of processor interconnection, processor assignment, and grid stencil. In par-
ticular, they focus on triangular, square, and hexagonal interconnections and
five- and nine-point stencils. Their thesis is that all three of these factors must
be considered in unison, and consideration of only one or two will likely yield
suboptimal results. Their theoretical results include the following: In a message
passing environment, hexagonal partitions are best for five-point stencils, pro-
vided that small packet size transmissions are possible. If only large packet size
transmission is possible, then the reverse conclusion is true. See, also, Patrick
et al. [1987].

A very sophisticated use of the Gauss-Seidel iteration occurs in the multigrid
method. Assume that a partial differential equation is discretized on a grid of
points for which the approximate solution is desired. We call this the fine grid
and subsets of these grid points are coarser grids. A multigrid method takes a
number of Gauss-Seidel iterations on the fine grid, then stops and “injects”
information from the fine grid to a coarser grid and performs several Gauss-
Seidel iterations on this coarser grid. The process is continued by using still
coarser grids. Information from these coarser grids is transmitted back to the
finer grids by interpolation. There are many important details in this process
and many variations on the basic multigrid idea. Properly implemented, multi-
grid methods are increasingly becoming the method of choice for many problems.
For an early basic paper, see Brandt [1977]. For more recent work on parallel
and vector implementations, see, for example, Barkai and Brandt [1983], Chan,
Saad, and Schultz [1987], Gannon and van Rosendale [1986], Chan and
Tuminaro [1987], Kamowitz [1987], and Naik and Ta’asan [1987]. McBryan
[1987] studies 2 number of methods (SOR, conjugate gradient, multigrid) on a
32,000 processor Connection Machine.

3.3. Minimization Methods

If the real n X n matrix A is symmetric and positive definite, then

(Exercise 3.3-1) the solution of the linear system Ax = b is equivalent to
minimizing the quadratic function

Q(x) = ix"TAx — b"x (3.3.1)

There is a large number of iterative methods for minimizing the function
Q of (3.3.1). Most such methods are of the general form

k+

Xl=xk—ap’ k=0,1,... (3.3.2)
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k
—agp

x‘;ﬂ\f\
P

Figure 3.3-1. Moving along direction vector.

where the p" are direction vectors and the scalars «, determine the distance
to be moved along p*, as illustrated in Figure 3.3-1. A variety of different
methods are possible depending on how the a, and the p* are chosen.

Perhaps the most natural way to choose the aj is to minimize Q in the
direction p*, so that a, satisfies

Q(x* — axp*) = min Q(x* — ap) (3.3.3)
For fixed x* and p*, (3.3.3) is a minimization problem in a single variable

« and can be solved explicitly. For ease of notation, we drop the superscripts
on x* and p* Then

g(a) = Q(x — ap) = }(x ~ ap)"A(x — ap) —b"(x — ap)
=Ix"Ax — ap"Ax + la’p"Ap+ ap"b - b"x
= 1pTApa® - pT(Ax — b)a + x"(Ax - 2b) (3.3.4)

Since A is assumed to be positive definite, p”Ap > 0 and the quadratic g
in @ is minimized when g'(a) = 0 or, in terms of x* and p*, when

a = (p*)T(Ax* - b)/(p*) "Ap* (3.3.5)

This is illustrated in Figure 3.3-2.

Qx*) aa)

{

Py

xk xk _atpk

Figure 3.3-2. One-dimensional minimization.
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Univariate Relaxation

Let e; be the vector with 1 in the ith position and zeroes elsewhere.
One of the simplest choices of the direction vectors is e,,...,e,, taken
cyclically:

P =e, p =ey, ceey P =e,, p"=e,... (33.6)

Note that e Ae; = a;; and
e/ (Ax—b) =Y a;x; — b,
=1

Thus, if p* = e;, and a, is chosen by the minimization principle (3.3.5), the
next iterate x**! is given by

X = xk — o, = x* ~ —1-( ¥ agxj - b,) e (3.3.7)
i \j=1
In (3.3.7), x**! and x* differ only in the ith component. Indeed, (3.3.7) is
equivalent to minimizing Q in the ith variable x; with all other variables
held constant at their values in x*.

Now consider the first n steps written for only the components that
change and noting that x,'~‘ = xJ, until the jth component is changed:

. 1 i~1 . n
xi=x%—q =x?——(z axi+ Y, a,-jx}’—b,»)
i \j=1 Jj

=—1—(b,-— Y axi—- % a,-jx}’), i=1...n (3.3.8)
Jj=i

i J<i

The first n steps of univariate relaxation constitute one Gauss-Seidel itera-
tion so that the Gauss-Seidel method is equivalent to combining n successive
univariate relaxation steps and calling the result the next Gauss-Seidel
iterate.

Overrelaxation

For any method of the form (3.3.2), we can add a relaxation parameter
o to the minimization principle so that «, is chosen to be

. = 0d) (3.3.9)
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where &, is now the value of a that minimizes Q in the direction p*. This
is illustrated in Figure 3.3-3 for an @ > 1. Thus with an  # 1, the new x***
no longer minimizes Q in the direction p*.

It is clear from Figure 3.3-3 that Q(x* — wd,p*) < Q(x*) for w >0
until a value of w is reached for which Q(x* — wd,p*) = Q(x*). By the
symmetry of a quadratic function in a single variable about its minimum,
it follows that this value of w is 2 as illustrated in the figure. Thus Q(x**") <
Q(x*) if 0 < w <2, and Q(x**") = Q(x*) otherwise (Exercise 3.3-3). It is
this descent property for 0 < w < 2 that is the basis of the Ostrowski-Reich
Theorem 3.2.3 for the convergence of the SOR iteration.

Steepest Descent

For a function g of n variables, the negative of the gradient vector Vg
evaluated at a point x gives the direction of maximum local decrease of the
function g at x. Hence, a natural choice for the direction vector p" of a
minimization algorithm is

P =VQ(x*) = Ax* - b (3.3.10)
and this defines the method of steepest descent
x¥* = x* — a; (Ax* - b) (3.3.11)

which is also known as Richardson’s method. Note that if A is normalized
to have diagonal elements equal to 1 and a, = 1, then (3.3.11) reduces to
the Jacobi iteration (Exercise 3.3-4).

In spite of the fact that moving in the direction of the negative gradient
vector gives a maximum local decrease in the function value, the method
of steepest descent generally converges very slowly.

Q(x*) Q(x*—2ayp*)

A

xt x*—way p*

Figure 3.3-3. Overrelaxation.
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Conjugate Direction Methods

An extremely interesting and important class of methods, called conju-
gate direction methods, arises when there are n direction vectors p°, ..., p" ™"
that satisfy

(p)"Ap' =0, i#j (3.3.12)

Such vectors are orthogonal with respect to the inner product (x, y) = x"Ay
defined by A, and are also called conjugate with respect to A.

One of the basic properties of conjugate direction methods is given by
the following result.

3.3.1. ConyuGATE DIRECTION THEOREM. IfAis arealn x n symmetric
positive definite matrix and p°,...,p""' are nonzero vectors that satisfy
(3.3.12), then for any x° the iterates x**' = x* — a,p*, where a, is chosen by
the minimization principle (3.3.5), converge to the exact solution of Ax =b

in no more than n steps.

Note that Theorem 3.3.1 guarantees not only that the iterates converge
but also that, in the absence of rounding error, they do so in a finite number
of steps, no more than n. Thus, conjugate direction methods are really direct
methods, but their utility still lies in being treated as iterative methods as
will be discussed further shortly.

To see why 3.3.1 should be true, consider first a quadratic function

Qx) = % i ax: —bTx (3.3.13)
i=1

for which the matrix A is diagonal. It is easy to see (Exercise 3.3-5) that
univariate relaxation minimizes the function (3.3.13) in n steps. But
e, ..., e, constitute a set of conjugate directions with respect to a diagonal
matrix and thus, in this case, univariate relaxation is equivalent to the
conjugate direction method in which p' ' =e,, i=1,...,n.

In general, if P is the matrix with columns p°,...,p" ", then (3.3.12)
is equivalent to PTAP = D, where D is a diagonal matrix. Hence, with the
change of variable x = Py, the quadratic form (3.3.1) becomes

}Py)"APy ~b"Py =}y'Dy - (P"b)"y (3.3.14)

and thus is of the form (3.3.13) in the y variables. It is easy to see that the
conjugate direction method in the original x variables is equivalent to
univariate relaxation in the y variables (Exercise 3.3-6) and it follows from
the previous discussion that the quadratic function will be minimized in at
most n steps.
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Alternatively, one can give a direct proof of 3.3.1 as follows. First,
observe that

(Axk+l _ b)ij = (Axk _ akApk _ b)ij = (Axk - b)ij - ak(Apk)ij

Thus, using the conjugacy of p’ and p* if j # k and the definition (3.3.5)
of a, if j = k, it follows that

(A" —b)"p’ = (Ax*-b)Tp’, <k

=0, j=k
Therefore
(AX" =b)Tp’ = (Ax" ' =b)"p/ = =(AX"" —-b)Tp' =0
f‘or j=0,...,n—1,andsince p’,...,p" " are linearly independent we must

have Ax" —b = 0. It may happen that Ax™ = b for some m < n, in which
case we are already at the solution.

In order to utilize a conjugate direction method we must, of course,
have the vectors p’ which satisfy (3.3.12). One classical set of conjugate
vectors are the eigenvectors of A. Letx,, .. ., x,, be n orthogonal eigenvectors
with corresponding eigenvalues A;,..., A,. Then

x;Ax; = Ax[x; =0, i#j

so that the x; are conjugate with respect to A. This does not provide a
practical approach to a conjugate direction method, however, since finding
all the eigenvectors of A is a much more substantial problem than solving
the linear system.

Another possibility is to orthogonalize a set of linearly independent
vectors y,,...,Yy, with respect to the inner product (x,y) = xTAy. This,
however, is also too costly.

The Conjugate Gradient Method

The most efficient way, in general, to obtain a set of conjugate direction
vectors to be used in solving Ax = b is the conjugate gradient method, which
generates the direction vectors in conjunction with carrying out the conjugate
direction method. The basic algorithm is given below, in which we use the
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inner product (x,y) = x"y, and r* = b — Ax* is the residual at the kth step.
In this form of the algorithm, we have replaced the computation of a
as given by (3.3.5) by another formulation that is equivalent in the
conjugate gradient algorithm. The validity of this replacement is discussed
in Appendix 3.

Choose x°, set p° = r°, compute (r°, r°)

Fork=0,1,...
a = —(r*, 1)/ (p", Ap®) (3.3.153)
x*1 = xk — q,p* (3.3.15b)
! =1k + o, Ap* (3.3.15¢)
if [r**'||3 = &, continue (3.3.15d)
B = (1, K/ (e, 1) (3.3.15¢)
Pt =+ Bip (3.3.15f)

In the above, (3.3.15¢) computes the next residual since
rt=b— Ax ' = b - A(x* — ap¥)

Because Ap® is already known, this saves the multiplication Ax*. The final
two steps compute the next conjugate direction; it is shown in Appendix 3
that these p* actually are conjugate. Thus, on the basis of Theorem 3.3.1,
the conjugate gradient iterates converge, in exact arithmetic, to the solution
of Ax =b in no more than n steps. We note that there are several other
equivalent formulations of the conjugate gradient algorithm; some of these
are given in Appendix 3.

The conjugate gradient method is invariably used in conjunction with
some form of preconditioning, and this will be the topic of the next section.
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Parallel and Vector Implementation

The methods of this section rely heavily on inner products and the
matrix-vector multiplication Ap. In particular, we next tabulate the overall
computational requirements of the conjugate gradient algorithm:

(3.3.15a):  Ap*, one inner product, [(r*, r*) is already known] one divide
(3.3.15b): one linked triad
(3.3.15c): one linked triad (Ap" is already known)
(3.3.15d): one inner product, one compare
(33.15¢): one divide [(r**", r**") and (r* r*) are already known]
(3.3.15f):  one linked triad
Thus the total requirements for one iteration are
evaluation of Ap*

two inner products

three linked triads
two scalar divides, one scalar compare

We have used in (3.3.15d) one of many possible convergence tests. The
advantage of (3.3.15d) is that it requires virtually no extra work since
(r**', r**') will be needed on the next step if convergence has not occurred.
In contrast, a test on [|x**! — x*|| = ||a;p"|| requires splitting the linked triad
of (3.3.15b) as well as a separate computation of the norm.

For any substantial problem, the computational requirements of the
conjugate gradient algorithm will be dominated by the evaluation of Ap*
and it is critical that this computation be done efficiently. For example, if
A is a diagonally sparse matrix, it is likely on vector machines that A should
be stored by diagonals, and the matrix-vector multiplication-by-diagonals
technique of Section 1.3 be used. In those cases where A contains at least
some constant diagonals further savings can be made. As an extreme
example, consider the matrix (3.1.7) for the discrete Poisson equation on
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a square. Here, if the vector p is partitioned commensurately with A we have

T -1 M Tpi-p:
-1 . lfz Tp—p—ps
Ap = L = : (3.3.16)
' =I||pn- Tpn-1 —PN-2— PN
-I T P~ Tpn — Pn-1

The products Tp; can in turn be evaluated by

0 P2
Tp‘. = 4p‘ — p:“ - p'N (3317)
PiNn—1 0

This evaluates the product in a way analogous to carrying out the Jacobi
iteration on a grid using vectors of length N. Indeed, since A = D(I — H),
where D is the main diagonal of A and H is the Jacobi iteration matrix,
A and H have exactly the same structure with the exception that the main
diagonal of H is zero. Hence, multiplication of a vector by A or H involves
exactly the same considerations. In particular, carrying out (3.3.16) using
vectors of length O(N?) would require using the same techniques as with
Jacobi’s method, namely, working with vectors of length O((N + 2)?), which
would include the boundary positions, or evaluating Ap by matrix-vector
multiplication by diagonals. The details of these approaches are left to
Exercise 3.3-7.

The above discussion pertains primarily to the implementation of the
conjugate gradient method on vector computers. On parallel systems, the
assignment of the components x* to the processors also determines the
assignment of p* and r*. For example, for the discrete Poisson equation,
or a more general equation, the assignment of a grid point to a processor
implies that the components of x*, p¥, and r* associated with that grid point
are all assigned to the same processor. Then, the multiplication of Ap*
follows exactly the discussion of Jacobi’s method in Section 3.1, with p*
now playing the role of the unknowns. The inner products are done by a
fan-in and o, must then be broadcast to the other processors. The linked
triad operations for x**', p**!, and r**! are particularly efficient since each
processor just updates the components it is assigned. Thus, the key aspect
in implementing the conjugate gradient algorithm efficiently on parallel
machines is the multiplication Ap*, which depends on the structure of A.
However, even if this can be done efficiently, the necessary inner products
may degrade the parallel efficiency somewhat.
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Domain Decomposition

One of the advantages of the conjugate gradient method is that the
coefficient matrix A does not need to be known explicitly as long as the
product Ap can be evaluated. We will illustrate this by means of the domain
decomposition technique discussed in Section 2.3.

Consider the system (2.3.22), which we rewrite here under the assump-
tion that the coefficient matrix is symmetric so that C; = B!:

A, B, |1 x, b,
A, . .
= (3.3.18)
A, B,||x, b,
B;r e B; As Xs bs

In order to carry out Step 2 of the domain decomposition algorithm of
Figure 2.3-16 we need the system Axs = b, where

A=Ag- % BTAT'B, bB=bs-3 BTATS,  (33.19)
i=1 i=1
In many problems, the matrices A; and B, w1ll be sparse, but that need not
be the case for the BTA;'B; and, hence, A. In order to utilize the original
sparsity, we will apply the conjugate gradient method to Axg = b without
explicitly forming A. Recall that we showed in Section 2.3 that A is symmetric
positive definite if the coefficient matrix of (3.3.18) is positive definite.
Let p be any direction vector. Then we can compute Ap without forming
A as shown in Figure 3.3-4. The formation of the vector b is done in a
similar way. The solution of the systems in Step 2 could be accomplished
by using the Choleski decompositions A; = L,.L[ needed for the remainder
of the algorithm of Figure 2.3-16.
Recall that in the algorithm of Figure 2.3-16 the formation of A and
b and the solution of Axs = b were the only parts that were not necessarily
highly parallel. If we use the conjugate gradient method for Axs = b with
the computation of Ap as described above, then the whole algorithm is
potentially highly parallel. Assuming that we utilize p processors, each of

Step1. Formy,=Bjp,i=1,...,p

Step 2. Solve the systems A;z; =y, i=1,...,p
Step3. Formw,=B[z,i=1,...,p.

Step 4. Form Ap Agp — Z W;.

i=t

Figure 3.3-4. Formation of Ap.
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Steps 1 to 3 in Figure 3.3-4 can be distributed across the processors and
done in parallel with no communication. Only Step 4, as well as the
computation of the inner products in the conjugate gradient method, will
require fan-ins and communication.

Exercises 3.3

1. If A is symmetric and positive definite, verify that the minimum of the quadratic
function (3.3.1) is taken on at the solution of Ax = b.

2. Show that (3.3.5) gives the minimum for (3.3.3).
3. If & is the minimizer of Q(x* — ap*), verify that Q(x* — wdp*) < Q(x*) if and
onlyif 0 <w<2.

4. Show that if A has diagonal elements equal to 1 and «, = 1, then (3.3.11) is the
Jacobi iteration.

5. Verify that univariate relaxation minimizes the quadratic function (3.3.13) in n
steps.

6. Let P=(p’,...,p""") where the p' are conjugate with respect to A. Note that
P7'p'"' =¢, and thus a conjugate direction step x' = x'"' — a;_,p""! in the
variables y = P 'x is

yi = yi—l i€

Show that this is identical to the ith univariate relaxation step applied to (3.3.14).

7. Discuss the implementation of (3.3.16) using vectors of length O((N + 2)?) by
incorporating the boundary values, and using vectors of length O(N?) by matrix-
vector multiplication by diagonals.

References and Extensions 3.3

1. Minimization methods are discussed (for serial computers) in a variety of books.
See, for example, Dennis and Schnabel {1983], which includes nonquadratic
problems. The older book by Forsythe and Wasow [1960] contains much informa-
tion on the classical methods, such as univariate relaxation and steepest descent,
for quadratic problems.

2. The conjugate gradient method was developed by Hestenes and Stiefel [1952],
who analyzed its basic properties. Since, in exact arithmetic, the conjugate gradient
method converges to the exact solution in n steps, it can be viewed as a direct
method and an alternative to Choleski factorization. But rounding error destroys
this finite convergence property, and it was soon realized that the method was
not a viable alternative to factorization for dense systems. Reid [1971], however,
following earlier work of Engeli et al. [1959], observed that for certain large
sparse problems, such as arise from discretized partial differential equations,
conjugate gradient methods gave sufficiently good convergence in far less than
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n iterations. This spurred a revival of interest in the method, especially when
preconditioning is used, as will be discussed in the next section. An annotated
bibliography of papers concerning the conjugate gradient method in the period
1948-1976 is given in Golub and O’Leary [1987].

3. It is shown in Appendix 3 that the 2-norms of the error vectors, X — x*, decrease
monotonically. The same is not necessarily true for ||r*||,, the 2-norm of the
residuals. Indeed, Hestenes and Stiefel {1952] give an example in which the
norms of the residuals increase at every step except the last! Although this is an
extreme case, it is not unusual to see ||r*||, fluctuate as the iteration proceeds.
However, in the norm defined by ||r||> = r"A™'r, the residuals do decrease at each
iteration. This follows from

A =(b-Ax)TA'(b— Ax) = b"A7'b — 2x"b + x"Ax

and it is this quadratic form that the conjugate gradient method decreases at
each step.

4. Block conjugate gradient algorithms can be formulated and have the potential
of requiring less communication time. See O’Leary [1987] for further discussion
and a parallel implementation.

5. Theoretical results on the rate of convergence of the conjugate gradient method
are given in van der Sluis and van der Vorst [1986], and Axelsson and Lindskog
[1986].

3.4. The Preconditioned Conjugate Gradient Method
The result of the previous section that conjugate direction methods
converge in at most n steps is of only theoretical interest, and we wish to
view the conjugate gradient algorithm as an iterative method. In this case,
an estimate of the rate of convergence is given by
Ix* = k||, < 2vVka*||x° - %), (3.4.1)
where X is the exact solution of the system,
a=wrk-1)/Vk+1) (3.4.2)
and
k = cond(A) = |AJA7Y2 = A/, (3.4.3)
In (3.4.3), « is the condition number of A in the [, norm, and it is assumed

that A is symmetric positive definite with eigenvalues A, =---= A, > 0.
The estimate (3.4.1) is proved in Appendix 3.
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Note that « =0 when k =1, and @ - 1 as k » o, Hence, the larger
K, the closer a will be to 1 and the slower will be the rate of convergence.
This leads to the concept of preconditioning A by the congruence transfor-
mation

A= SAST (3.4.4)

where S is a nonsingular matrix chosen so that cond(A\) < cond(A). The
system to be solved is then

A

Az =b (3.4.5)

where & = S™"x and b = Sb. 3

In principle, we can achieve a perfectly conditioned matrix A by the
choice S = A% 50 that A = I and the system (3.4.5) is trivial. Of course,
this is not a practical approach.

The simplest preconditioning is with a diagonal matrix S = D; unfortu-
nately, this will usually not reduce the condition number enough to be
useful, and in the sequel we will examine several other types of precondition-
ers. As opposed to the use of a diagonal matrix, these more complicated
preconditioning matrices will tend to destroy the sparsity of the matrix A.
For this reason, as well as to avoid the work necessary to carry out the
congruence (3.4.4), we will formulate the conjugate gradient method so as
to work with the original matrix A, although the sequence of conjugate
gradient iterates will be that for the system (3.4.5). To see how this can be
done, we first write the conjugate gradient algorithm (3.3.15) for the system
(3.4.5):

Choose £°, set p° = t°.

For k=0,1,...
& = —(, 1)/ (p*) "Ap* (3.4.6a)
£ =gk - a,p (3.4.6b)
= 1 + @, Ap (3.4.6¢)
Be = G, #Y/GY ) (3.4.6d)

ﬁkﬂ = pkHl 4 é‘kf’k (3.4.6¢)
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The vectors x* = S"%* are the preconditioned conjugate gradient iter-
ates expressed in terms of the original variables, and we wish to find the
algorithm corresponding to (3.4.6) that the x* will satisfy. It suffices to
examine the first step (k = 0) of (3.4.6). We have
=b- A2’ = Sb - SASTS X’ = §r°
The vector p° satisfies p° = S~ "p° and p° = #°. Hence
(#°, Ap%) = (S7Tp")"SASTS TP’ = (p°) AP’
and
(#°, %) = (Sr°)7(Sr°) = (S7Sr%) "¢’
The last relation suggests that we define a new quantity
i’ = S7sr° (3.4.7)
and then
& = —(¥,1°,)/(p°, Ap)
Multiplying (3.4.6b) by S” and (3.4.6¢c) by S™' gives
x'=x"— dagp°
and
r' =r"+ @,S'SASTS Tp° = r° + d,Ap°
For (3.4.6d), we note that
(#,¢) = (Sr')"sr’ = (¥)"r', i=0,1
and thus
Bo = (F', 1)/ (¥, 1)
Finally, we multiply (3.4.6¢) by S” to obtain

p' = STSr' + Bop® = ¥ + fop’
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The above formulas give the basis for writing the preconditioned
conjugate gradient algorithm in terms of the matrix A. Before stating the
algorithm explicitly, however, we discuss the computation of the auxiliary
vector F of (3.4.7). If we knew the preconditioning matrix S, or the matrix
S7S, we could obtain F by the indicated matrix multiplication. However,
our approach to obtaining the preconditioning will be through a symmetric
positive definite matrix M that approximates A, and the matrix S is defined
only implicitly by

(S7S)'=M (3.4.8)

Since we will usually know M, and not M, the computation of the auxiliary
vector of (3.4.7) will be obtained by solving the linear system Mr =r. It is
in these terms that we give the following Preconditioned Conjugate Gradient
(PCG) method:

Choose x°. Set r° = b — Ax’. Solve Mi° = r°. Set p° = i°.

Fork=0,1,...
a = (i, 1)/ (p", Ap*) (3.4.92)
X = xk — g, p* (3.4.9b)
"' =r* + a,Ap* (3.4.9¢)
Test for convergence (3.4.9d)
Solve Mi**! = r**! (3.4.9¢)
Bi = (F*, e/ (1) (3.4.9f)
Pt =+ Bp* (3.4.9g)

In the above algorithm, we have dropped the caret previously used on the
a, and B,. Note that if M = I, the preconditioned conjugate gradient
algorithm reduces to the conjugate gradient algorithm of (3.3.15).

Since the auxiliary system MF =r must be solved at each conjugate
gradient iteration, it is critical that this system be ‘“easy” to solve. On the
other hand, in order that the preconditioning be effective, we want M to
be a “good” approximation to A. Clearly, the two requirements are in
conflict since the more closely M approximates A, the more likely that the
system MT = r will be nearly as difficult to solve as the system Ax = b.
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We next discuss in what sense we wish M to approximate A. By (3.4.4)
and (3.4.8), the preconditioned matrix A satisfies

STAS T =STSA=M""A (3.4.10)
Therefore, the matrix M 'A is similar to A and thus
cond(A) = Ay M'A)/ A min( M A) (3.4.11)

the ratio of the maximum and minimum eigenvalues of M ™' A. Thus, since
our goal is to reduce the condition number of A as much as possible, the
criterion for the approximation of A by M is that the ratio of the largest
and smallest elgenvalues of M~'A be as small as possible. In principle, we
can make cond(A) = 1 by choosing M = A, but, of course, this is not a
practical choice. We shall consider in the sequel several approaches to
obtaining the matrix M, including truncated series expansions and incom-
plete factorizations. We first give a short discussion of the convergence test
(3.4.9d).

If we use the same test, [r**'|2< ¢, as in the conjugate gradient
algorithm (3.3.15), we have to calculate (r"“ r**!) separately since it no
longer appears in the algorithm. What does appear is (P, r**) =
(M~'f**! r**"), which is an inner product defined by M ', We can consider
using this quantity for the convergence test, but it can indicate convergence
even though |r**'|, is larger than we would like. Therefore, it may be
prudent to make an auxiliary check on |[r**"|}, itself once the other test has
been passed. In this case, (3.4.9d) would take the form

If (F*', r**") = ¢, continue
(3.4.12)
Otherwise, if (r**', r**') = ¢, continue

This convergence test would be placed after (3.4.9¢), which forms F**'
Note that the use of (F**',r**') may cause more iterations than using

(r**', r**") although this is usually not the case.

Truncated Series Preconditioning

We now consider a rather general approach to preconditioning, which
is based on the following series representation of A™".

3.4.1. THEOREM. Let A be an n X n nonsingular matrixand A = P — Q
a splitting of A such that P is nonsingular and the largest eigenvalue in
magnitude of P~'Q is less than 1. Then, with H = P™'Q,

1 (§ H")P" (3.4.13)
k=0
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ProoF By the Neumann expansion (See Appendix 4), the series for
H converges and equals (I — H)™'. But A= P~ Q= P(I - H) so the
result follows. D

On the basis of (3.4.13), we can consider the matrices defined by

M=PI+H+:--+H""H),
M—l = (I + et Hm—l)P_1 (3-414)

to be approximations to A and A™', respectively. Thus, the solution of the
auxiliary system MT = r is effected by

f=M'r=(UI+H+---+H""YP'r (3.4.15)

This is not, however, to be carried out by forming the matrix H and the
indicated truncated series. Rather, we recognize (Exercise 3.4-1) that F, as
given by (3.4.15), is the result of applying m steps of the iterative method

Pr'=Qr+r, i=0,1,....m—-1, =0 (3.4.16)

and setting F = r". We call (3.4.16) the subsidiary iterative method.

We next give some specific preconditioners based on this approach.
For the point Jacobi method, P is the diagonal of A and (3.4.16) amounts
to taking m Jacobi iterations. This gives the m-step Jacobi PCG Method in
which (3.4.9¢) becomes

k+1

Do m Jacobi iterations on Ar = r**! to obtain ¥**'  (3.4.17)

In (3.4.17) the starting value for the iteration is zero, as in (3.4.16). The
solution of M’ = r° would be obtained in the same way.

Mechanistically, we can use the Gauss-Seidel and SOR iterations to
carry out (3.4.16). However, these methods do not yield a symmetric and
positive definite matrix M, as required by the theory. Indeed, for the
Gauss-Seidel method and m = 1, M = P = D — L where D is the diagonal
of A and —L the strictly lower triangular part. Hence, M is not symmetric
for m = 1 and this property persists for the SOR method and for all m > 1
(Exercise 3.4-2). This difficulty can be overcome by use of the SSOR method,
and m SSOR iterations gives the m-step SSOR PCG method. In this case,
the Jacobi iterations (3.4.17) are replaced by SSOR iterations.

We need to verify that use of the SSOR method does indeed give a
symmetric positive definite matrix M. This will be a consequence of the
following theorem, which will also apply to the Jacobi and other precon-
ditionings. It is stated in terms of the matrix

R=(I+H+---+H" )P (3.4.18)
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which is well defined whenever P! exists. Note that M = R™' when R is
nonsingular.

3.4.2, THEOREM. Let A = P — Q be symmetric positive definite with P
symmetric and nonsingular. With H = P~'Q, the matrix R of (3.4.18) is
symmetric and for any m = 1

1. If m is odd, R is positive definite if and only if P is positive definite;
2. Ifmiseven, R is positive definite if and only if P + Q is positive definite.

Proor. Since A and P are symmetric, Q is also symmetric and it is
easy to see (Exercise 3.4-3) that each term of

R=P'+P'QP '+ P 'QP'QP'+---+P'QP'--- P'QP!
is symmetric. Thus, R is symmetric.
Since H = P"'(P — A) = I — P"'A and A is positive definite, a result
on the eigenvalues of the product of symmetric matrices (See Theorem

A.2.7 in Appendix 2) guarantees that the eigenvalues of P~'A, and hence
those of H, are real. Let

T=I+H+: - -+H""

and let A be any eigenvalue of H. Then the corresponding eigenvalue of T
is
(1-A")/(1 =), A#1

+ +.._+Am—l=
1+ { m, A=1

and the ratio is positive if m is odd. Hence, for odd m all eigenvalues of
T are positive. Assume next that P is positive definite. Then, since T = RP,
Theorem A.2.7 in Appendix 2 shows that R is positive definite. Conversely,
if R is positive definite then, again, A.2.7 shows that P is positive definite
and this completes the case of odd m.

Next, assume that m is even. Since P+ PH = P+ P(P™")Q =P+ Q,
we have that

R=P'(P+PH+PH*+PH*+---+ PH" ")P"!
=P '[(P+PH)+(P+PH)H*+---+(P+ PH)H" *]P"!
=P (P+Q)I+H*+--+H" )P
Defining now T = I + H*+ - - - + H"™2 it follows that the eigenvalues of

T contain only even powers of the eigenvalues of H and hence are
positive. Set R = PRP=(P+ Q)T. If P+ Q is positive definite, then
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T=(P+ Q)"I@ and, by A.2.7, R is positive definite. Conversely, if R is
positive definite, then P + Q must be nonsingular and, again, A.2.7 ensures
that P + Q is positive definite. But R is congruent to R and is positive
definite if and only if R is positive definite. 0

We next discuss the seemingly strange condition of Theorem 3.4.2 that
the matrix P+ Q be positive definite. For Jacobi’s method, P = D, the
diagonal of A, and Q = D — A. Then the requirement that P + Q be positive
definite is just the necessary and sufficient condition that the Jacobi iteration
be convergent, as stated in 3.1.2. This convergence result for Jacobi’s method
is a special case of the following more general convergence theorem for
iterations defined by the splitting A = P — Q. Recall (see Appendix 2)
that the necessary and sufficient condition for the corresponding iteration
x**! = P~'Qx* + d to be convergent for all x° is that the spectral radius
p(P7'Q) < 1. The proof of the following convergence theorem is given

in Appendix 2.

3.4.3. THEOREM. Let A = P — Q and assume that A and P are symmetric
and positive definite. Then p(P~' Q) < 1 ifand only if P + Qs positive definite.

Theorem 3.4.2 showed that the matrix R of (3.4.18) is positive definite
for all m if and only if both P and P + Q are positive definite. Thus, on
the basis of 3.4.3 we can restate 3.4.2 in the following way.

3.4.4. THEOREM. Let A = P — Q be symmetric and positive definite and
P symmetric and nonsingular. With H = P~'Q, the matrix R of (3.4.18) is
symmetric and positive definite for all m = 1 if and only if P is positive definite
and p(H) < 1.

As noted previously, the matrix P must be symmetric in order that R
be symmetric for all m. Then, by 3.4.4, for M to be positive definite requires
that P be positive definite and that p( H) < 1, this latter condition implying
that the iterative method defined by the splitting P — Q be convergent. In
particular, since Jacobi’s method can fail to be convergent for positive
definite matrices A, the corresponding M need not be positive definite for
even m.

On the other hand, for the SSOR method, we can show that the matrix
M is always positive definite, assuming as before that A is symmetric
positive definite. If A= D — L— L7, it is shown in Appendix 2 that the
matrices P and Q for the SSOR iteration are

P=[w(?2-)"(D~-wL)DY(D-wL"),

(3.4.19)
Q=[w2-0)]"'[(1-w)D+wL]ID'[(1 -w)D+ wL"]
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Since D is positive definite, P and Q are positive definite for any 0 < o < 2
except for w = 1 in which case Q is only semidefinite (Exercise 3.4-5). In
any case P+ Q is positive definite, and we conclude from 3.4.2 that the
following result holds.

3.4.5. THEOREM. If A is symmetric and positive definite and 0 < w < 2,
then the matrices R of (3.4.18) and M of (3.4.14) obtained from the SSOR
iteration are positive definite for all m.

We next examine the effect on the rate of convergence of precondition-
ers of the form (3.4.14). By (3.4.11), we can estimate cond(A) if we can
estimate the largest and smallest eigenvalues of M ~'A. Using (3.4.14) and
writing A as P — Q we have

M1'A=U+H+---+H™""YPY(P-
( P Q) (3.4.20)

=(I+H+:--+H" Y -H)=I-H"

If A,,..., A, are the eigenvalues of H, it follows that the eigenvalues of
M7'Aare 1-A], i=1,...,n In the sequel, we will assume that P is
symmetric and positive definite. Then, as in the proof of 3.4.2, the eigenvalues
of H are real and we assume that A, < - - - < A,. If § = min|A;|, it is easy
to show (Exercise 3.4-6) that

( m
1—-A .
1—)«;}' ifA;, =0 or A, <0
and m odd
2 Amax(M_l‘4) 1-38" .
cond(A) = A (MTA) = Y if Ay <0, [Aal = [Ay,
m even (3.4.21)
1—-8™ .
Y if Ay <0, (A4 = A,
\ m even

For SSOR preconditioning we need only the first case of (3.4.21).

3.4.6. THEOREM. Assume that A is symmetric positive definite and 0 <
w <2. Let Ay <++-< ), be the eigenvalues of the SSOR iteration matrix
H. Then A, = 0 and for m-step SSOR preconditioning

cond(A) = (3.4.22)

which is a strictly decreasing function of m.
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PrROOF. As previously noted, the matrix P for the SSOR iteration is
positive definite and Q is positive definite if w # 1. In this case, by Theorem
A.2.7, the eigenvalues of H are positive. In the case that @ = 1, Q is only
positive semidefinite and the eigenvalues of H are non-negative (Exercise
3.4-8). In either case, A, = 0 and (3.4.22) follows from the first part of
(3.4.21). To show that cond(A) is a strictly decreasing function of m we
note that, by Theorem A.2.11, the SSOR iteration is convergent, so that
A, < 1. Therefore,

1-AP" (A =A)(A+---+2A7)
=A™ 1=A)0 4+ +A7)

(1=A)a+---+a7") 1-aAT7
Q=A)A+--+A7") 1-a7

(3.4.23)

where the proof of the inequality is left to Exercise 3.4-7. 0

The proof of Theorem 3.4.6 shows that cond(A)isa decreasing function
of m for any iterative method for which the eigenvalues of H satisfy
0=, =<:.-=< ), <1 Otherwise, this may not be so, as shown by the
following example of m-step Jacobi preconditioning applied to the discrete
Poisson equation (3.1.5). By Exercise 3.1-21, the eigenvalues of the Jacobi
iteration matrix are

1 Jjm kﬂ) .
- + k=1,--,N
2(°°sN+1 “SN+1) P >

In particular, the largest and smallest eigenvalues satisfy

A, = COS T - co T A
" N+1 SN+1 e
and
N
N even,

5={2(N+1y
0, N odd
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Table 3.4-1. Condition Numbers for Jacobi Preconditioning

m 1 2 3 4
cond(A) 830 208 276 104

Thus, by (3.4.21)

m odd
A 1-Ay 1-AY
cond(4) ={ = 5™
-, m even
1-A,

For example, for N = 44, A,, = 0.9976 and 6 = 0 so that

1+ (0.9976)"
1-(0.9976)™
S
1-(0.9976)™

odd
cond(A) =
m even

These values are shown in Table 3.4-1 for the first few values of m. We note
that the condition number for m = 1 is just the condition number for A
itself. This is because the main diagonal of A is all 4’s and one step of
Jacobi preconditioning only scales the matrix by these 4’s and has no effect
on theAcondition number. (See Exercise 3.4-10.) As shown in Table 3.4-1,
cond(A) does not decrease monotonically as m increases. The effect of this
on the m-step Jacobi preconditioned conjugate gradient method applied to
the discrete Poisson equation is that, generally, using m steps with m odd
results in more iterations than using m — 1 steps. For example, Table 3.4-2
shows the number of iterations required for the system when N = 89,

Polynomial Preconditioning

The matrix R in (3.4.18) is a particular polynomial in the matrix H,
times P™'. This suggests considering more general polynomials in H and
defining R by

R=(apl+ayH+ - +a,_ H" P! (3.4.24)

Table 3.4-2. Iterations for m-Step Jacobi PCG

m 0 1 2 3 4 5 6 7 8
Iterations 45 45 23 36 21 30 18 26 16
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The idea now is to choose ay, ..., a,_, to retain the positive definiteness
of R and to minimize the ratio of the largest and smallest eigenvalues of
RA=M"A

Computationally, the parameters a; are introduced into the iterative
process by accumulating the appropriate linear combinations of the iterates
as follows. If, at the kth stage of the PCG method, the subsidiary iterative
process is represented by r'*' = Hr' + P~'r with r° = 0, the computation of
Iis

m=(-- ((Morl) + ,lel'z) S o T | (3.4.25)

where the parentheses indicate that ™ is accumulated by linked triad
operations as the iterates r' are produced, and only one additional vector
of storage is required. The constants u, in (3.4.25) are related to the «; of
(3.4.24) by

it i ot = a, i=0,....m—1 (3.4.26)

50 that -1 = @1, -2 = A2 — Wm-1, and so on. The relation (3.4.26)
arises as follows. As noted previously, the representation of r'*'is (I + - - - +
H')P7'r. If we put this into (3.4.25) and equate the coefficients of H'P™'r
in (3.4.24) and (3.4.25) we obtain (3.4.26). The detailed verification of this
is left to Exercise 3.4-12.

We now discuss how to obtain, in principle, the parameters
@, ..., @y_;. Under the conditions of 3.4.2, the matrix R of (3.4.24) is
symmetric since the a; do not affect the symmetry argument of 3.4.2. Since
H =1T1- P 'A, we can write

RA =[agl+a (I -P'A)+ -+ a,_,(I -P'A)" P 'A

so that RA is a polynomial in P™'A. We wish to choose the a; so that the
eigenvalues of RA are positive. Since R is symmetric and A is symmetric
positive definite, Theorem A.2.7 then guarantees that R, and hence M, is
positive definite. In addition, we wish to choose the a; so that the eigenvalues
of RA are as close to 1 as possible in some sense, and one way to proceed
is the following. Let [a, b] be an interval that contains the eigenvalues of
P7'A and let g be the polynomial

qA) =[aot a(1-2)+- -+ an,(1-2)""']A

Then RA = q(P~'A) and the spectrum of RA is contained in {g(A):r e
[a, b]}. Hence, one criterion for choosing the «; so as to minimize the ratio
of the largest and smallest eigenvalues of RA is to minimize [5[1 — g(A)]? dA
OVEr Qg, ..., Ap_y.
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To show the effect of polynomial preconditioning, we give in Table
3.4-3 the results of calculations on a *“plane stress” problem. In the first
column is the number of steps of SSOR preconditioning and the P denotes
polynomial preconditioning. I is the number of iterations and T is the
running time on a CDC Cyber 203 vector computer. Results are given for
three successively larger problems, and as the size of the problem increases,
the degree of the polynomial that gives the minimum running time also
increases.

The Eisenstat Trick

In Section 3.2, we described the Conrad-Wallach trick for reducing
the computation in carrying out the SSOR iteration, and we can use that
procedure for SSOR preconditioning. We next describe another way, which
we call the Eisenstat trick, to reduce the amount of computation. The
assumption is that the preconditioning matrix M is of the form

M =ST'ST (3.4.27)

where S is usually lower triangular and T is diagonal. For example, with
one-step SSOR preconditioning, we have from (3.4.14) and (3.4.19) that
M =P and

S=(D-1L), D=w'D, T=0"'Q2-0)D (3.4.28)

Table 3.4-3. Polynomial Preconditioning Results

m I T I T 1 T

0 112 0.133 157 0.213 536 3.293
1 52 0.129 66 0.184 214 2.373
2 38 0.143 50 0.208 152 2.428
2P 31 0.116 40 0.167 118 1.885
3 3 0.155 39 0.216 124 2.585
3P 24 0.121 30 0.167 88 1.836
4 28 0.176 36 0.249 108 2.780
4P 22 0.138 24 0.166 67 1.726
5 25 0.188 33 0.274 97 2.969
5P 19 0.143 20 0.167 56 1.716
6 23 0.202 30 0.290 89 3.158
6P 18 0.159 18 0.175 47 1.670
P 43 1.739
8P 36 1634
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The idea is to consider another preconditioned conjugate gradient
method applied to the system

Ak=b, A=5"'AST, %=8Tx, b=S"p (3.4.29)

It is easy to see (Exercise 3.4.9) that the application of the PCG method
with the preconditioning matrix M of (3 4.27) is equivalent to the PCG
method with preconditioning matrix T™' applied to the system Ak =b.In
terms of this new system, the PCG method takes the form

t’=5"'"b-Ax", p’=¢"=Ti°

Fork=0,1,...

X =xk - @, 5 Tpk (3.4.30)

A
By, p**! as usual

Note that in (3.4.30) we retain the original variables x* rather than the x*.
We shall return to this point in a moment.

The key consideration now is the evaluation of A‘ii in terms of the
original matrix A. If A= D — L~ L”, then we can write A in the form

A=S+S"-K, K=S+ST+L+LT-D (3.4.31)
Setting t = S~ 7, we have
Ap=5S"'AS"Tp=85"(S+ST-K)S Tp=t+S"(p- Kt) (3.4.32)

Thus, the evaluation of Af) requires the evaluation of Kt plus the solution
of the systems

STt=p, Sw=p-Kt (3.4.33)
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But corresponding systems with coefficient matrices S and S” need to be
solved to carry out the preconditioning at each step by the matrix M of
(3.4.27). Hence, the Eisenstat trick will be a more efficient formulation
provided that multiplication by K is more efficient than multiplication by
A. Note that the quantity S~7p* in the update of x* is simply the current
t computed in (3.4.33). Since this is known, it allows us to work in the
original variables x* with no additional computation.

In the application of the Eisenstat trick to one-step SSOR precondition-
ing, S is given by (3.4.28) so that by (3.4.31)

K=D-L+D-L"+L+L"-D=0"'"2-w)D (3.4.34)

Thus, the additional work for the formation of /if) requires only a multipli-
cation by a diagonal matrix and two vector additions.

Parallel and Vector Implementation

We next discuss the parallel and vector implementation of the PCG
methods considered so far. The primary such method is the m-step SSOR
PCG method, but we will begin with the m-step Jacobi PCG method. We
have discussed in the previous section the implementation of the basic
conjugate gradient method, and in Section 3.1 the implementation of the
Jacobi iterations. It is now a question of combining these two.

Consider first a vector computer that requires long vectors for efficiency.
Then the Jacobi iterations to carry out the preconditioner should be done
using vectors as long as possible. For boundary value problems, we would
use the techniques discussed in Section 3.1 to achieve this. As was noted
in the previous section, this strategem would also be used for evaluation
of the matrix-vector product Ap* needed for the conjugate gradient itera-
tion.

For SSOR preconditioning, the Jacobi iterations would be replaced by
SSOR iterations. We saw in Section 3.2 that in order to do SSOR iterations
with long vectors we would use the red-black ordering of the grid points.
For more general problems for which the red-black ordering does not
suffice, the multicolor orderings of Section 3.2 would be used.

We consider next a local memory parallel system. For either Jacobi or
SSOR preconditioning, we distribute the unknowns to the processors as
discussed in Section 3.1 and indicated in Figure 3.1-4. We also distribute
the vectors p and r in the conjugate gradient iteration in the same fashion.
The multiplication Ap* and the computation of the inner products and
linked triads in the conjugate gradient iteration is done as discussed in
Section 3.3, and the preconditioning is carried out as in Section 3.1 for
Jacobi and Section 3.2 for SSOR.
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Incomplete Choleski Factorization

We now begin another important approach to preconditioning which
is based on incomplete factorizations of the matrix A. If LL” is the Choleski
factorization of the symmetric positive definite matrix A and A is sparse,
then the factor L is generally much less sparse than A because of fill-in.
By an incomplete Choleski factorization we shall mean a relation of the form

A=LL"+R (3.4.35)

where L is again lower triangular but R # 0. One way to obtain such
incomplete factorizations is to suppress the fill-in, or part of it, that occurs
during the Choleski factorization. A simple example is the following. The
matrix

2

L=2"Y41 37 (3.4.36)
1 _3—1/2 23/23-‘/2

is the Choleski factor of

(3.4.37)

>

il
—_— - N
S N -
N O =

and the (3, 2) element has filled in. If we wish an incomplete factorization
that has zeros in the same positions as A, we could set to zero those elements
in the Choleski factor in positions corresponding to zero elements in A.
Thus, an incomplete factor for (3.4.37) would be the same as the L of
(3.4.36) except the (3,2) element would be zero. This approach has the
disadvantage that all of the work of the Choleski decomposition would be
done, and it is precisely this work, as well as the need for additional storage,
that we wish to avoid. Hence, we desire not to compute any elements of L
in positions corresponding to zero elements of A. This leads to the following
incomplete Choleski no-fill factorization [1C(0)] principle:

ifa; #0, do the Choleski calculation of I;
(3.4.38)
if a; = 0, set [; =0

An algorithm for (3.4.38) is given in Figure 3.4-1. Note that if the “if”
statement in Figure 3.4-1 is removed, then this is a complete factorization.
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'u=a:{2
Fori=2ton
Forj=1toi—1
If a; = 0 then [; = 0 else

j-1
I = (aii - k§—;| Il'kIjk)/Ijj (3.4.39)
i-1 } 1/2
I = (aii -2 I.?k)
k=1

Figure 3.4-1. Incomplete Choleski factorization.

If the incomplete Choleski algorithm of Figure 3.4-1 is applied to the
matrix (3.4.37), then the incomplete factor is

2
L=27"21 3"
1 o0 37

Note that the (3, 3) element has now changed, compared with (3.4.36), as
a consequence of the (3, 2) element being set to zero.

The no-fill principle is a special case of the following more general
way to specify incomplete factorizations. Let S = {(i, j)} be a given index
set where i and j are between 1 and n. Then (3.4.38) is replaced by

if (i,j) € S, do the Choleski calculation of I; by (3.4.39)
(3.4.40)

if (i, /)2 S, set ;=0

If S = {(i,j): a; # 0}, then (3.4.40) reduces to the no-fill principle (3.4.38).
However, by suitable choice of S, the no-fill principle can be relaxed to
allow a certain amount of fill and there are many such possibilities. For
example, if A is a diagonally sparse matrix, one common approach is to
allow the incomplete factor L to have a few more nonzero diagonals than
" A itself (counting only the number of diagonals of A on one side of the
main diagonal, of course). In particular, for a five-diagonal matrix, such as
the Poisson matrix (3.1.7), the IC(h, k) principle allows h + k diagonals
below the main diagonal of L. This is illustrated in Figure 3.4-2, where it
is assumed that A has two nonzero diagonals below the main diagonal.
Then, h — 1 additional diagonals are allowed to fill adjacent to the first
subdiagonal, and k — 1 additional diagonals adjacent to the last diagonal.
Thus, the IC(1, 1) principle is just the no-fill principle. Several other fill
strategies are possible by suitable choices of the set S.
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R

Figure 3.4-2. The IC(h, k) principle.

If LL” is an incomplete decomposition, then the matrix R = A - LL"
is necessarily nonzero. However, zero elements of R may occur in a predeter-
mined fashion. An incomplete decomposition is regular with respect to the
set S if r; = 0 whenever (i, j) € S. It is always the case that an incomplete
decomposition obtained from (3.4.40) is regular since the specification
(3.4.39) for the calculation of I; implies that

J
=a;— % ldp=0 (3.4.41)

k=1

]

However, incomplete factorizations that do not come from (3.4.40) need
not be regular.

Incomplete Choleski decomposition of a symmetric positive definite
matrix cannot necessarily be carried out, in contrast to a complete decompo-
sition. It may fail because the square root of a negative number is required
to compute a diagonal element, or, in case of the root-free form LDL”, the
matrix D may not be positive definite. We next state, without proof, a result
that guarantees that an incomplete factorization can be carried out. Recall
that an M matrix has nonpositive off-diagonal elements and a non-negative
inverse (see Appendix 2, Definition A.2-12). A matrix A with positive
diagonal elements is an H matrix if the matrix A with elements d; = —|a;,
i # j, and @; = a;; is an M matrix.

3.4.7. THEOREM. If A is a symmetric H-matrix, then for any choice of
the set S, the incomplete factorization (3.4.40) can be carried out.

In case the conditions of 3.4.7 are not satisfied, the incomplete
decomposition may fail for a symmetric positive definite matrix, and there
have been several suggested remedies for this. Suppose that at the ith stage
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2 < 0, which would requlre the square root of a negative number or would
mean that L is singular if I} = 0. One of the simplest ideas is to replace I
by a positive number; one particular choice for this number is the previous
diagonal element I;_,;_,. Another strategy is to replace I3 by (T, |l;])%
which ensures that the new ith row of L is diagonally dominant.

A different approach is based on 3.4.7 and called the shifting strategy.
Define A = al + A. Clearly, for some choice of a >0, A is strictly
diagonally dominant. Since a strictly diagonally dominant matrix with
positive diagonal elements and nonpositive off-diagonal elements is an
M-matrix (see A.2.16 in Appendix 2), it follows that Aisan H matrix,
and, hence, an incomplete Choleski factorization can be carried out.

Incomplete Decomposition for Special Matrices

In general, an incomplete factorization may require significant compu-
tation. In some important special cases, however, it is possible to obtain
the factorization very easily. In the following, it will be convenient to work
with the root-free form, LDL”, of the Choleski decomposition, and to
assume the no-fill strategy. The incomplete factorization algorithm is then
given in Figure 3.4-3.

Fori=1ton
i—1

d=a;,- Y B d (3.4.42)
k=1

Forj=1toi~-1
If a; = 0 then [; = 0 else

j-1
= (au - kz=:| Ilkdkljk)/dj (3.4.43)

Figure 3.4-3. No-fill incomplete LDL",

Consider now the block tridiagonal matrix

A, B

B,

A= (3.4.44)
h BY_,

BN—l AN i

where the A; are N x N and tridiagonal and the B; are N x N and diagonal;
thus, A is a five-diagonal matrix. Recall that this is the form of the discrete
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matrix for the Poisson equation (3.1.5) as well as the more general matrix
(3.1.17). For a no-fill factorization, the matrix L will have nonzero elements
only in those subdiagonal positions in which A has nonzero elements.
Consider first the element J;;_ 5 corresponding to an element of a B;. Since
all elements in the ith row of L to the left of /;;_y are zero, we have from
(3.4.43) that

hi-n = aii-n/di-N (3.4.45)

Similarly, by the no-fill strategy, the only nonzero element to the left of
L;—yis l;—n and thus

Ii,i—l = (ai,i——l - Ii,i—Ndi—Nli—l,i—N)/di—l

But, /,_,;_n is the element in row i — 1 directly above the element /;
and must be zero. Hence

lisi=ay/dicy (3.4.46)
The elements of D are given by (3.4.42) as
di=ay— Gi-ndion — Biydicy (3.4.47)

since the only nonzero off-diagonal elements of L in the ith row are [;;_,
and [;;_n. Using (3.4.45) and (3.4.46), we can also write (3.4.47) in the form

d, = a; — a?,i-—N/di—N - alg,i—l/dl'—l (3.4.48)

Thus, in the case of a five-diagonal matrix of the form (3.4.44), the no-fill
incomplete factorization is obtained very easily from (3.4.45), (3.4.46), and
either (3.4.47) or (3.4.48). We note that the analogous formulas hold for a
seven-diagonal matrix arising from a three-dimensional Poisson-type
equation (Exercise 3.4-14). On the other hand, they do not hold if the
matrices B; in (3.4.44) are tridiagonal, such as is the case for the equation
(3.2.24) (see Exercise 3.4.15).

The subdiagonal elements of L are just the corresponding elements of
A, divided by an appropriate element of D. For this reason, it is possible
to write the factorization as

L,D,L], diag(L,) = D! (3.4.49)

In this form the subdiagonal elements of L, are exactly the corresponding
elements of A (Exercise 3.4-16). If (3.4.49) is used, it may be beneficial to
scale A so that D, = I. Then the preconditioning matrix M is just M =
(I + LY(I+ LT), where L is strictly lower triangular. Details of this scaling
are given in Exercise 3.4-17,
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Block Methods

We turn next to block incomplete factorizations and assume that A is
block tridiagonal as in (3.4.44). It is easy to verify (Exercise 3.4-18) that a
(complete) block decomposition of A may be written as

A=(D+L)D"(D+L") (3.4.50)
where
0 D,
L = . , D= (3.4.51)
" Bl 0 Dx
and the D; are given by
D,=A,, D,=A-B_D!Bl, i=2,...,N (3452)
Now replace (3.4.52) by
D,=A, D =A-B_C_Bl,, i=2,...,N (34.53)
where C;_, is an approximation to D;_',. Then, with L again given by (3.4.51),

M=(D+L)DY(D+L") (3.4.54)

is an approximate, or incomplete, decomposition of A. There are several
possible versions of this, depending on how the approximations C; are made.

We now assume that the A; are tridiagonal, the B; are diagonal, A is
an M matrix, and

Z|akj|$akk, k=1,...,n
j#k

with strict inequality holding for at least one i. Under these assumptions,
we will approximate the inverses of the D, by tridiagonal matrices C, in a
way to be explained shortly. Then, by (3.4.53), the D; are also tridiagonal.
(The D; ', however, will generally be full.) One basis for the approximation
of D! is the following theorem, which we state without proof.



Iterative Methods for Linear Equations 217

3.4.8. THEOREM. Let T be an m x m irreducible nonsingular symmetric
tridiagonal matrix. Then, there are two vectors u and v such that

Wy, v o UD,
T = U2 ULy 0 Uy
ulvm uzvm et umvm

Moreover, if T is a strictly diagonally dominant M matrix, then
Uy < Uy << Uy, V>0 >, (3.4.55)

The inequalities (3.4.55) show that the elements T~' decrease as one
moves away from the main diagonal, which suggests that a small bandwidth
approximation to T~' may be satisfactory. It is possible to give fairly simple
recurrence relations for the u; and v; but even if we wish to compute only
the diagonal part of T~' we need all the u; and v;. A simpler approximation
is described next.

Assume that the diagonal elements of T are ay,..., a, and the off-
diagonal elements are b,,..., b,_,. If T= LL" is the Choleski factoriza-
tion, then

L = .. e . (34.56)
—Sm—l Ym
where
2 _ 2 2 _ —_ H
Y= a4y, iy = by, diatryi=a, 8y = b, i=2

Now T™'= L™"L™!, and it is easy to verify (Exercise 3.4-19) that the first
two diagonals of L™ are

oY (3.4.57)
Nt Y

where

5;
77:' = ’
YiYi+1

1sism-1
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Thus, the first two diagonals of L™' are computed relatively easily. If V is
the approximation to L' consisting of these two diagonals, then C = VTV
is tridiagonal and serves as an approximation to T~

The Incomplete Choleski Conjugate Gradient Method

We consider next the use of incomplete Choleski factorizations as
preconditioners for the conjugate gradient method. Let (3.4.35) be any
incomplete factorization with L nonsingular. We then take the precondition-
ing matrix M of the preconditioned conjugate gradient (PCG) algorithm
(3.4.9) to be

M=LL" (3.4.58)

Since L is nonsingular, M is symmetric and positive definite. The solution
of the systems MFt = r in the PCG algorithm is carried out by solving the
triangular systems

Lx=r, LTi=x (3.4.59)

Note that the incomplete factorization will be done once and for all at the
beginning of the PCG iteration and the factor L saved for use in solving
the systems (3.4.59) at each step.

The above choice of M defines the general class of incomplete Choleski
preconditioned conjugate gradient methods, denoted as ICCG methods. The
way that the incomplete Choleski factorization is obtained further defines
the method. Thus, for example, if the incomplete factorization is obtained
by the no-fill principle (3.4.38), the corresponding conjugate gradient
method is denoted by ICCG(0), or by ICCG(1, 1) in accord with Figure
3.4-2,

As already discussed, it is sometimes convenient to consider the root-
free form of incomplete Choleski decomposition in which (3.4.35) is
replaced by

A=LDL"+R (3.4.60)

where D is a positive diagonal matrix and L now has 1’s on its main
diagonal. With M = LDL",

Lz=r, Dx=z, LTi=x (3.4.61)

then replace the forward and back substitutions (3.4.59).
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Parallel and Vector Implementation of ICCG

The parallel or vector implementation of the conjugate gradient method
itself is the same as in Section 3.3. The issue now is the incomplete
factorization and, more importantly, the forward and back solves (3.4.59)
or (3.4.61) since these are done on each iteration. The vector and parallel
properties of the Choleski factorization algorithms in Chapter 2 are very
unsatisfactory for large sparse matrices of the type for which we wish to
use the conjugate gradient iteration. Similar implementations of incomplete
factorization will share this difficulty, and we wish to examine techniques
to circumvent this problem.

We consider first the block tridiagonal matrix (3.4.44). For simplicity,
we will assume that all A; and B; are N X N, and that the A; all have the
same bandwidth « and the B; have the same bandwidth 8. As we have seen
previously, the matrix A for the discrete Poisson equation (3.1.5) is of this
form with & = 1 and B = 0, while the matrix of the equations (3.2.24) has
a=#=1.

We assume that we have obtained a no-fill incomplete factorization
LLT of A. Thus, L+ L7 has the same nonzero structure as A and we write
L as

Knoy Ly

where the L; and K| are all N x N with semibandwidths a and B, respec-
tively. We have shown in (3.4.45)-(3.4.47) how to obtain such factorizations
in the case @ = 1 and B = 0, and we concentrate now on solving the systems
(3.4.59).

We illustrate the idea by means of the schematic of Figure 3.4-4, where
it is assumed that « = 2 and 8 = 1. The numbers in the column for x indicate
the stage at which the corresponding equation can be solved. At steps 1
and 2 the first two equations are solved. At step 3, the third equation is
solved but the (N + 1)st equation can also be solved simultaneously since
the solutions x, and x, are now available. At step 4, equations 4 and N + 2
can be solved. Then, at step 5 equations 5, N + 3, and 2N + 1 can all be
solved, and so on. Each two steps an additional equation can be solved in
parallel, up to a maximum of O(N/2) equations. Note that we can start
solving the second block of equations at step 3, the third block at step 5,
and so on up to the Nth block at step 2N — 1. Hence, the solution will be
complete after step 3N — 2. Since N? equations will have been solved, the
average degree of parallelism is N%/(3N —2) = O(N/3). Exercise 3.4-20
considers the case in which (3.4.44) has M blocks and N x N matrices.
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AHBW e AR W=

W
L]

A

L x r
Figure 3.4-4. Solution of Lx = r.

The above scheme has been illustrated for bandwidths a = 2and 8 = 1.
Note that the time at which successive blocks of equations can be started
depends only on 8 and not on a; in particular, new blocks may be started
every B + 1 time steps. For the Poisson equation (3.1.5), 8 = 0 so that a
new block of equations can be started each time step while for the equations
(3.2.24), B =1 so a new block can be started every other time step. The
key to the process is the uncoupling of the equations of each block after a
few unknowns have been computed, and the strategy would not work for
a dense banded matrix. Note the similarity of this procedure to the Lawrie-
Sameh algorithm of Section 2.3.

The solution of the upper triangular system LTF = x is done in an
analogous way, working from bottom to top.

It is useful to interpret the above process in terms of the grid of the
differential equation and we will do this for the equation (3.2.24). The grid
stencil for the discretization is given in Figure 3.2-7. The lower and upper
triangular parts of A correspond to the grid stencils shown in Figure 3.4-5,
where P is the center point of the stencil. Since the incomplete factors L
and LT have the same nonzero structure as the lower and upper triangular

P \\ l :
: I Y P
a) b)

Figure 3.4-5. Stencils for L and L.
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parts of A, we can associate these with the stencils of Figure 3.4-5. In
particular, the solution of the equation of Lx = r corresponding to the grid
point P requires that the solution already be known at the west, south,
southeast, and southwest neighbors of P. Similarly, the solution of the
equation of L™F = x at P requires that the solution be known at the east,
north, northeast, and northwest neighbors of P.

Consider now moving through the grid to solve Lx =r, and solving
each equation as soon as the necessary prior solutions are available. The
order in which these equations can be solved is given in Figure 3.4-6a,
where grid points with the same number, say k, imply that the solutions of
the corresponding equations can all be done in parallel at the kth step. The
solving order for LTF = x is indicated in less detail in Figure 3.4-6b; in this
case we move through the grid in the opposite direction. If the grid is
N X N, it is clear that the process is equivalent to that described previously
in terms of the system of Figure 3.4-4. Note that the solving orders in Figure
3.4-6 are analogous to the update times given in Figure 3.2-16 for the
dataflow organization of SOR.

Multicolor Implementation

We next consider the implementation of ICCG algorithms on vector
computers that require long vectors. This also yields algorithms with a very
high degree of parallelism. For certain problems arising from the discretiza-
tion of partial differential equations, we can give efficient implementations
by again using multicolor orderings of the grid points.

13 14 15 16 17 18 19

1m 12 13 14 15 16 17

Figure 3.4-6. Solving orders for Lx =rand L't =x. (a) Lx=r; (b) LTF = x.
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To illustrate the technique, we assume first that the coefficient matrix
A is of the form

D, CT]
A= 4.
[c D, (3.4.62)

where D, and D, are diagonal and C is diagonally sparse. Recall from
Section 3.2 that this form of A can arise from a discretization of a partial

differential equation using a red-black ordering of the grid points. The
root-free form of a complete Choleski factorization of A is then

L D LT LT D T
N s R P T
L, L, D, L] C D,

where L, and L, are lower triangular with 1’s on the main diagonal, and
the D, are diagonal. Equating terms in (3.4.63) gives

L,D,LT=D,, LDLT=C  L,DLT+LD,L] =D, (3.4.64)

The first relation of (3.4.64) implies (Exercise 3.4-21) that L, = I and
Dl D,. Thus,

L,=I D,=D,, Ly=CD; (3.4.65)

Now consider an IC(0) factorization of (3.4.62) in which we denote
the incomplete factorization by

L, b, ][L,T L}]
M ‘[L; Lz][ D, L] (3.4.66)

Since (3.4.65) shows that a complete Choleski factorization gives L, and
L, with no fill, L,, L;, and D. as given by (3.4.65) are also the correct
entries for the incomplete factorization (3.4.66). Moreover, L, of the incom-
plete factorization must be the identity since no fill is allowed and thus
D, = D, = diagonal part of (D, — CD;'C") (3.4.67)

Therefore, the IC(0) factors of (3.4.66) are given by

I D,
L= [ D 1]’ D= [ D_z] (3.4.68)
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In the computation of D, we would only do the computations necessary
to obtain the diagonal elements.

If we partition the vectorsr, x, and z of the systems (3.4.61) commensur-
ately with A, then (3.4.61) becomes

o S [ -2
Bl BN 540

These systems may be solved to give

[ l] [ l ] [ 21] [ ll l]
22 l‘z CD] ll‘l ’ X D2 llz i
l'| x, DllC x2
|r2| I X2 l

i, = D;'(r,—- CD;'ry), & =D;'r,~D;'C™f, (3.4.70)

or

Note that the formation of F requires only multiplication of vectors by
diagonal matrices or by diagonally sparse matrices. Thus, the solution of
the triangular systems (3.4.61) has been reduced to operations amenable to
vector or parallel computation.

If the coefficient matrix cannot be put into the red-black form (3.4.62)
but can be put into the form of a c-colored matrix (Section 3.2), the same
technique can be applied. Let

D, ¢l --- cCf
Cx . :
A=1]" oot . 3.4.71
ST cT_, ( )

Ccl e Ccc-—l Dc

where the D, are diagonal and the Cj; are diagonally sparse. Corresponding
to (3.4.63), the root-free block Choleski factorization of A is given by

A

L“ Dl L;rl e Lz-l
Co .. | e
Lcl te Lcc Dc LZ;‘
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where the L, have 1’s on the main diagonal. It then follows (Exercise 3.4.22)
that the L; and D; satisfy the relations

A i1 A
LiDL] =D;— ¥ LyDLy, j=1,...,c (3.4.73)
k=1
and
j-1 A A
k=1

For a full Choleski decomposition, (3.4.73) requires a Choleski decomposi-
tion of the right-hand side of (3.4.73) to obtain the factors L; and D,
However, for an IC(0) decomposition of A, the diagonal factors L;; must
be identities and, since D; must be diagonal, (3.4.73) becomes

13,- = D; — diagonal part of( Y ka ) j=1,...,c (3.4.75)

Because L is allowed to be nonzero only in the same diagonals as Cy, the
contributions to other diagonals in (3.4.74) are suppressed and we denote
this by

A

-1 .
L; = [C,-j -c diags( Y L,-kaLj’,;)]D,T', i>j (3.4.76)
k=1

The equations (3.4.75) and (3.4.76), which generalize (3.4.68), give the IC(0)
factorization of A. Note that this factorization is computed using only
multiplications of diagonally sparse matrices. Note also that in (3.4.75) only
the multiplications that contribute to diagonal elements need be done and,
similarly, in (3.4.76) only multiplications that contribute to diagonals that
correspond to nonzero diagonals of C; need be done.

The solution of the triangular systems (3.4.61) can also be carried out
using only matrix multiplications. The system Lz = r, with zand r partitioned
according to L, is

L .
2 =] (3.4.77)

Ltl e Lc,c—l I Z,
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since the diagonal blocks are identities. Thus
i1
z,=rj—k): Lyzo, j=1,...,c
=1

so that the computation of z requires only multiplication of vectors by
diagonally sparse matrices. The solution of L"f = x is accomplished in a
similar way.

Consider now the implementation on a vector computer. We assume
that the matrix A is stored by diagonals, with only the nonzero diagonals
of each C; (and Dj) being stored. The factor L is stored the same way. If
A arose from a two-dimensional problem on an N X N grid, then A is
N?x N2 Thus, the vector lengths in the incomplete decomposition and
solution of the triangular systems are no more than O(N?/c¢), and diminish
in length the farther a diagonal of C; or L; is removed from the main
diagonal. For most problems this decrease in length will not be too bad,
and as a working number we assume an average vector length of I =
O(N?*/2¢). If N = 100, then I = 0(2500) for ¢ = 2, the red-black ordering.
For larger c, [ is of course smaller, but for ¢ = 6, [ is still close to 1000.

In conjunction with the conjugate gradient method, the evaluation of
Ap may be done using still longer vector lengths if the nonzero diagonals
of A line up across the C;. For example, the main diagonal of A is of
length N2,

The Eisenstat Trick

The Eisenstat trick, previously discussed in conjunction with SSOR,
can also be used with incomplete Choleski preconditioning. We assume
now that A has been scaled so that its main diagonal is the identity. Then
the incomplete Choleski factors (3.4.68) for the case of the red-black

ordering become
I I
L= = _
[c 1]’ P [ Dz]

The matrix K of (3.4.31) is then

o ] e

Thus, in this case, the multiplication Kt of the Eisenstat trick disappears,
and we can obtain Ap* with virtually no work beyond that already required
for the preconditioning. As the number of colors increases, however, the
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situation becomes less favorable. In general, only the first block column of
K will be zero off the main diagonal and the relative efficiency of the
Eisenstat trick decreases as the number of colors increases.

Block Jacobi Preconditioning and Domain Decomposition

We can use the block (or line) Jacobi iteration as the subsidiary iterative
method (3.4.16) and so obtain the m-step block Jacobi PCG method (Exercise
3.4-4); similarly for SSOR. We next relate block Jacobi preconditioning to
domain decomposition in the following way. Suppose that the domain of
a partial differential equation is decomposed as shown, for example, in
Figure 3.1-14. As discussed in Section 3.1, we assume that all grid points
are in some subdomain; that is, there is no separator set. If A = (A;) is the
block form of the coefficient matrix corresponding to this domain decompo-
sition, and there are p subdomains, the preconditioning matrix for the
one-step block Jacobi PCG method is M = diag(A,),..., A,,). We may
interpret this block Jacobi preconditioning as a simple form of domain
decomposition preconditioning, in which the preconditioning consists of
solving the subdomain problems with the unknowns in the other subdomains
held at their values from the previous conjugate gradient iteration.

This approach to preconditioning has potentially excellent parallel and
vector properties provided that the structure of the problem is suitable. For
example, as we discussed in Section 3.1, the computation of a block Jacobi
step can be done by “vectorizing across the systems.” This implies that the
matrices A; are all the same size and have the same structure (for example,
tridiagonal). For parallel computation we would choose the subdomains
so that the effort in solving the subdomain problems was roughly balanced.

Although the one-step block Jacobi preconditioned conjugate gradient
method has potentially excellent parallel properties, the rate of convergence
may be disappointingly poor. For example, for the Poisson problem and
the one-step Jacobi line preconditioner, Exercise 3.4-11 shows that the
condition number is reduced by only a factor of 2. Hence, it may be useful
to use larger domains, for example, the subsquares of Figure 3.1-14. But,
then, problems of the same nature as the original must be solved on each
subdomain. Thus, if the original grid is, say, 1000 x 1000 and there are 16
subdomains as in Figure 3.1-14, then each subdomain will be 250 x 250 and
the solution of these subproblems can be very costly. One approach to this
problem is to obtain only approximate solutions to the subdomain problems
by means of incomplete factorizations L,LT of the A;. Then, in the precon-
ditioning step of the PCG, we would solve the systems

Lix; =r;, Lz:ri'i=xi; i=1,p
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with one set of systems being solved in each processor.

Exercises 3.4

1. Show that the F of (3.4.15) is given by r™ of (3.4.16) with 1° = 0.

10.

11.

. For the SOR method, show that the matrix M of (3.4.14) is, in general, not

symmetric for all m =1 and all 0 < @ < 2.

. Let B and C be symmetric n X n matrices. Show that the products B(CB)™ are

symmetric for any positive integer m.

. Formulate the m-step block Jacobi PCG method analogous to (3.4.17).
. If D is positive definite and 0 < w < 2, show that the matrices P and Q of

(3.4.19) are symmetric positive definite except for @ = 1, in which case Q is
only semidefinite.

. Verify (3.4.21).
. If a, b, c, and d are real numbers such that cb < ad, show that

at+c a
<_
b+d b

Apply this to prove the inequality in (3.4.23) when 0 < A, < A,

. Under the assumptions of 3.4.6, show that the eigenvalues of the SSOR iteration

matrix are non-negative if @ = 1.

. Show that the preconditioned conjugate gradient method applied to Ax =

with the preconditioning matrix M of (3.4.27) is equivalent to applying the
PCG method to the system A% = b of (3.4.29) with preconditioning matrix 77",

Assume that the one-step Jacobi PCG method is applied to Ax = b with A given
by (3.1.7). Show that the rate of convergence is the same as with no precondition-
ing. (Hint: Show first that the method is the same as CG, with no precondxtlomng,
applled to the system Ax = b where if D is the main diagonal of A, A=D"'A
and b = D™'b. Then show that, since D is a constant times the identity, the
condition numbers of A and A are the same.)

Consider the one-step block Jacobi PCG method for Ax =b when A is the
discrete Poisson matrix (3.1.7). In this case

r -1
p=ma=| T 3 =I+C
. -T! I
where C is the Kronecker product (T — 4I) ® T'. Use Exercise 3.1-19 to show

that the eigenvalues of T™' and T —4[J are (4 —2cos kh)™' and —2 cos kh,
k=1,..., N, respectively, where h = /(N + 1). Then use the fact (see, for
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example, Ortega [1987a, p. 237]) that the eigenvalues of (T —4I)® T are
the products of the eigenvalues of T —4I and T~ to conclude that the eigen-
values of B are

2 cos jh
—_— jk=1,...,N.
“a+2coskh’ P L
From this, show that cond(B), the ratio of the largest and smallest eigenvalues,
is

cond(B) = 1/(1 — cos h) =2h~?

where the approximation holds for small k. Conclude that the condition number
of the preconditioned matrix is only a factor of 2 less than the condition number
of A,as h> 0.

12. Verify in detail the relation (3.4.26).
13. Show that if the algorithm of Figure 3.4-1 is applied to a tridiagonal matrix the
result is a complete Choleski decomposition. More generally, show that if the

algorithm is applied to a banded matrix that has no zeros within the band,
the result is again a complete Choleski decomposition.

14, Let
A, ]
ol
A= ,
Cnor
| Cnva1 AN J
Ail Bll
Bil
A=
BlN—l
L Binoy A J

where each A;; is N x N and tridiagonal, each B;; is N x N and diagonal, and
each C, is N> x N? and diagonal. Thus, A is N* x N and 7-diagonal. Show
that the IC(0) incomplete factors L and D satisfy

Ii,i—l = ai,i—l/di—ls Ii,l—-N = a:,t-N/d.'—N,

- — 2 2
li,i-N2 = ai,i—N’/di—N‘, d=a; — Ii,i—N’ i—N’Il',i—ldi—-l

15. Assume that the matrices B, in (3.4.44) are tridiagonal. Show that (3.4.46) is no
longer valid.
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16.

17.

18.

19.
20.

21.

22,

3.

Let LDLT, with diag(L) = I, be a root-free Choleski decomposition (complete
orincomplete) and let L, D, LT with diag(L,) = D" be the same decomposition.
Show that D, = D! and LD” 2= L,DY?, Use this to show that the incomplete
decomposition for the matrix of (3.4.44) can be written in the form (3.4.49),
where the subdiagonal elements of L, are the corresponding subdiagonal ele-
ments of A.

Let L,D,L] be the decomposmon of Exercise 16. Show that the corresponding
decomposition L,D,LT of the matrix A = DY2ADY? has the property that
b =1

Verify that (3.4.50)-(3.4.52) give the complete block Choleski decomposition of
the matrix A of (3.4.44).

Show that the first two diagonals of L™ of (3.4.56) are given by (3.4.57).
Assume that the matrix of (3.4.44) has M blocks of size N X N so that A is
MN x MN. Show that the scheme of Figure 3.4-4 starts the mth block at step
2M -1 and completes the solution at step 2M + N — 2 so that the average
degree of parallelism is MN/(2M + N - 2).

Show that if L is a lower triangular matrix such that LLT is diagonal, then L
is diagonal. Conclude from this that the first relation of (3.4.64) implies that
L=1 and Dl D,.

Verify the relations (3.4.73) and (3.4.74).
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and Axelsson and Lindskog [1986] for further discussion.

. The treatment (3.4.45)-(3.4.48) of incomplete decomposition of the matrix

(3.4.44) is based on van der Vorst [1982], who also gave the relation (3.4.49).

. The block method discussion (3.4.50)-(3.4.57) is based on Concus, Golub, and

Meurant [1985]. Meurant [1984] gives some corresponding vectorizations. A
large number of other papers treat various block incomplete factorizations,
usually under the assumption that A is block tridiagonal; see, for example,
Axelsson [1985, 1986], Eisenstat et al. [1984], T. Jordan [1982], Kershaw [1982],
Reiter and Rodrigue [1984], and Rodrigue and Wolitzer [1984]. The latter four
papers were directed primarily toward efficient algorithms for CRAY computers.
See also Axelsson and Polman [1986].

. The approach of Figure 3.4-4 for solving Lx = r is due to van der Vorst [1983]

and extended by Ashcraft [1985a].

The use of multicoloring in ICCG was suggested by Schreiber and Tang [1982].
It was further developed in Poole [1986] and Poole and Ortega [1987]. Nodera
[1984] has also applied the idea to both incomplete Choleski and SSOR precon-
ditioning. Although multicoloring can give a very high degree of parallelism, it
may degrade the rate of convergence, compared with the natural ordering.

Incomplete factorization to approximate the one-step block Jacobi PCG
algorithm was suggested by Ashcraft [1987b], who gives results on various
experiments. Block Jacobi preconditioning was also studied by Kowalik and
Kumar [1982]. In the text, we have identified this block Jacobi preconditioning
with domain decomposition, but most work on domain decomposition uses
separator sets and starts from the equations written in the arrowhead form
(3.3.18). There are then two main possibilities: the PCG method can be applied
to the system £3.3.18) or to the reduced Schur complement system Ax, = f),
where A and b are given by (3.3.19). For an excellent review of these two
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approaches, plus others and additional references, see Keyes and Gropp [1987].
This paper also reports on experiments on an Intel iPSC hypercube. For other
work on domain decomposition, see Lichnewsky [1984], who uses multicoloring
within the subdomains; Gonzalez and Wheeler [1987], who consider a general-
ized Poisson equation with Neumann boundary conditions; Nour-Omid and
Park [1987], who report on experiments on a hypercube for a plane stress
problem; and Rodrigue [1986], who discusses a domain decomposition called
the Schwartz process.

A number of other approaches to preconditioning have been considered.
McBryan and van de Velde [1985] use fast Poisson solvers based on the Fast
Fourier Transform and the ADI iteration as preconditioners. Nour-Omid and
Parlett [1987] use ‘“‘element preconditioning,” which is potentially useful in
finite-element analysis.

Several other papers have reported numerical results and comparisons of
different methods. Kightley and Jones [1985] give numerical results on the
CRAY-1 for several preconditionings applied to four three-dimensional test
problems. Two of these problems are the Poisson equation, one with Dirichlet
boundary conditions and one with Neumann boundary conditions. An interest-
ing aspect of these two problems was that simple diagonal scaling of A was the
best of all the preconditioners in running time. The other two test problems
were from fluid dynamics. On one problem, diagonal scaling again did very
well, being beaten only by a version of ICCG and even then only by about
10%. Knightley and Thompson [1987] compare a number of multigrid codes
and an ICCG method on a CRAY-1. Here, the test problems were two-
dimensional Poisson equations on a square with Dirichlet boundary conditions.
The multigrid methods showed better performance. Chan [1985] compares SSOR
preconditioning with the multigrid method and a direct sparse matrix method
for two-dimensional problems. Seager [1986a,b] considers the overhead in
multitasking (large grain) and microtasking (small grain) approaches to precon-
ditioned conjugate gradient on the four-processor CRAY X-MP.

As discussed in Section 3.3, the conjugate gradient method can be considered
a minimization method and is, thus, inherently restricted to symmetric matrices.
However, there have been many attempts to extend the method to nonsymmetric
matrices, and, in particular, to devise methods that retain as many desirable
properties of the conjugate gradient method as possible Some of these methods
have been tested on vector computers. For example, Oppe and Kincaid [1987]
report on tests of various preconditioned conjugate gradient methods run on
five sample reservoir simulation problems. Of these five problems, only one had
a symmetric positive definite coefficient matrix; two others were almost sym-
metric, and the other two were highly nonsymmetric. The preconditioners
included point and block Jacobi, SSOR, polynomial, incomplete Choleski, and
modified incomplete Choleski. Also included were several semi-iterative
methods. The codes were run on a CYBER 205 and a CRAY X-MP. See also
Kincaid et al. [1986a,b].
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Appendix 1

The ijk Forms of LU and Choleski
Decomposition

We give in this appendix more details of the ijk forms of LU and Choleski
factorization discussed in Chapter 2. These forms are based on the generic
triply nested For loop shown in Figure A.1-1.

We assume that A admits a stable LU decomposition so that pivoting
is not required. Choleski decomposition will be expressed in the usual LLT
form as well as the root-free Choleski or symmetric Gaussian elimination
(SGE) form LDLT”, where L is unit lower triangular. The LDL” form
provides a natural transition between the LU and Choleski codes. For
Choleski, or SGE, we assume that only the lower triangle of A is stored
and this will be overwritten by the factors L (and D for SGE).

Vector Computers

The kij and kji codes for LU decomposition are given in Figures 2.1-1
and 2.1-2. Mathematically, the kij and kji updates can be written as subtrac-
tions of outer products and, therefore, are sometimes called outer product
forms of LU decomposition. This is seen by writing the first stage of the
LU decomposition as

A= [a“ a;r] _ [1 0][1 0 ][a” “1] _ [ an u, ]
4 AJ Ly 1llo AJlo 1 anly A+l

Thus, the updating of the submatrix A, is accomplished (mathematically)
by subtracting the outer product Lu, of the first column of L and first row
of U. The kij and kji forms both compute L by column and U by row; that
is, at the kth stage the kth column of L and the (k + 1)st row of U are
computed (the first row of U is just the first row of A). The exact way this
is done differs in the two algorithms, however. The kji form computes rows
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For
For
For

a; = ay — lpay

Figure A.1-1. The generic For loop for LU decomposition.

of U by vector operations and elements of L by scalar operations. In the
kji form the columns of L can be computed by vector operations whereas
the elements of rows of U are computed one at a time as the result of vector
operations on columns.

The SGE and Choleski kij and kji Forms

The codes are in Figure A.1-2. We have given the SGE algorithms and
then indicated in parentheses the changes to convert the SGE algorithms
to the corresponding Choleski algorithm.

We are assuming in these codes that only the lower half of A is stored.
Thus, the basic update statement changes from a; = a; — l.a,; in full storage
LU decomposition to a; = a; — lxau in SGE. In the Choleski codes, I
plays the role of aj, in this basic arithmetic statement. Although not explicitly
indicated in the codes, the elements of L can overwrite the corresponding
elements of A in the Choleski code. In SGE, however, these overwrites may
need to be postponed until the original elements of A are no longer needed;
the different ijk forms of SGE have different requirements in this regard.
In the kji form of Figure A.1-2, the entire kth column of A must be used
for the updates before it can be overwritten by the kth column of L. Note
that whereas the Choleski code stores the full factor L, the SGE code stores
only the strictly lower triangular part, and the diagonal of A will contain
the elements of D at completion. Regardless of when the overwrites of L
onto A are performed in SGE, we will assume that L and A have the same

(h= a}{z) (= a:/lZ)
Fork=1ton-1 Fork=1ton~1
Fori=k+1ton Fors=k+1ton
b = au/ axi (aue/ ) Ly = ag/ ap (ag/ l)
Forj=k+1toi Forj=k+1ton
a; = ay — lyay (ay — Ludy) Fori=jton
(’k+1,k+| = a}¢/+2|,k+1) a; = a; — Iikajk (aij - ikljk)
(Ik+1,k+| = a;¢/+2|,k+1)

Figure A.1-2, The kij and kji forms of SGE and Choleski. (a) kij; (b) kji.



ijk Forms of LU and Choleski Decomposition 237

storage structure. Thus, in the inner loop of the kij SGE algorithm the ith
row of A is updated using the kth column of A while in the Choleski code
the ith row of A and jth column of L are used. In both cases, rows and
columns of the data are required. For the kji codes, access is by columns
of both A and L.

As with full storage LU decomposition, the kij and kji forms of SGE
and Choleski are immediate update algorithms. The inner loop vector
instruction in all four cases is again a linked triad, although the average
vector lengths are shorter. The average vector length for all four versions
is O(n/3), as given in (2.1.17).

The kij and kji forms are also outer product forms since for Choleski,
for example, the first stage can be written as

Ao [an aT] _ [ai? 0][1 0 ][a;{z I,T]
“Lla, A, , 1l]lo Adlo 1
so that the updated submatrix Az is obtained from A, by subtracting the
outer product L;1{. George and Liu [1981] call the kij and kji forms submatrix

Choleski. Both the kij and kji forms compute L a column at a time. The
data access patterns for the codes of Figure A.1-2 were given in Figure 2.1-11.

Delayed Updating: The LU ikj and jki Forms

The ikj form of LU decomposition is analogous to the kij form except
that updates to subsequent rows of A are delayed until that row receives
final processing. The same relation holds between the jki and kji forms;
thus, the ikj and jki forms are called delayed update algorithms. The codes
are given in Figure A.1-3. (Recall that the jki code was also given in Figure
2.1-3)

At the ith stage of the ikj algorithm, all updates are performed on the
ith row of A to produce the ith rows of L and U. Thus, the ith row of U
is computed as the linear combination u; = Z;;', I, u, of the previous rows
of U (from those positions needed for the ith row of U). Access in the
inner loop is by rows of A while the elements of L give the multipliers in

Fori=2ton Forj=2ton
Fork=1ti—-1 Fors=jton
i = ay/ ai iy = agj1/ 5y, 51
Forj=k+1ton Fork=1toj—1
a; = a; — lyay; Fori=k+1ton
a; = a; — lay;

Figure A.1-3. The ikj and jki forms of LU decomposition. (a) ikj; (b) jki.
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the linear combination. The jki form is the corresponding column-oriented
algorithm. Access now is by columns of A and columns of L. The basic
operation is again a linear combination with the a; playing the role of
multipliers in the linear combination. At the jth stage, the jth columns of
L and U are computed after all the required updates to A are made. The
access patterns of the ikj and jki forms were shown in Figure 2.1-4. We
note that the average vector lengths of the inner loop operations in the ikj
and jki forms are again O(3n).

The SGE and Choleski ikj and jki Forms

The codes for these forms are given in Figure A.1-4; the access patterns
were given in Figure 2.1-11.

In the ikj and jki algorithms, the basic operation is again a linear
combination, and the average vector lengths are O(3n). In the ikj Choleski
algorithm, the inner loop updates the ith row of A using columns of L;
thus, both row and column access is required. The same is true of SGE
although it is the rows of A, stored as columns by symmetry, that are
required. Note that in SGE, L cannot be overwritten onto A since the
original A is needed for the future updates. L is being computed by rows,
and this is one form of what is called row Choleski in George and Liu
[1981]. The algorithm can be based on bordering; that is, if A;,_, = L‘i_,f,,T_,
is the decomposition of the (i — 1)st principal submatrix, then the decompo-

sition of A; is
A = [Al—l al] - [f'l—l O][f'lr—l li]
! a,T a;; l;r I," 0 Ili

Thus, the new ith row of L is obtained from L,_,1; = a;, I; = (a; — 171,)2
In the jki form, access is by columns of both A and L. In SGE, the aj
are the multipliers in the linear combination. They are the elements of the

bie = aye/ any (aue/ lr)
Forj=k+1toi

Ay = Ay — Iikajk (au - Ilkljk)
(i = aif?)

(h = a:{z) (= a:{z)
Fori=2ton Forj=2ton
Fork=1toi~1 Fors=jton

Isj—l = sj-l/aj-l,j—l (asj—l/lj—l,j—-l)
Fork=1toj~-1
Fori=jton
a; = a; — Lay (a; ~ l'kljk)
(I = ajf

Figure A.1-4. The ikj and jki forms of SGE and Choleski. (a) ikj; (b) jki.
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jth row of A, and L can only overwrite that portion of A up to the jth row.
The columns of L are computed one at a time, and this is one form of what
is called column Choleski by George and Liu [1981].

The LU ijk and jik Forms

These forms are based on explicit LU decomposition using inner
products. The codes are given in Figure A.1-5. Note that the j loop in the
ijk form splits into two parts. The first computes the elements of the ith
row of L and then the second computes the elements of the ith row of U.
The inner loop computations are inner products of the ith row of L and
columns of A. Similarly, in the jik form, the first i loop computes the jth
column of U and the second i loop updates the remainder of the jth column
of A. The basic vector operation is an inner product of rows of L and the
Jjth column of U. The access pattern of the two forms was given in Figure
2.1-4. Note that all necessary updating is done at the stage where the current
row (or column) is being computed; thus, these are also delayed update
algorithms. The ijk form computes L and U by rows, whereas the ikj form
computes L and U by columns. Finally, the average vector lengths for the
inner product are again O(3n).

The SGE and Choleski ijk and jik Forms

The codes for these forms are given in Figure A.1-6 and the access
patterns were given in Figure 2.1-11.

In the ijk form, the inner loop is an inner product of the ith and jth
rows of L for Choleski and the ith row of L and jth row of A for SGE.
Since the rows of L are being computed one at a time, ijk Choleski is
another form of row Choleski. Note that in SGE all previous rows of A
are needed for the updating at the ith stage so that we cannot overwrite L

Fori=2ton Forj=2ton
Forj=2toi Fors=jton
bicv = ay_y/ ;4,5 iy = agy_1/ a4, -1
Fork=1toj—1 Fori=2toj
a; = a; — lay; Fork=1toi-1
Forj=i+1ton a; = a; — lyay;
Fork=1toi—-1 Fori=j+1ton
a; = a; — lyay, Fork=1toj—1
ay = ay — lyay

Figure A.1-5. The ijk and jik forms of LU decomposition.-(a) ijk; (b) jik.
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(ly= a:/lz) (ly = a:{z)

Fori=2ton Forj=2ton
Forj=2toi Fors=jton
o= ay/a ;. (ay—1/l—1,5-1) Iy 1=ay./a;_y ;. (asj—l/lj—l,j—l)
Fork=1toj—1 Fori=jton
a; = a; — I‘kajk (aU - Ilkl]k) Fork =1 toj—1
(I = al{?) ay = ay — lpay (ay — ldy)

Iy = ajf?)

Figure A.1-6. The ijk and jik forms of SGE and Choleski. (a) ijk; (b) jik.

on to A. In the jik form, the inner loop is an inner product of the ith row
of L and the jth row of L or A, the same as in the ijk form. However, L
is being computed a column at a time so that this is another form of column
Choleski. Note that in SGE the jth row of A is needed at the jth stage so
that L cannot overwrite A except in those positions before the jth row.
Both the ijk and jik forms are delayed update algorithms and the average
vector length for the inner products is O(3n).

Parallel Computers

We next discuss the ijk forms for parallel systems whose p processors
may or may not have vector capability. We will consider only local memory
systems with row or column wrapped interleaved storage. In the following,
P; will denote the ith processor and P(i) will denote the processor holding
the ith row (or column) of A. We will begin with the LU decomposition.

LU Decomposition

The basic codes for the kij and kji forms of LU factorization were
given in Figures 2.1-1 and 2.1-2, but they need to be interpreted suitably in
order to be useful for parallel systems. Consider first the kij code. On a
vector (or serial) machine, there is a sequential order inherent in this
code that is inappropriate for parallel systems. The essence of the kij form
is that rows (as opposed to columns) are updated as soon as possible, and
the intent is to do in parallel as many of these tasks as possible. For example,
in Figure 2.1-1, the kth stage is completed before the (k + 1)st stage begins,
but this is too restrictive for a parallel code. Indeed, some processors may
be free to begin the (k + 1)st stage while others are still completing the kth
stage; for maximum efficiency, these processors should be allowed to begin.
Hence, processors will be allowed to proceed immediately to later stages
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after all of their computation in the current stage is complete. We now
discuss the individual forms in more detail.

The LU—kij,r Form

We will denote the kij form of LU factorization with row interleaved
storage by LU—kij,r and similarly for the other forms. For the LU—kij,r
form, a straightforward pseudocode for each processor is given in Figure
A.1-7 where myrows is the set of indices for the rows assigned to each
processor. With row-interleaved storage, each processor calculates a multi-
plier and then updates a row that it holds. All processors can do this in
parallel until the last p X p submatrix, when processors start to drop out
one by one. In order to perform the updates at the kth stage, each processor
requires row k, and hence row k must be broadcast to all processors before
stage k can begin.

The algorithm given in Figure A.1-7 automatically synchronizes the
processors at each stage, since P(k + 1) does not finish stage k before any
other processor, and must make the next broadcast of information. This is
undesirable since it causes processors to become idle while waiting for the
next pivot row. Thus, we will allow P(k + 1) to broadcast row k+ 1 as
soon as that row has been updated, before continuing to update its other
rows. Using this send-ahead strategy, it is unlikely that contention for
communication resources will exist, since row k -+ 1 is not ready to be sent
until after row k has been received and used. The pseudocode for this
algorithm, which we consider the basic implementation of LU-—kij,r, is
given in Figure A.1-8.

The algorithm in Figure A.1-8 might be improved by beginning compu-
tation of the multipliers while the remainder of a pivot row is being received.
For example, the computation of the multipliers /;; could begin as soon as
a,; is received, rather than waiting for the entire first row. In any case,
communication delays seem to be very satisfactory. On parallel-vector

fork=1ton—-1do

if (k in myrows) then
broadcast(row k)

else
receive(row k)

for all rows i > k in myrows do
compute(/;, )
update(row i)

Figure A.1-7. Naive LU~ kij,r code,for each processor.
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broadcast(row 1)
fork=1ton-1do
if (k not in myrows) then
receive(row k)
for all rows i > k in myrows do
I = au/ anx
forj=k+1tondo
a; =l — agay,
if ((i = k+1) and (i # n)) then
broadcast(row k + 1)

Figure A.1-8. LU—kij,r code for each processor.

machines, the updates would proceed by vector operations on the rows.
This would necessitate, of course, that all elements of the required rows be
available. The vectors have full length of n — k at the kth stage; this will
be in contrast to some of the other forms, which will have vector lengths

O((n - k)/p).

The LU—kij,c Form

Next, consider the kij form with column interleaved storage, which we
denote by LU~—kij,c. At the kth stage all multipliers will be computed in
P(k). According to the algorithm of Figure 2.1-1, each multiplier is used
to update the corresponding row before the next multiplier is computed.
However, it is clear that unless P(k) gives priority to computing the entire
kth column of multipliers before updating the rest of its columns, delays
will be incurred by other processors. The multipliers could be computed
and broadcast in segments; a segment length of 1 corresponds to broadcast-
ing each multiplier as it is computed. While this would allow other processors
to start updating as soon as possible, the communication cost would be
much greater than that for the LU —kij,r algorithm.

At the other extreme, the entire column of multipliers could comprise
a segment. This would cause delays at each stage while the multipliers were
being computed, but a further modification of the LU—kij,c algorithm to
allow compute-and-send-ahead would alleviate this problem except for the
first stage. Specifically, when the kth column of multipliers is received,
P(k + 1) should give priority to computing and sending the (k + 1)st column
of multipliers. This requires a further deviation from the kij paradigm, in
that column k + 1 would be fully updated before P(k + 1) updates the rest
of the submatrix by rows. This variant of the LU —kij,c algorithm is much
more natural in the context of the kji form.
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Finally, on vector processors, the formation of an entire column of
multipliers could be done with a vector divide. However, since each row
in the kij,c form is distributed across the processors, the vector lengths for
the row operations will be divided by p. We call these partial vector lengths.
As noted above, the kij,r form allows full vector lengths for all updating
operations.

The LU—kji,r Form

The kji form differs from the kij form in that updates are done by
column rather than by row. Again, we first assume that we have row-
interleaved storage. We can adapt the code in Figure 2.1-2 to a parallel
version in the following way. At the kth stage, an entire column of multipliers
is computed in parallel by all the processors. Then the remaining submatrix
of A is updated column by column. The calculation of the multipliers and
the updating requires that row k be available to all processors, and hence
P(k) must broadcast row k prior to the beginning of stage k. The communica-
tion cost is identical to the naive form of LU—kij,r; in fact, the total cost
is the same, since within each stage the processors are doing exactly the
same operations on the same elements in a different order.

In order to eliminate unnecessary delays while processors wait for data,
we would again use a compute-and-send-ahead strategy. At the start of
stage k, P(k +1) would update and broadcast all of row k + 1" before
updating the rest of its columns. There is no reason to prefer this to the
LU-kij,r algorithm, since their execution times would be identical. In
addition, the code would be slightly more complicated, as the entries in
row k + 1 are updated in a different order than the rest of the coefficient
matrix. And, on vector machines, the kji,r form is at a disadvantage since
vector lengths are only partial.

The LU—kji,c Form

In its simplest form, the LU-kji,c algorithm suffers from the same
difficulty that the naive form of LU—kij,r does: unwanted synchronization
at the end of each stage. However, we can use a strategy analogous to that
used for the LU —kij,r form. At stage k, after P(k + 1) has updated column
k + 1, it computes and broadcasts the (k + 1)st column of multipliers before
continuing to update its remaining columns. For each stage except the first,
this will reduce the amount of delay time for processors waiting to receive
the next column of multipliers. Since vector lengths are full, we conclude
that, although there is a delay at the outset, both the scalar and vector forms
of kji,c look promising.
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The ikj and jki Forms of LU Factorization: Delayed Updates

The codes for the ikj and jki forms were given in Figure A.1-3. The
essence of the ikj form is to delay the updates of rows until the time that
the row is to receive final processing. The same is true for the jki form using
columns in place of rows. We summarize this in the prescriptions shown
in Figure A.1-9, which we now discuss in more detail.

The LU—ikj,r Form

Since storage is by rows, if we interpret the delayed update strategy
strictly, only one processor will be active at a time: first P, updates the
second row and transmits to all processors, then P; updates the third row,
and so on. To alleviate this problem, all processors could begin updating
other rows. When P, completes row 2, it is transmitted to all processors
and P; gives priority to completing the third row and transmitting to all
processors. Thus, each processor gives priority to the delayed update strategy
but updates other rows while waiting for data. On vector machines, the
vector lengths will be full.

A variation on this theme is the following: P(1) broadcasts row 1, and
then all other processors update their ith row with row 1, while P(1) updates
row p + 1. Next, P(2) broadcasts the new row 2, and all other processors
update the next p rows with row 2 while P(2) updates row p + 2 with row
1, and so on. The effect is to have a band of p rows being updated at any
given time, and as rows are completed at the top of the band, new rows
are included at the bottom, so that the band *“‘migrates” through the matrix.
While this strategy allows processors to proceed in parallel, it has a serious
defect. As new rows are included at the bottom of the band, they must be
updated by all previous rows. Hence, rows with small indices must either
be stored in each processor, or rebroadcast each time they are needed. In
either case, there is a large overhead for extra storage or communication.

It is clear that the ikj,r form has no merit if the delayed update strategy
is strictly obeyed. With the modifications discussed above, it becomes more
like the kij,r form, except that the coding is more complicated. On some
vector processors, delayed updates will have the advantage of fewer store
operations, and on other machines there may also be an advantage of fewer

Fori=2ton Forj=2ton
Compute ith row of L Compute (j — 1)st column of L
Do all updates for ith row of A Do all updates for jth column of L

Figure A.1-9, Parallel ijk and jki forms of LU factorization.
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index computations and storage accesses. But it is unlikely that this will
outweigh the increased complexity.

The LU—ikj,c Form

In this form, there is delayed update by rows and storage by columns.
During stage i, processor 1 first calculates /; and sends it to all other
processors. Each of these then updates their portion of row i with row 1,
whereupon processor 2 calculates and broadcasts /;, and then all processors
update their portion of row i with row 2. This process continues until row
i has been completely updated. Each update on row i is done in parallel
by all processors, but there are communication delays to broadcast the
multipliers.

An alternative organization is to compute and send the multipliers as
soon as possible before updating the remainder of the row. Here, the
computation and transmission of multipliers are overlapped with the updat-
ing of the remainder of the row; this is a slight deviation from the delayed
update strategy. The code for this modification is clearly more complicated,
and on vector machines, vector lengths are only partial. We conclude that
this form has little merit.

The LU—jki,r Form

The jki form does delayed updates by column. On parallel systems
with storage by rows, the algorithm proceeds as follows. At stage j, the
entire (j — 1)st column of multipliers is computed in parallel (requiring all
processors to have access to the diagonal element). Then, as k is increased
from 1 to j — 1, P(k) broadcasts a,;, which is used as a multiplier by all
processors to update the jth column in parallel. As soon as P(k + 1) has
updated element a,., ;, it broadcasts this new element before proceeding
to update any other elements of column j it may contain. While this form
exhibits a high degree of parallelism, the communication is high since each
element of U is broadcast as a multiplier for some linear combination of
columns. Moreover, on vector processors, the vector lengths are only partial.

The LU-jki,c Form

Since storage is by columns, a strict adherence to the delayed update
prescription would render this form useless because all but one processor
would be idle while a column is updated. The only way the form could be
viable is to deviate rather drastically from the delayed update philosophy.
For example, at the first stage, multipliers would be computed in P, and
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broadcast to all other processors. All processors would begin updating their
columns until P, has updated its second column, computed its multipliers,
and sent them. Then P; could concentrate on the final update of columns,
and so on. Thus, priority would be given to the delayed final updates, but
in the meantime other processors would be doing immediate updates. This
is the same situation as the ikj,r form and, as with that form, we can also
create a migrating band version of the algorithm. The vector lengths are
full and we conclude, as with the ikj,r form, that only for some vector
processors would this form be potentially viable.

The ijk and jik inner product forms

The pseudocodes for the ijk and jik forms were given in Figure A.1-5.
We interpret these forms as in Figure A.1-10.

The LU—ijk,r Form

Since A is stored by rows, an inner product of a row of L and column
of U will require data from one processor for the row, and a number of
processors for the column. This requires transmitting the necessary elements
of the row of L to the correct processors before computing the partial inner
products within each processor, and then doing a fan-in across the pro-
cessors to complete the inner product. This requires a prohibitive amount
of communication, and this form seems to have little merit. (There also is
very poor load balancing at the beginning; for example, in computing the
second row of U only the first processor is used. However, the load balancing
is good at the end.)

The LU~ijk,c Form

The inner products now involve a column of U from one processor
and a row of L distributed across several processors. Again, we would
transmit the necessary portions of the column to the other processors and

Fori=2ton Forj=2ton
Compute ith row of L and U Compute (j — 1)st column of L and U
with inner products of ith row with inner products of ith row
of L and columns of U of L and columns of U

Figure A.1-10. Parallel ijk and jik forms of LU factorization.
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then proceed as in the ijk,r form. Thus this form has the same problems as
the ijk,r form.

The LU~jik,r, LU—jik,c Forms

These two forms have the same difficulties as the two ijk forms.
Recall that the properties of the LU forms on parallel computers were
summarized in Table 2.2-1.

Choleski Factorization

We next consider the Choleski factorization A = LL”. Thus, CH-kij,r
or CH—kij,c will denote the kij form of Choleski with row or column
interleaved storage, and similarly for the other forms. We now discuss the
various forms in more detail. The pseudocodes for the kij and kji immediate
update submatrix forms were given in Figure A.1-2.

The CH—kij,r Form

In this form, storage is by interleaved rows. At the kth stage, P(k)
computes and broadcasts /. For each row i, P(i) computes [; and updates
the ith row of A. This updating requires /., .. ., lx so that each processor
will need access to most of the kth column of L. This is considerable
communication. However, it may be possible to overlap at least some of
the communication with computation as follows. When the processors
receive I, they can all compute in parallel their elements of the kth column
of L and then broadcast them. While waiting to receive these data, they
can begin the updates of their rows, using the elements of the kth column
that they possess. Note that all processors will attempt to broadcast at
almost the same time so that on some architectures there will be severe
contention for the communication resources.

After the first stage, additional savings can potentially be achieved by
the following compute-and-send-ahead strategy. All processors first com-
pute and broadcast the next column of L before completing the current
update. That is, at the kth stage, P(k + 1) computes and broadcasts /4 x+
as soon as possible, and then all processors compute and broadcast their
elements of the (k + 1)st column of L before completing the updates of the
kth stage. This send-ahead strategy is a rather large deviation from the kij
paradigm and is done more naturally in the context of the kji,r form, to be
discussed shortly. On vector processors, the kij,r form can use vectors
or full length. However, unless the compute-ahead strategy and overlapping
of computation and communication can be achieved, this form will be
inferior to some of the others.
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The CH —kij,c Form

Next, assume that storage is by interleaved columns. At the kth stage,
P(k) computes and broadcasts the elements, /,, of the kth column of L,
and there are different ways that this can be done. If the I, are broadcast
one at a time, other processors can begin updating their portions of the
rows as soon as the necessary [ are received; as with the kij,r form, the
elements .k, ..., lx are needed to update the jth row. If the I are
broadcast one at a time, O(n?) broadcasts are needed, and this will be
excessive. On the other hand, we can deviate somewhat from the kij para-
digm and compute and broadcast several I, at once. This will decrease the
number of broadcasts but at the cost of possible additional delays while
processors wait for data. At the extreme, all of the kth column of L can be
broadcast at once, and this may be the best strategy in conjunction with a
send-ahead as in the kij,r form; that is, at the kth stage, P(k + 1) will
compute and broadcast all of the (k + 1)st column of L before completing
the updates of the kth stage. Again, this is a rather large deviation from
the kij paradigm and the same effect can be obtained in the kji form, to be
discussed next. On vector processors, there will be further delays at the first
stage to obtain sufficient multipliers, but this can perhaps be handled at
subsequent stages by the compute-ahead strategy. Vector lengths are only
partial, however.

The CH—kji,r Form

The kji form also does immediate updates but these are now by column.
The kji,r form proceeds as follows. At the first stage, P(1) computes and
broadcasts /,;, and then all other processors can compute in parallel their
portion of the first column of L. There are now two communication strategies.
Since the update of the jth column requires that each processor hold J;; in
addition to the elements of the jth column it already holds, we could
broadcast the elements of the first column one by one. Thus, P(2) broadcasts
L,, and then all processors can update their portion of the second column
while P(3) is broadcasting I;,, and so on. This will require a total of O(n?)
broadcasts.

The second strategy is for all processors to broadcast at one time their
portions of the kth column; this will require a total of O(pn) broadcasts.
As with the kij,r form, we can use a compute-ahead strategy and compute
and broadcast the elements of the (k + 1)st column of L before the updating
of the kth stage is completed. Again, if computation and communication
can be overlapped, this can be quite satisfactory. Note that this is a deviation
from the kji paradigm, but less so than for the kij form since updates are
by column. Vector lengths will only be partial in the kji,r form.
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The CH—kji,c Form

The discussion of the kji,c form, with storage by columns, mirrors that
of the kij,c form, except that now the update of the (k + 1)st column is no
longer as much of a deviation from the kji paradigm; indeed, this is only
a rearrangement of the communication, not the computation. As with the
previous forms, it will be highly desirable to use a send-ahead strategy, and
update and broadcast the (k + 1)st column of L as soon as possible during
the kth stage. There will be full vector lengths for vector processors. It is
clear that the kji,c form is the best of the kij and kji forms.

The Delayed Update ikj and jki Forms

The codes for the ikj and jki forms were given in Figure A.1-4. The
ikj form is delayed update by rows while the jki form is delayed update by
columns. We now discuss them in more detail.

The CH—ikj,r Form

As with LU factorization, we will have to deviate rather drastically
from the delay prescription in order to have reasonable load balancing. The
“migrating band” approach discussed for LU factorization can also be
formulated here, but, again, at best we would achieve an algorithm no better
than the kij,r form. The only exception would be on vector processors for
which delayed updating is important.

The CH —ikj,c Form

With storage by columns, the ikj form is somewhat better since all
processors are involved in updating row i. In particular, the products Iyl
can be performed in parallel. However, these products must be subtracted
from a;, which lies in P(j), so that a high degree of communication is
required. Thus, this is an unattractive form.

The CH—jki,r Form

This is delayed update by columns with row storage. It mirrors the
kji,r form except that all updates to the jth column are done at the jth
stage. The kth update requires the-kth column of L (from the element I;
on). Hence, the elements of the jth row of L may be broadcast at the outset
of the stage before the updates begin, or broadcast one by one and the
updates begun as soon as the next multiplier is available. The latter possibil-
ity will require more communication time. Vector lengths are only partial.
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The CH—jki,c Form

If storage is by columns, we have essentially the same problem as with
the ikj,r form in that we must deviate considerably from the delayed
updating in order to obtain good load balancing,.

The ijk and jik Inner Product Forms

The codes for these forms were given in Figure A.1-6. The ijk form i,
delayed update by rows, in which the inner loop is an inner product of two
rows of L.

The CH—ijk,r Form

At the ith stage of the CH—ijk,r algorithm P(i) subtracts from ele-
ments of the ith row the inner products of rows 1 through i — 1 with the
current ith row. Since the ith row is being continually updated, these inner
.products cannot be done in parallel, and, hence, at most two processors
will be active at a given time in performing the updates. If we allow deviation
from the form so that other processors can proceed to later stages, this will
require that each row either be rebroadcast when needed to update a row
of higher index or be saved in each processor. This would drastically increase
either communication or storage costs.

The CH—ijk,c Form

With storage by interleaved columns, the situation is only slightly better.
Now the rows are distributed across the processors and partial inner prod-
ucts can be done in parallel. However, these partial inner products must
then be summed by a fan-in and the communication cost becomes prohibi-
tive. We conclude that neither the ijk,r nor the ijk,c form can be competitive.

The CH —jik,r and CH —jik,c Forms

The jik form also computes inner products of the rows of L, but now
L is computed by columns rather than by rows. At the jth stage, column j
of L is computed and inner products of row j of L with all succeeding rows
are needed. Consider first storage by interleaved rows. The jth row of L
must first be broadcast to all processors and then the inner products may
be done in parallel. This is exactly the same data pattern as the jki,r form.
The difference is that the jki form updates the jth column by a linear
combination of columns while the jik form updates by inner products of
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rows. On scalar machines, these are equivalent. However, on vector pro-
cessors, the jik,r form will use inner products with full vector lengths
compared with the partial vector lengths of the jki,r form. In a similar way,
it is easy to see that the jik,c form with storage by interleaved columns has
the same difficulties as the jki,c form.

Recall that the properties of the parallel Choleski forms were summar-
ized in Table 2.2-2.
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Convergence of Iterative Methods

In this appendix, we discuss some basic convergence theorems for iterative
methods. Most of these results are classical and may be found in Varga
[1962] or Young [1971]. We consider first the iterative method

x**'=Hx*+d, k=0,1,... (A.2.1)
for approximating solutions of the linear system
Ax=b (A.2.2)

We assume that the n X n matrix A is nonsingular and that X is the unique
solution of (A.2.2). Then the iterative method (A.2.1) is said to be consistent
with (A.2.2) if

£=H&+d (A.2.3)

For a consistent method we can subtract (A.2.3) from (A.2.1) to obtain the
basic error equation

ekt = Hek, k=0,1,... (A2.4)
where ¢’ = x' — % is the error at the ith step. This equation is equivalent to
e =H'", k=1,2,... (A.2.5)

If we require that (A.2.1) converge for any x°, then this is equivalent to
requiring that e* - 0 as k » o for any €. By choosing €° successively equal
to the coordinate vectors e, e,,..., where e; is zero except for a 1 in the
ith position, we see that e* - 0 as k > oo for any e’ is equivalent to H* - 0
for k> co. If A,,..., A, are the eigenvalues of H and p(H) = max,|A,| is
the spectral radius of H, we then have the following basic result, whose
proof is given, for example, in Ortega [1987a; Theorem 5.3.4].

253
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A.2.1. THEOREM. If His ann X n matrix, then H* > 0 as k - o if and
only if p(H) < 1. Thus, the consistent iterative method (A.2.1) converges for
any x° to the unique solution of (A.2.2) if and only if p(H) < 1.

Consistent iterative methods arise naturally in the following way. Let
A=P-Q (A.2.6)

be a splitting of A, and assume that P is nonsingular. Then it is easy to see
that

xk+1 = P—loxk + P_lb, k= ()’ 1, o (A.2.7)

is a consistent iterative method. For such methods, the question of conver-
gence reduces to ascertaining if p(P~'Q) < 1. A useful tool for this in
certain cases is given by the following result, whose proof is given, for
example, in Ortega [1987a; Theorem 5.4.2].

A.2.2. STEIN’Ss THEOREM. If H is an n X n real matrix, then p(H) < 1
ifand only if there is a symmetric positive definite matrix B such that B — H "BH
is positive definite.

We will say that a real, not necessarily symmetric, matrix C is positive
definite if x"Cx > 0 for all real x # 0. This is equivalent to the symmetric
part of C, (C + CT)/2, being positive definite in the usual sense. We will
use this concept in the following way.

A.2.3. DerINITION. The splitting A = P ~ Q is P-regular if P is non-
singular and P + Q is positive definite.

We can now give the following convergence theorem.

A.2.4. P-REGULAR SPLITTING THEOREM. If A is symmetric positive
definite and A = P — Q is a P-regular splitting, then p(P™'Q) < 1.

ProoF. Let H=P™'Q and C = A— HTAH. Then, since P7'Q =
I - P'A, we have

C=A-(I1-P'A)TA(I - P'A)
=(P'A)TA+ AP'A—- (P'A)TAP'A

=(P'A)T(P+PT-A)P'A=(P'A)T(PT+ Q)(P'A) (A2.8)
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By assumption, P + Q is positive definite and therefore P” + Q is positive
definite. Thus, since C is congruent to P” + Q, it is also positive definite.
It then follows from Stein’s Theorem A.2.2 that if A is positive definite we
have p(H) < 1. u}

There are two different converses associated with A.2.4, each useful in
certain situations. The first is as follows:

A.2.5. FIRST CONVERSE OF P-REGULAR SPLITTING. Assume that A is
symmetric and nonsingular, A= P - Q is a P-regular splitting, and
p(P~'Q) < 1. Then A is positive definite.

PROOF. Again let H = P7'Q, so that p(H) < 1. Then, for any x°, by
A.2.1 the sequence x* = Hx*™', k=1,2,..., converges to zero. Now sup-
pose that A is not positive definite. Then there is some x° # 0 so that
(x*)TAx° < 0, and

Y =P 'Ax’#0
Thus, from (A.2.8),
(O)TCx" = (5°)T(PT + Q)y’ > 0

by the assumption of a P-regular splitting. Moreover, as shown by (A.2.8),
C is positive definite, so that, for any k= 0,

0< (xk)Tka — (xk)TAxk - (xk+l)TAxk+l
and we have shown that strict inequality holds for k = 0. Thus,
(xF*TAx ! < (x¥)TAxF < - - - < (x")TAx' < (x%)TAx° < 0

But this contradicts the fact that x* - 0 as k » 0 so A must be positive
definite. !

The second converse of A.2.4 is applicable when P itself is symmetric
positive definite. In this case, convergence implies not only that A must be
positive definite but that the splitting must be P-regular. Note that A.2.4
and A.2.6 contain the result 3.4.3 stated in the text.

A.2.6. SECOND CONVERSE OF P-REGULAR SPLITTING. Assume that
A = P — Q is symmetric and nonsingular, P is symmetric positive definite, and
p(P7'Q) < 1. Then A and P + Q are positive definite.
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In order to prove A.2.6 we need the following result about the eigen-
values of products of symmetric matrices; for a proof, see, e.g., Ortega
[1987a; Theorem 6.2.3]

A.2.7. THEOREM. Let B and C be real symmetric matrices. If either is
positive definite, then BC has real eigenvalues. If both B and C are positive
definite, then BC has positive eigenvalues. Conversely, if BC has positive
eigenvalues and either B or C is positive definite, then both are positive definite.

PrOOF OF A.2.6. Again,set H =P 'Q =1 — P 'A. Since P! is posi-
tive definite, A.2.7 ensures that the eigenvalues A,,..., A, of H are real
and, since p(H) < 1, we must have

“1<AM<1, i=1,...,n (A.2.9)

Thus the eigenvalues of P~ A are positive and, again by A.2.7, A is positive
definite. Moreover, (I — H)™' exists and the matrix G = (I — H)"'(I + H)
has eigenvalues (1 + A;)/(1 — A;), i =1, ..., n, which are positive by (A.2.9).
We can write G as

G=(I-P'Q'U+P'Q=[P(P-QI'P(P+0Q)
=A"'(P+Q)

and then A.2.7 shows that P + Q is positive definite since A™' is positive
definite. ]

We note that it is an open question as to whether A.2.6 holds without
the assumption that P is symmetric.

We now apply the above general results to some particular iterative
methods. We first note that Theorem 3.1.2 is an immediate consequence of
A.2.4 and A.2.6. Here, P= D and Q = B.

A.2.8. Jacos1 ITERATION CONVERGENCE. If A = D — B is symmetric
and nonsingular and the diagonal D of A is positive definite, then the Jacobi
iteration converges for any x° if and only if both A and D + B are positive
definite.

We next prove Theorem 3.2.3 in a somewhat strengthened form.

A.2.9. OsTROWSKI-REICH THEOREM. If A is symmetric and nonsin-
gular with positive diagonal elements and o € (0, 2), then the SOR iteration
converges for every x° if and only if A is positive definite.
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Proor. We will first apply Theorem A.24. If A=D— L~ L") the
SOR iteration matrix is

H,=(D-wL)'[(1 - w)D+ oL"] (A.2.10)
and it is easy to verify that P and Q are given by
P=o0(D-wlL), Q=0"'[(1-w)D+woL"]

Since D has positive diagonal elements, P is nonsingular and it only remains
to verify that P + Q is positive definite. The symmetric part of P+ Q is

1 ry, L el oy T
5 (P+PT)+(Q+Q7) =5=(2D -~ wL-wL")

+ A (1-w)D+eL+el™]=2=%D
2w )

which is positive definite if o € (0,2). The converse statement follows
immediately from A.2.5. 0

Theorem A.2.9 gives the full range of allowable real o for the SOR
iteration. This is a consequence of the following result, which does not
assume that A is necessarily symmetric.

A.2.10. KAHAN’s LEMMA. Assume that A has nonzero diagonal ele-
ments. Then the spectral radius of the SOR iteration matrix (A.2.10) with
LT = U satisfies

p(H,) = |w — 1| (A.2.11)

PROOF. Because L is strictly lower triangular, det D™'=
det(D — wL)™! and we have

detH, = det D™'det[(1 ~ @)D + wU]
=det[(1 - 0)I + 0D 'U]=(1 - w)"

since D™'U is strictly upper triangular. But det H,, is the product of the
eigenvalues of H, and therefore (A.2.11) must hold.
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Theorem A.2.4 also applies to the SSOR iteration. In order to find the
correct splitting A = P — Q in which P is symmetric, we examine the more
general alternating iteration
Sx 12 = (8 - A)x* +b (A.2.12a)
STx**1 = (ST — A)x**"2 + b (A.2.12b)
Combining the two halves of (A.2.12) gives the single step iteration

X' =(I-8TA)I -ST'AX +[(T-5TA)S'+S b (A213)

If this iteration is assumed to arise from a splitting A = P — Q, then we
must have

P'=[(I-8STAS'+8T]=85T(S+S8"-A)S™!
or
P=S(S+S8ST-A)'ST (A2.14)

This P is clearly symmetric, and the corresponding Q is

Q=P-A=S(S+ST-A)'ST-A (A.2.15)
The P and Q given by (A.2.14) and (A.2.15) satisfy

P'Q=1-P'A=I-5ST(S+ST-A)S'A
=1-STA-STA+STAST'A=(I1-STTANI - S'A)

which is the iteration matrix of (A.2.13), as expected.
For the SSOR iteration S = w™'D — L so that (A.2.12a) becomes

(0 'D-L)x**"?=[w'D-L-D+L+L"Ix*+b
=[(w'=1)D+LTIx*+b

and similarly for (A.2.12b). Note that in the definition of S, w has been
factored from the familiar D — wL so that b is not multiplied by @ in
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(A.2.12). With this S, (A.2.14) becomes
P=(o'D-L)w'D-L+o'D-L"-D+L+L"1 (0 'D-L")

=w D - oL)[(2w ' -1)D](D - oLT)

1 -1 _ T
= m (D - wL)D (D oL ) (A216)

and it is easy to verify that the corresponding Q of (A.2.15) is

1
Q=w(2—w)

We note that the P and Q of (A.2.16, 17) can also be obtained from
the iteration matrix

[(1-w)D+wLlD'[(1-0)D+wL™] (A2.17)

H=(D-wL")'[(1-w)D+ wL¥D - wL)™

x[(1 - w)D + wL™] (A.2.18)
of the SSOR iteration. The middle two terms of (A.2.18) can be written as

[(1 = w)D+ wL}(D - L) =[(1 - )]+ oLD'(I - wLD™")™"

=(I-wLD™)™'[(1 - w)] +wlLD™"]
= D(D - oL)"'[(1 - 0)D + wL]D™’
since products of the form (I + B) '(al + bB) commute. Thus
H=(D-wL")'D(D - wL)'[(1-w)D+ »L]D7'[(1 - @)D+ »L"]

This displays the factors P~' and Q with the exception of the constant
w(2 — @) which cancels out.

If A is positive definite and w € (0, 2), then the matrix P of (A.2.16)
is positive definite, and the matrix Q of (A.2.17) is positive definite unless
w = 1, in which case Q is positive semidefinite. In either case, P+ Q is
positive definite so that A = P — Q is a P-regular splitting. Theorems A.2.4
and A.2.5 both apply and we can summarize the convergence properties of
the SSOR iteration as follows.

A.2.11. SSOR CONVERGENCE. If A is symmetric and nonsingular with
positive diagonal elements and 0 < w < 2, then the SSOR iteration converges
for every x° if and only if A is positive definite.
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We note that if A is symmetric positive definite the eigenvalues of the
SSOR iteration matrix are real, and positive if w # 1. This follows from
A.2.7 since P and Q are positive definite. (If @ = 1, the eigenvalues are
only nonnegative.) Similarly, A.2.7 shows that the eigenvalues of the Jacobi
iteration matrix are real.

Regular Splittings and Diagonal Dominance

The previous results have depended on the coefficient matrix A being
symmetric and positive definite. The other standard approach to conver-
gence theorems for the Jacobi and Gauss-Seidel iterations is when A is an
M matrix or is diagonally dominant. In these cases, symmetry is not
necessary. We recall the following definitions, which will be used in the
sequel.

A.2.12. DeFINITIONS. The real n X n matrix A is

5]

. Diagonally dominant if

laal = X |ayl, i=1,...,n (A.2.19)
JEi

and strictly diagonally dominant if strict inequality holds in (A.2.19)
for all i.
b. Reducible if there is a permutation matrix P such that

T _ By, Bl2

PAP" = [ 0 Bn]
and irreducible if it is not reducible.

c. Irreducibly diagonally dominant if it is diagonally dominant, irreduc-
ible, and strict inequality holds in (A.2.19) for at least one i.

d. Nonnegative, denoted by A = 0, if all elements are nonnegative, and
positive, denoted by A > 0, if all elements are positive.

e. An M matrix if a; <0, for all i # j, and A™' = 0.

We will first consider the following classes of splittings.
A.2.13. DEFINITION. A =P — Q is a weak regular splitting if P is

nonsingular, P™' = 0, and P~'Q = 0. It is a regular splitting if P™' = 0 and
Q=0.

Clearly a regular splitting is a weak regular splitting. The basic conver-
gence theorem for these splittings is the following.
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A.2.14. WEAK REGULAR SPLITTING THEOREM. Assume that A is non-
singular with A™' = 0 and that A = P — Q is a weak regular splitting. Then

p(P'Q) < 1.
PrROOF. Set H = P™'Q. Then H = 0 and by the relations
(I+H+---+H")YI-H)=1-H"", P'=(I-H)A™!
we have, since A™! =0,
0<(I+H+---+H™P'=(I-H""A"'s A"
for all m = 0. Since P~' = 0, each row of P~' must contain at least one
positive element and it follows that the elements of I + H +--++ H™ are

bounded above as m - o0, Therefore, since H = 0, the sum converges and
consequently H* - 0 as k -» c0. Thus, by A.2.1, p(H) < 1. 0

We now apply A.2.14 to the Jacobi and Gauss-Seidel iterations in the
case that A is an M matrix. Let

A=D-L-U, B=L+U (A.2.20)
where D is the diagonal part of A, —L the strictly lower triangular part-
and — U the strictly upper triangular part. If A is an M matrix, then B =0
and

I=(D-B)A'=DA'-BA'< DA™

which shows that the diagonal elements of D are positive. Therefore, the
Jacobi and Gauss-Seidel iterations are well defined.

A.2.15. THEOREM. Let A be an M matrix. Then the Jacobi and Gauss-
Seidel iterates converge for any x° to the unique solution of Ax = b.

Proor. FortheJacobiiteration, A = D — Bisclearly a regular splitting
so that A.2.14 applies. For the Gauss-Seidel iteration, the splitting is
A= (D - L) - U. Since D is nonsingular, D — L is nonsingular and

(D-L)'=[I+D''L+(D'Ly*+---+(D'L)""ID'=0 (A2.21)

where the series terminates because D' L is strictly lower triangular. Hence
A= (D - L) - U is a regular splitting and, again, A.2.14 applies. 0
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We next give convergence theorems that apply when A is diagonally
dominant. We first need the following result about M matrices.

A.2.16. LEMMA. Let A be strictly or irreducibly diagonally dominant
and assumethata; > 0,i=1,...,n, anda; < 0,i # j. Then A is an M matrix.

ProoFr. Let H=1- D7 'A be the Jacobi iteration matrix. Then by
Ortega [1987a; Theorem 6.1.6], A is an M matrix if p(H) < 1. If A is strictly
‘diagonally dominant, then p(H) < ||H|l» <1, while if A is irreducibly
diagonally dominant, p(H) <1 follows from Ortega [1987a; Theorem
6.1.10]. 0O

A.2.17. D1IAGONAL DOMINANCE THEOREM. Let A be strictly or irreduc-
ibly diagonally dominant. Then the Jacobi and Gauss-Seidel iterates both
converge for any x°.

PrOOF. Let

A=|D|~|L|-|U|
where |L| denotes the matrix whose elements are the absolute values of the
elements of L, and similarly for | D| and |U|. Clearly, A is also strictly or
irreducibly diagonally dominant if A is. Hence, by A.2.16, A is an M matrix
so that by A.2.15
oD L +IUNI<1,  pl(UD|-IL) U <1

But

|ID7HL+ U)| < |D|(L| +|U})
and

I(D-L)~'Ul=(D| - |L)~"|Ul|
where the second inequality follows from (A.2.21). It then follows from
comparison theorems on spectral radii (if | B] < C, then p(B) < p(C); see,
for example, Varga [1962]) that

p[D7(L+ U)]1=p[|DI'(IL| +|UN] <1

pl(D - L)' U1 < p[(ID| - |L)|UN < 1. 0
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ADI convergence

We next prove Theorem 3.1.3 on convergence of the ADI iteration
(e + H)x**"V?=(al - V)x*-b, k=0,1,... (A.222a)
(al + V)x**' = (al - H)x**"?+b, k=0,1,... (A2.22b)

A.2.18. ADI CoNVERGENCE. Let A, H, and V be symmetric positive
definite matrices such that A= H + V, and let « > 0. Then, the iterates
(A.2.22) are well defined and converge to the unique solution of Ax = b.

Proor. The iteration matrix for (A.2.22) is
S =(al + V) Yal = H)(al + H) '(al - V)

and it suffices to show that p(S) < 1. Since H and V are positive definite
and a > 0, the matrices aI + H and al + V are nonsingular and the iterates
are well defined. Let

F = (al — H)(al + H)™, G=(al - V)(al+ V)"

If A, == A,> 0 are the eigenvalues of H, then (a — A;)/(a + A;) are
the eigenvalues of F and are clearly all less than 1 in absolute value. Since
(eI — H) and (al + H)™' commute, F is symmetric, and in the I, norm

|a - A,l

a+A;

I Fll. = max <1

In the same way, we obtain |G|, < 1. Hence
IFGl. < | Fll1Gll. < 1

so that the spectral radius of FG satisfies p(FG) < 1. But S is similar to
FG since

S = (al + V)'FG(al + V)
and thus p(S) < 1. 0

Rate of Convergence

For the iteration (A.2.1) with p(H) < 1, the asymptotic convergence
Jactor is defined as

a = sup {lim sup||x* — &||"/*} (A.2.23)
x? k-»00

where & satisfies X = HX + d.
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In order to understand (A.2.23) better, consider a single sequence and
let

T k _ant/k
B = lim sup||x* - x|

Since x* - & as k - oo, clearly 8 <1 and for any & > 0, there is a k, such
that

Ix*-%l<B+e), k=k

Hence, if 8 < 1 we may choose & such that 8 + £ < 1 and then, asymptoti-
cally, ||Ix* — %|| tends to zero at least as rapidly as the geometric sequence
(B + €)% The supremum in (A.2.23) is taken to reflect the worse possible
behavior of any individual sequence.

The basic theorem for the asymptotic convergence factor for the
iteration (A.2.22) is the following.

A.2.19. THEOREM. The asymptotic convergence factor (A.2.23) in any
norm equals p(H).

For a formal proof of this theorem, see, for example, Ortega [1972].
We will indicate in the following a less formal development that will be

illustrative.
First, note that A.2.19 implies that, in any norm, for any sequence {x*}
and & > 0 such that p(H) + ¢ < 1 there is a k, such that

Ix“ - %|| < [p(H)+ €], k=k (A.2.24)

Hence, asymptotically, the errors are decreasing almost as rapidly as p(H)"
It is important to note that this error reduction is, in general, only asymptotic.

Consider, for example,
05 a
H =
[ 0 0]

so that p(H) = 0.5. But

v [(0.5)" a(o.5)"“]
" ’[ 0 0
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so that with e*=x*-% and e"=(0,1)", we have e*= H%"=
(a(0.5)*7", 0)". Suppose that a = 2°. Then

lle*]l, = 227%*" = ||e°), forksp+1

so that the first p errors, in the 2-norm, are actually greater than the initial
error. This illustrates that p(H) need not be a measure of the rate of
convergence, as measured in some usual norm, in the initial stages of the
iteration.

We next illustrate A.2.19 in the following way. Assume that H has n
linearly independent eigenvectors v,, ..., v, corresponding to the n eigen-
values |A,| = |yl =+« =|A,|. Then, for any sequence x* generated by
(A.2.1), the errors e* = x* — % satisfy

n (A k
ek = ero = alA,:vl + e + a,lAﬁV" = A’]‘ [alvl + Z (_A——) V,‘] (A.2.25)
i=2 1

where € = a,v, + - - + + a,v,. Now suppose that [Ay] > |A,). Then

ek

o > a,v, as k » oo, (A.2.26)
1

The interpretation of (A.2.26) is that the error vectors e tend to the direction
v, and that asymptotically the errors behave as Afa,v,. Thus, again
asymptotically, the errors are reduced by the factor p(H) = |A,| at each
iteration.

Note that if @, = 0, then |A,| < p(H) determines the rate of convergence
of the sequence. However, this is of little consequence since it is extremely
unlikely that an initial x° would be such that a, = 0. Even if it were, rounding
error in the computation would have the effect of making a, # 0 in later
iterations.

Suppose, next, that |A,| = |A;] > |A3]. In this case

eX = a,A¥v, + ayA kv, + lower-order terms

If A, = A,, then e* tends to the direction a,v, + a,v,. Otherwise, e* need
not tend to a fixed direction but, rather, tends to the subspace spanned by
v, and v,. For example, if A, = —A,, then

e“ = Af(av, + (—1)*a,v,) + lower-order terms
Similarly, if |A,] = - - - = |A,| > |A,.,], then e* tends to the subspace spanned

by vi,...,v,. In any case, the errors are still decreasing asymptotically by
the factor p(H).
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Now suppose that H does not have a diagonal Jordan form; in par-
ticular, suppose that A, = - = A, and that A, is associated with a p x p
Jordan block. Let v, be an eigenvector associated with Ay, and v,,...,v,
generalized eigenvectors such that

HV,~ = A,V,- + Vit i= 2, Y/ (A.2.27)

(See, e.g., Ortega [1987a; Section 3.2].) It follows from (A.2.27) that
k k k—1 k k—i+1
H; = Ayv, + kA v+ 0+ -1 Al v, (A.2.28)

where (¥) is the binomial coefficient k!/(k — j)!j!.
Now, for simplicity, consider the case p = 2 so that |A,] = |A,| > |A;| =
+++=|A,|. Then using (A.2.28) for i = 2 we have

n
ek = H*® = a,A kv, + ap(Afv, + A ¥ v + T aiHMy,
i=3

}f; a,-H"v,-] (A.2.29)

= A;‘[(a] + a2£)vl +a2V2+'Lk
A Ay

1

where, again, e* = a,v, + -+ + @,v,,, and v,, ..., v, are either eigenvectors
or generalized eigenvectors. Since [A,| > |Al, i =3,..., n, it follows from

()

AT*H*, >0 ask-»o, i=3,...,n

k

A
>0 as k- oo, i=3,...,n

Ay

that

Hence, asymptotically, the error behaves as

ek -~ A’]‘ [(a, + a, 'Xk‘) Y + a2v2] -~ azkA‘:_lvl (A.2-30)

1

This shows that the error vectors are tending to the direction of the eigenvec-
tor v,, but because of the k term the errors are no longer decreasing
asymptotically by the factor |A,| = p(H). However, p(H) is still the best
single indicator of the rate of convergence since for any 6 > 0

kak

roy 0 askoe
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That is, the errors are going to zero asymptotically at least as fast as u*,
where u is arbitrarily close to p(H).

The general result is similar. If A, = - - - = A, is associated witha p x p
Jordan block and |A,| > |A,.,|, then it may be shown, by proceeding as
above, that

ek ~ Ckp—q]A l;V.
Since

kP7IAf
N E
for any 8 > 0, it is again the case that the errors go to zero at least as fast
as [p(H) + 8]* for any & > 0. If there are several Jordan blocks of the same
size associated with the eigenvalue of largest modulus, the same result is
true, although now the error tends to the subspace spanned by the corre-
sponding eigenvectors.

On the basis of Theorem A.2.19, the asymptotic rate of convergence
of the iterative method (A.2.1) is faster the smaller p(H) is. Consider now
the problem of choosing the parameter w to minimize p(H, ), where H,, is
the SOR iteration matrix given by (A.2.10). In general, this is very difficult,
but by a beautiful theory due to Frankel and Young in the early 1950s (see
Varga [1962] and Young [1971] for a full exposition) there is a solution
when A is the coefficient matrix (3.1.7) of the discrete Poisson matrix or
more generally, when A is consistently ordered (see Young [1971]). The
basic theorem is as follows:

A.2.20. THEOREM. Assume that A is symmetric positive definite and
consistently ordered, and that H,, is the SOR iteration matrix (A.2.10). Let
w = p(J), where J is the Jacobi iteration matrix. Then there is a unique
w € (0,2) that minimizes p(H,) and is given by

Wy = 1—"'6—%?)’7 (A.2.31)
Moreover,
p(H,)=w -1, Wp=sw=<2 (A.2.32a)
and

p(H,) = fop +[0’p’ - 40 - DI, O<w<wo, (A232b)
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On the basis of (A.2.32), we can plot p(H,,) as a function of w as
shown in Figure A.2-1. The slope of this curve to the right of w, is 1, but
at wp the slope of the curve on the left is infinite. Thus, it is best to
overestimate w, rather than underestimate it.

An immediate consequence of (A.2.32b) is that

p(H)) = p’? (A2.33)

which states that the asymptotic rate of convergence of the Gauss-Seidel
method is exactly twice that of the Jacobi method, under the conditions of
the theorem.

The formulas (A.2.31) and (A.2.32) require knowledge of u, and in
general this will not be available. However, for the N> x N? Poisson matrix
(3.1.7) it can be shown (from Exercise 3.1-21) that

M = COS (A.2.34)

N+1
For example, with N = 44, we have
n = 0.99756, p(H,) =0.99513, wo = 1.87, p(H,,) = 0.87

Since p(H,,) = p(H,)*°, the asymptotic rate of convergence with w, is
approximately 30 times as fast as for Gauss-Seidel. In general, for this
Poisson problem, it follows from (A.2.32b) and (A.2.34) that the asymptotic
rate of convergence of SOR with w, is approximately 0.63N as fast as
Gauss-Seidel.

p(H,)

1 Wo 2

Figure A.2-1, SOR spectral radius.
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The Conjugate Gradient Algorithm

We consider in this appendix various theoretical results about the conjugate
gradient algorithm. We assume throughout that the coefficient matrix A is
symmetric positive definite. We wish to show primarily two things: that the
vectors p* generated by the conjugate gradient algorithm are, in fact,
conjugate directions; and the error estimate (3.4.1).

We first write the algorithm in a form slightly different from that given
in (3.3.15). The difference is in the definition of B,, and we will show later
that the two forms are equivalent. We also use the definition of «, as given
by (3.3.5) and show that this is equivalent to that used in (3.3.15a). For
case of notation, we will write the iteration number as a subscript throughout
this appendix. With these changes, the algorithm is as follows:

Choose x,. Set pp =1y = b — Ax,

Fork=0,1,...
ax = Iy pr/Pr Apr (A.3.1a)
Xk+1 = Xk — QxPx (A.3.1b)
Fr+1 = I + @ Apy (A3.1¢)
Bk = —Pi Arisi/pi Aps (A3.1d)
Pi+1 = Frer + Bipx (A.3.1¢)

A.3.1. THEOREM. Let A be an n X n symmetric positive definite matrix
and X the solution of the system Ax =b. Then the vectors p, generated by
(A3.1) satisfy

piAp; =0, Osj<k k=1,...,n—1 (A3.2)
and p, # 0 unless x* = . Hence x™ = X for some m < n.

269
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PROOF. As a companion relation to (A.3.2), we will show that the
residuals r; = b — Ax; satisfy

=0, 0<j<k k=1,...,n-1 (A3.3)

We first note that by the definitions (A.3.1a) and (A.3.1d) of a; and B; and
by (A.3.1c) and (A.3.1e), we have

Pt =p/r+apfAp; =0, j=0,1,... (A3.42)
pJTApj+| = p_,TAl'j.H + ijITApj = 0, J = 0, 1, ces (A.3.4b)

Now assume, as an induction hypothesis, that (A.3.2) and (A.3.3) hold
for some k <n — 1. Then we will show that they hold for k + 1. Since
Po =Ty, (A.3.4) shows that they hold for kK =1. For any j <k, using
(A.3.1c, e) we have

rol'k,rl = ro(rk + a, Apy) = rork + akp,'fArj
= "J‘T"k + akPZA(Pj = Bj-1pj-1) =0

since all three terms vanish by the induction hypothesis. Moreover, using
(A.3.1e), (A.3.4a), and then (A.3.1c) we have

l'{l'kﬂ = (px — ﬁk—lpk—l)rrk+|
= _Bk—xl’{—ll'kﬂ = _Bk—lp[—l(rk + a Api) =0

since the last two terms are zero by (A.3.4). Therefore, we have shown that
(A.3.3) holds for k + 1.

Next, we have for any j < k, using (A.3.1e), the induction hypothesis,
(A.3.1¢) and then (A.3.2)

pjTApk+l = PJTA(l'kH + Bipi) = PjTAl'kH = a;l(rj+l - l'j)Tl'k+1 =0

Note that we have assumed here that a; # 0; we shall return to this point
in a moment. By (A.3.4.b), we also have that p; Apy., = 0. Therefore, (A.3.2)
holds for k + 1 and the induction argument is complete.

We now show that the p, are nonzero unless we are at the solution.
Suppose that p,, = 0 for some m < n. Then, using (A.3.1¢) we have

0 = P:Pm = (rm + Bm—lpm—l)r(rm + 3m—lpm-—l)

— T T 2 T T
=TIl + 2Bm—1rmpm—l + Bm-—lpm—lpm—l = L
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since rlp._1 = 0 by (A.3.4a). Hence r,, = b — Ax,, = 0 so that x,, =X. On
the other hand, if po, . . . , p»—: are all nonzero, then x" = X by the Conjugate
Direction Theorem 3.3.1.

Finally, we return to the assumption that «; # 0. By (A.3.1le) and
(A.3.4b) we have

ropj = l']'(rj + ﬂj-—lpj~l) = l'jTl'j (A.3.5)
Hence, the definition of «; in (A.3.1a) is equivalent to
a; = —1]1;/p] Ap; (A.3.6)

Therefore, if a; = 0, then r; = 0 and, as above, x; = X so that the process
stops with x;. ]

Next, we wish to show that the definition of 8, used in (A.3.1d) is
equivalent to the one given in Section 3.3. We have from (A.3.1c), (A.3.4b),
(A3.1e), and (A.3.3) that

l'l{+|l)k+1 =(r, + akAPk)TPk-o-l = rlpm = r:f(rm + Bipi) = ﬂkrfpk
Thus, using (A.3.5), we obtain
Bi = l'l‘f+1Pk+1/l'ZPk = l'lf+1l'k+1/l'l‘{l'k (A.3.7)

which is the form of B, used in (3.3.15¢). The definitions (A.3.6) and (A.3.7)
of a and B are the ones preferred for computation since only the inner
product rir, is required at each step. The definitions given in (A.3.1a,d)
are sometimes useful for theoretical purposes.

We next give some basic relations that will be needed in proving the
error estimate (3.4.1), and which also give additional insight into the
conjugate gradient method. Recall that span(y,,...,Yy.) is the subspace
generated by all linear combinations of y,,...,y..

A.3.2. THEOREM. Let py, ..., Ppn-1 be the direction vectors generated by

the conjugate gradient algorithm and let x,, . ..,r,_, be the residual vectors.
Then

Ap; € span(pg, - - - , Pi+1)s i=0,...,n—2 (A3.8)

r; € span(po, ..., Pi), i=0,...,n—-1 (A.3.9)
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span(po, - - . , Pi) = span(po, Apo, . .., A'po)
= span(ro, Ar,,..., A'r,), i=0,....,n—1 (A3.10)

Proor. We will prove (A.3.8) and (A.3.9) together by induction. By
(A3.1c) and (A.3.1¢)

P1 =1+ BoPo = Fo + agApo + BoPo
Thus, since r, = po,
Apo = a&'(pn ~Po— Bobo)

so that (A.3.8) holds for i = 0. Since ro = po, (A.3.9) also holds for i = 0.
Now assume that (A.3.8) and (A.3.9) hold for i=0,...,k<n-2,
By (A.3.1c) and the induction hypothesis we have

K k+1
i =Nt adApe= Y yp; o X nypy
j=0 j=o

Thus, r,., € span(po, . . ., Px+1)- Then, from (A.3.1e) and (A.3.1¢c),
Pr+2 = Fiaz + BiiPir1 = Tiar T e 1 APrst + BrriPrst

Since ris; € span(po, - - . , P+1), it follows that Apy, € span(po, .. ., Pi+2)-
This completes the induction except to show that (A.3.9) also holds for
r,..; this follows as before.

To prove (A.3.10), we again use induction. It is trivially true for i =0
since po = ro. Assume that it holds for kK < n — 1. Then, by the induction

hypothesis and (A.3.8), we have
k

k
Ak“l’o = A(AkPo) =A ('Zo le’j) = Y. yAp; € span(po, . . ., Pr+1)
j=

i=0

Now, for any 7,

k1 k .
'Zo nA'po = M1 A 'po + _Zo A Po
i= i=

The first term on the right is in span(py, . . . , px+1) by the previous equation,
and the second term by the induction hypothesis. Hence, we have shown that

sPan(Po, APO’ ey AkHPo) < Spaﬂ(l‘o, Pis--+» pk+l)
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To prove the reverse inclusion we first write
k+1 k

X NP = MksiPirr T L Py
j=0 j=0

The second term is in span(p, - - ., A*p,) by the induction hypothesis. The
first term may be written, by (A.3.1e) and (A.3.1c), as

M 1Prert = Mt (Frar + BiPi) = M (Fic + i Api + Bipic)

The first and third terms on the right of this equation are in span(py, . . ., px)
by (A.3.9), and hence in span(p,, ..., Ap,) by the induction hypothesis.
In the second term, Ap, may be written, using (A.3.8) and the induction
hypothesis, as

K . K _
Apr=A Y yApo= Y VjAJHPo
Jj=1 Jj=1
so that it is in span(p,, ..., A¥*'p,). Hence, we have shown that

span(pg, - . ., Px+1) < span(po, - - ., A““po)

and the first equality in (A.3.10) is proved. The second equality is trivial
since ry = po. 0

A subspace of the form span(p,,..., A'p,) is known as a Krylov
subspace. We next show that the conjugate gradient iterates minimize the
A-norm of the error over a translated (affine) Krylov subspace. Recall that
the A-norm is defined by |ly||4 = y"Ay.

A.3.3. MINIMIZING PROPERTY OF CONJUGATE GRADIENT. For each

k=0,1,...,n—1, the conjugate gradient iterate x,,, minimizes ||X — x| 4
over

Sk = X0+ span(po, . . ., Px) = Xo + span(po, Apo, . . . , A*po)
Proor. For given k, let x = x, + Z;,;o v;p; be in S;. Since
ro=b— Ax, =b — Ax, — (b — AX) = A(X — x,),

we have

k
_ -1
vip; = AT~ 'ZO vipj
P
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Therefore, using the conjugacy of the p;,

K T k
I%-x|4=(&-x)TA% - x) = (A"ro - Zo vjpj) A(A"ro - Zo u,pj)
j= j=

k k
=1 AR -2 T up; tE vip; Ay
}E =

This is a diagonal quadratic form in the »; and the minimum is taken on when
1’j=rgpj/P}-APj» j=0""ak

Applying (A.3.1c) of the conjugate gradient algorithm repeatedly, we obtain
j-1
l'j = r_,_l + aj_,Apj_l =ree = l‘o + izo aiAp,-

so that, by the conjugacy of the p;, we have rp; = rqp;. Hence, by (A.3.1a),
v; = —a;. It follows that the conjugate gradient iterate Xy, is

K K
Xt =X ~ P ="' =Xo— L api =%+ L vpi
i=0 i=0
and this is the minimizer of ||k — x|} over S;. ]

We can phrase the result A.3.3 in an equivalent way that will be useful
in the sequel. By (A.3.10),

Sk—1 = Xo + span(r,, Ar,, ..., A*"'ro)

so that elements of S,_, may be written as x, + Z,'-:J g;A’r,. By A3.3 the
conjugate gradient iterate x, satisfies

I8 - xillh= min Q(qo,...,qu-1)

----- Gk -1

where
k-1 T k-1
Q= (ﬁ —Xo— Y q,-A’ro) A(i —Xo— 2. q,-A’ro)
j=0 j=0
Since, as before, A(X — x,) = 1y, we have

k-1 T k-1 )
Q= (ro“ X ‘IjAjHl'o) A_l(l'o“ ) QjAJHl'o)
i=0 Jj=0
= [Re(A)ro]"A'[R(A)ro]
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where Ry (A) =1 — Z,’-:(: gA’"! is the matrix polynomial corresponding to
the scalar polynomial 1 — ZJ'.:(} gA’*'. Hence we can state the result A.3.3
in the equivalent form:
I% - x,]|% = min rq R.(A)"AT'R(A)ro (A3.11)
k€ ik
where @R, is the set of polynomials of degree k with R, (0) = 1.
The representation (A.3.11) will allow us to obtain estimates of the
error at the kth step. We first need to develop some properties of the

polynomials R,. Let A,,...,A, and v,,...,v, be the eigenvalues and
corresponding orthonormal eigenvectors of A, and let ro = Z]L, ;v;. Then

Ri(A)ro = 1 mR(A); = ¥ nR(A)v;
j=

j=

Thus

ro Ri(A)TAT'R,(A)ro = [2:.‘ ﬂij()‘j)Vj] [él "Iij()tj)Aj—IVj]

= ¥ nIR(X)A}!
j=1

by the orthonormality of the v;. Using this in (A.3.11), where the minimum
is still over all polynomials in &;, we have

I = i |3 = min -21 7R (A))*A;" < min Irgjjclsx"le(Aj)lz 'Zl A7 (A3.12)
Pn

j=

Now

T n
771"1) A_l<z ’71"1)
1 Jj=1

= rgA_lro = (ﬁ - XO)TA(Q - XQ) (A.3.13)

'™ s

Y =<
j=1

J

Thus, combining (A.3.12) and (A.3.13),

1% — x| < yill% — %ol (A.3.14)
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where

e = min max|R.(3)] (A3.15)
Therefore, we have obtained an estimate of the error at the kth step in
terms of the initial error. The problem now is to obtain bounds for the v,.

Clearly, if A, and A, are the minimum and maximum eigenvalues of
A, then

¥« < min max |[Re(A)| (A.3.16)

Ryedy Ay=sAa=a,
This is the classical Chebyshev minimization problem whose solution is
Re(M) = Ti(Ay = 24 + 0,0/ (0 = M) TelAn + 1)/ (A4 = A0))

where T,(z) is the kth Chebyshev polynomial [see (3.2.54)]. From the
Chebyshev theory, it can be shown that

min max |R.(A)| <21 -V»)*/(1+Vv)",  v=2A/A, (A3.17)

RyeRy AysAsA

Since A is symmetric positive definite, its condition number with respect
to the 1, norm is k = 1/». Hence, if we combine (A.3.14), (A.3.16), and
(A.3.17), we obtain the error bound

1% = xiclla < 2a"[I% = xoll 4, a=(k-1)/c+1) (A3.18)
This is the standard error estimate for the conjugate gradient method in

terms of the A-norm.
We can also write (A.3.18) in terms of the 2-norm by means of the

inequalities
Ixll3/ A7 2 = AixTx < xTAx < A.xTx = ||All.|Ix|13
Applying this to (A.3.18) yields
1% = xclZ = A7 20% - xila < 2 YA R - x0ll%
< 2a*P|A7 L) Al - xoll3
or

I = xilla < 2V a“|& = %ol (A.3.19)
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We summarize the above error estimates in the following result.
A.3.4. TuroreM. The kth conjugate gradient iterate satisfies

1% = xilla < 2a*[|% — xo]|.a
and
IR = xicll < 2Vc@"||% — x|

where k = cond(A) and a = (Vk —1)/(Vk + 1).

The error estimate (A.3.19) does not necessarily imply that the errors
actually decrease at each step. This important property is a consequence
of the next theorem.

A.3.5. THEOREM. The conjugate gradient iterates satisfy

1% = xiclls < 1% = xic-1l2 (A.3.20)

unless X,_, = X.

ProoF. We first note that

1% = xi-all3 = (& = i + %6 = Xpemr) T(R = x5 + Xpe — Xpm1)
= (R — Xp, X — x5) + 2(X — X, Xp — Xpe—q)
+ (Xk = Xpe—1, X — Xk—1)
or
"’? - xk—l"% = ";‘ - xk"% + 2(X = Xpe, X — Xg—g) + "xk - xk-xlli (A.3.21)

The last quantity on the right is positive unless x; = X;_,. As noted pre-

viously, x, = x,_, implies that x,_, = X. Thus, if x; # x,_,, it suffices to

show that the second term on the right of (A.3.21) is non-negative.

Let x,, = X. Then, since

X = Xk =Xy — Xt T Xy = 0 = X T X — X

we have, using (A.3.1b),

(%~ xk)T(xk = Xg—y) = (am-mﬂpk-x L akpzpk-l)ak~1 (A3.22)
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By (A.3.6), the a; are all nonpositive; hence, it suffices to show that
P, Px-1 =0, j = k. Applying (A.3.1¢) repeatedly, we obtain

pi=r+B_ .+ + (Bj—l e Burct+ (Bj—l = Br-1)Pr-1 (A3.23)
In particular, for k =1, (A.3.23) shows that p; € span(r,,...,r;), and by

the orthogonality of the r,, (A.3.3), we have that r/p,_, =0, j = k. Thus,
from (A.3.23) and (A.3.7) we obtain

PJTPk—I =By Bk-lpz-—lpk—-l = l’jTl’jPZ-npk—n/l'z—nrk—n =0 D

The above results do not take into account any special properties of
the matrix A. In particular, the following result is of interest.

A.3.6. TueoreM. If A hasonly mdistinct eigenvalues, then the conjugate
gradient iterates will converge in at most m iterations.

ProoF. This is an almost immediate consequence of the basic error

relation (A.3.11). Let A,, ..., A,, be the distinct eigenvalues of A, necessarily
positive since A is positive definite, and define the polynomial of degree m

Rav = Tl o= /fi

Clearly, R,,(0) = 1. Moreover, R,,(A) = 0 since if A = PDPT, where D is
diagonal and P is orthogonal, then R,,(A) = PR,,(D)P" and R, (D) is a
product of diagonal matrices such that for any i, at least one of the diagonal
matrices is zero in position i. The relation (A.3.11) then ensures that
£-x,=0. |

Three-Term Recurrence Relation

We end this Appendix by showing that the conjugate gradient iterates
satisfy a three-term recurrence relation of the form

Xia1 = Prat( Bkl + Xi) + (1 = presy)Xp—y (A3.24)
where, if a; and B,_, are the quantities in (A.3.1),

Pr+1 =1+ awBi_r/ar_y, Bie1 = — i/ Pt (A.3.25)

)
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In order to obtain (A.3.24), we first note that from (A.3.1b, e)
Xis1 = X — axPx = Xk — o4 (Ti + By Pi—1) (A.3.26)

We now substitute pi_, = —azl,(Xx — Xi-,), obtained from (A.3.1b), into
(A.3.26), which gives

Xpa1 = Xg = @l + arBio (X = Xpey)/ @y

- (1 + 9‘&) X, — aur, — By (A.3.27)
Qy_y Q)

which is (A.3.24).
We next replace r, in (A.3.24) by b — Ax, to give

Xi+1 = Pl Orr(b — Axp) + Xk ]+ (1 = pry1)Xeey
= prrr{®ail(I = A)xi + bl + (1 = 8 1)Xic} + (1 — prevr)Xk-y (A3.28)

If A is scaled so that its main diagonal is the identity, then the Jacobi
iteration is

Yerr = (T — Ay +b

Hence (A.3.28) is an acceleration of the Jacobi method of the same form
as the semi-iterative method (3.2.61), with the exception that §,., is now
allowed to be variable. It may be shown that if we use this conjugate gradient
acceleration of Jacobi’s method, we obtain the one-step Jacobi PCG method.
Similarly, if we accelerate the SSOR iteration, we obtain the one-step SSOR
PCG method.
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Basic Linear Algebra

We review in this appendix, without proof, some fundamentals of linear

algebra that are used in the text. For a full treatment, see, for example,

Ortega [1987a]. We deal only with real vectors and matrices. It is assumed

that the reader is familiar with the most elementary parts of linear algebra.
If A is an n X n matrix, then the following are equivalent:

detA#0

There is an n X n matrix A™' such that AA™' = A"'A=1
Ax = b has a unique solution for any b

Ax = 0 has only the solution x = 0

The row or columns of A are linearly independent.

If A satisfies any of these conditions (and, hence, all) it is nonsingular and
A7lis its inverse.

The rank of a matrix is the number of linearly independent rows (or,
equivalently, columns). Hence, the last statement above may be replaced
by “A has rank n.” An important class of matrices have rank one and may
be written in the form uv” for two column vectors u and v.

A matrix P is orthogonal if PPT = I. The columns p; of an orthogonal
matrix are orthogonal vectors: p]'p; = 0, i # j, and also orthonormal: pTp, =
1. Inverses and products of orthogonal matrices are also orthogonal. An
important type of orthogonal matrix is a permutation matrix in which each
row and column has exactly one 1 and the other elements are zero. The
effect of the multiplication PA, where P is permutation matrix, is to inter-
change the rows of A. AP interchanges the columns.

An eigenvalue of A is a scalar for which the equation

AX = AX
281
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has a nonzero solution x, called an eigenvector. An n X n matrix has exactly
n eigenvalues (counting multiplicities). These are the roots of the charac-
teristic equation det(A — AI) = 0, which is a polynomial of degree n. An
eigenvalue may be complex, even though A is real, and the corresponding
eigenvector is then necessarily complex. The set of eigenvalues is the
spectrum of A and the maximum eigenvalue in absolute value is the spectral
radius, denoted by p(A).

If p(y)=ao+ayy+---+a,y™ is a polynomial of degree m, then
p(A)=ay=a,+a;A+---+a,A"™ is the corresponding matrix poly-
nomial. If A and x are any eigenvalue and eigenvector pair of A, then p(A)
and x are an eigenvalue and eigenvector of p(A). In particular, if A has
eigenvalues A,,..., A,,then al + Ahaseigenvaluesa + A,,...,a + A, and
the same eigenvectors as A. Also, A is nonsingular if and only if A; # 0,
i=1,...,n, in which case A™" has eigenvalues A;' and the same eigenvec-
tors as A.

The matrix A is symmetric if it equals its transpose: A = A”. A sym-
metric matrix has only real eigenvalues and the corresponding eigenvectors
X; are orthogonal. A symmetric matrix may be written as

A= PDP" (A4.1)

where D = diag(A,,..., A,) is a diagonal matrix whose diagonal entries
are the eigenvalues of A, and P is an orthogonal matrix whose columns
are eigenvectors of A.

A principal submatrix of A is any submatrix obtained by deleting rows
and corresponding columns of A. A leading principal submatrix of size
m X m is obtained by deleting all rows and columns m+1,...,n.

A symmetric matrix is positive definite if any of the following equivalent
conditions are true:

xTAx > 0 for all vectors x # 0

The eigenvalues of A are all positive

The leading principal submatrices of A all have positive
determinant.

There is a Choleski factorization A = LL".

A symmetric positive definite matrix A is nonsingular and A™' is also
symmetric positive definite. A symmetric positive definite matrix has a square
root which can be defined using (A.4.1) by AY? = PD'?P7, where D'? is
the diagonal matrix containing the positive square roots of the eigenvalues
of A.
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A symmetric matrix is positive semidefinite if all of its eigenvalues are
non-negative, or equivalently if x"Ax = 0 for all x. More generally, if A is
a symmetric matrix with eigenvalues A\, < A, <. =< ), then

AxTx<x"Ax < A,x"x

for all vectors x.

If P is a nonsingular matrix, then PAP™' is a similarity transformation,
and PAPT is a congruence. Similarity transformations preserve eigenvalues;
that is, A and PAP™' have the same eigenvalues. Congruences, in general,
change the eigenvalues but preserve their signs: if A is a symmetric matrix,
then A and PAP” have the same number of positive eigenvalues and the
same number of negative eigenvalues. In particular, if A is positive definite,
so is PAPT,

Equation (A.4.1) shows that a symmetric matrix is similar to a diagonal
matrix. In general, a matrix A will be similar to a diagonal matrix if and
only if it has n linearly independent eigenvectors. If this is not the case,
the best that can be done is that A is similar to a matrix whose diagonal
elements are the eigenvalues of A, there is one or more 1 in the diagonal
above the main diagonal, and the rest of the matrix is zero. This is the
Jordan canonical form of A.

A norm, denoted by || ||, on the space R" of n-vectors satisfies

x| =0 and x| =0 onlyif x=20
llex|| = |a||Ix|| for all scalars (A.4.2)
lIx+yll < lIxll + liyll
Common norms are the I, (or max) norm

Ixllo = max x|

I1<i=n

and the [, norms

bety = (3 1xk7)

especially for p = 1 and p = 2. The I, norm is the usual Euclidean distance.
In this norm, orthogonal matrices have the important property that || Px||, =
Ix]|. Other norms can be defined by

Ix[ls = (x"Bx)"’?
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where B is a symmetric positive definite matrix. This is an inner product
norm since (x,y) = x"By defines an inner product.
Norms of matrices can be defined by means of vector norms as

A
Al = max IAx] = max || Ax||
x#0 "x" Ixll=1

Such matrix norms satisfy the properties of vector norms as well as
IAB| < || Al BI

If || A}l < 1 is some norm [or, equivalently, if p(A) < 1], then the following
geometric series, also called the Neumann expansion, is valid:

(I-A)"'= ¥ A*
k=

0
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